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Preface

Since its creation in 1996, the ESSLLI Student Session (StuS) has become a privileged
platform for students working in the fields of logic, language and computation to publish
their work in progress and present it to an interdisciplinary audience, sometimes for the
first time.

This tenth edition of the Student Session is special not only because of the jubilee,
but also because the number of submissions was higher than ever in the past. No doubt,
this record, reflecting the increasing attention toward and recognition of the ESSLLI StuS,
is a result of a decade of work that the previous authors and organizers have put into
making the event a success.

An additional reason for the high number of submissions might be that the sub-
mission procedure was changed, allowing for contributions to be submitted directly as
posters. Thus a total number of 71 papers were submitted for oral presentation, and
an additional 13 for poster presentation. Of these, 18 were selected as talks, and 21 as
posters. Of these, 36 are included in the present volume.

The papers cover a wide range of topics including computational linguistics, natu-
ral language syntax and semantics, formal pragmatics, knowledge representation, artificial
intelligence, proof theory, philosophical logic and other, newly emerging fields. This
diversity of topics and approaches makes ESSLLI and the Student Session a unique
intellectual event, and much more. It provides an opportunity for students to become an
active part of their research community.

As editor and chair, I have benefited from all the experience accumulated during
the previous editions of the StuS. The previous chairs and Programme Committees, the
Standing Committee of FoLLI, and the local organizers of ESSLLI all provided generous
help in making this tenth edition happen. Special thanks go to Laura Alonso i Alemany,
Paul Égré, Balder ten Cate, Paul Dekker, Carlos Areces and Willemijn Vermaat.
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I would like to take this opportunity to thank the wonderful StuS team I have
been working with. Both the co-chairs and the area experts have dedicated the best of
their knowledge, ideas, and time to the organization, doing a lot more than what would
have been strictly required. I also wish to express our gratitude to the reviewers, who
provided the submitting student authors with valuable feedback and advice.

I hope you will enjoy the Tenth ESSLLI StuS.

Judit Gervain
Trieste, May 2005
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Programme Committee

The ESSLLI Student Session is interdisciplinary in nature. Therefore, submitted papers
are divided into different areas so that they can be dealt with at the right level of expertise.
This year, three areas have been distinguished: Logic and Computation, Language and
Logic and Language and Computation.

Each of these areas were assigned to two or three student co-chairs, who conducted
the reviewing procedure—choosing two, three or sometimes even more adequate reviewers
for each paper, putting reviews together and making recommendations for acceptance.
In all these tasks, co-chairs were assisted by area experts—senior researchers who gave
advice, and served as reference points throughout the whole procedure.

This year, I have been very happy to work with the following team:

Language and Computation

Tamás B́ıró (co-chair), University of Groningen, Groningen, The Netherlands

Gerhard Jäger (expert), University of Potsdam, Potsdam, Germany

Sophia Katrenko (co-chair), Polytechnic National University, Lviv, Ukraine

Logic and Computation

Denis Bonnay (co-chair), Université Paris I and IHPST, Paris, France

Ozan Kahramanogulları(co-chair), University of Leipzig, Leipzig, Germany

Greg Restall (expert), University of Melbourne, Melbourne, Australia

Benjamin Simmenauer (co-chair), Université Paris I, Paris, France

Language and Logic

Márta Abrusán (co-chair), MIT, Cambridge, Mass., USA

Regine Eckardt (expert), ZAS, Berlin, Germany

Janneke Huitink (co-chair), Radboud University, Nijmegen, The Netherlands

Many thanks go to all of them for their dedication to the StuS.

The essence of the ESSLLI StuS is that submitting authors, whether accepted for
presentation or not, receive feedback from more senior researchers in their areas. This is
made possible by all the reviewers, who spend time and effort on reading the submissions
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carefully and providing rich and insightful feedback.

The StuS team is grateful to all of them:

Pieter Willem Adriaans, David Ahn, Pranav Anand, Rocci Andrea, Asaf Bachrach,
Susana Berestovoy, Guram Bezhanishvili, Patricia Blanchette, Johan Bos, Gerlof Bouma,
Gosse Bouma, Serge Bozon, S. Brandt, Gerhard Brewka, Seth Cable, Chris Callison-
Burch, Michael Carl, James Cheney, Mikail Cozic, James Cussens, Jan Daciuk, Walter
Daelemans, Eric de la Clergerie, Sandip Debnath, Francien Dechesne, Paul Dekker, Piet
Desmet, Pablo Duboue, Paul Égré, Tomaz Erjavec, Andreas Faatz, Jon Gajewski, Tanja
Gaustad, Bart Geurts, Yann Girard, Valentin Goranko, Fritz Hamm, Lynda Hardman,
Petra Hendriks, Pascal Hitzler, Wilfrid Hodges, Steffen Hölldobler, Gerard Holzmann,
Gianina Iordachioaia, M. Dolores Jiménez López, Joost J. Joosten, Gerhard Jäger,
Pauline Jacobson, Maarten Janssen, László Kálmán, Kristian Kersting, Alexander Koller,
András Kornai, Marcus Kracht, Angelika Kratzer, Sandra Kübler, Thomas Landauer,
Irene Langkilde-Geary, Piroska Lendvai, Deryle Lonsdale, Carsten Lutz, Emar Maier,
Alec Marantz, Ian A. Mason, Ora Matushansky, John Maxwell, Arul Menezes, Guenter
Neumann, Malvina Nissim, Attila Novák, Karel Oliva, Rieks op den Akker, Miles Osborne,
Petya Osenova, David Pesetsky, Csaba Pléh, Ian Pratt-Hartmann, Helge Röckert, Manuel
Rebuschi, Dennis Reidsma, Greg Restall, German Rigau, Edwin Rodŕıguez, Uli Sattler,
Barry Schein, Philippe Schlenker, Stefan Schlobach, Fei Sha, Valentin Shehtman, Libin
Shen, Hidetoshi Shiraishi, Jennifer Spenader, Ed Stabler, Mark Steedman, Charles
Stewart, Ivilin Stoianov, Lutz Strassburger, Charles Sutton, Balder ten Cate, Alice ter
Meulen, Sergio Tessaris, Joerg Tiedemann, Erik Tjong Kim Sang, Antal van den Bosch,
Maarten van Someren, Rob van der Sandt, Menno van Zaanen, Willemijn Vermaat,
Cristina Vertan, Begoña Villada Moirón, Kai von Fintel, Andreas Wagner, D. Walther,
Angela Weiss, Nóra Wenszky, Peter Wiemer-Hastings, Maria Wolters, Henk Zeevat, Hedde
Zeijlstra, Ede Zimmermann
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8 Sébastien Hinderer 87

9 Peter Höfner 99
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friday 19th
Closing Event

viii



Programme

Poster Presentations
wednesday 10th: Short Poster Session

monday 15th: Long Poster Session, chair: Denis Bonnay

Nadine Aldinger A corpus-based approach to genitive disambiguation

Corien Bary Additional Objects in Latin and Ancient Greek:
and Peter de Swart Arguments against Arguments

Penelope Economou A Parallel Composition Operator for Epistemic Programs

Judit Kleiber Across world(let)s in a representationist interpretation system

Chi-Ho Li Grammar Induction by Distributional Clustering
with the Fragment Constituency Criterion

Elspeth Llewellyn Relative distance and the goal/source asymmetry:
Examined through a case study of (away) from/to(wards)

Olav Muller-Reichau A Uniform Semantic Analysis of the Two Copula Constructions
in Modern Hebrew

Yannick Parmentier XMG:
and Joseph Le Roux a Multi-formalism Metagrammatical Framework

Anna Pazelskaya Aktionsart morphemes and
derivation of deverbal nouns in Russian

ix



Floris Roelofsen Non-Deterministic Multi-Context Systems

Markus Saers Evaluating Compound-to-compound Links
in a Sub-sentence Aligned Bilingual Corpus
through Example-based Element Recognition

Marina Santini Automatic Text Analysis:
Gradations of Text Types in Web Pages

Steven Schockaert Construction of Membership Functions
for Fuzzy Time Periods

Syed Raza Shahid Optimal Features Selection
for Automatic Multiparty Speech Summarisation

Lucia Specia Knowledge sources for disambiguating
highly ambiguous verbs in machine translation

Ola Svensson Mean Payoff Games and Linear Complementarity

Li-Yang Tan Formalizing the Meta-Theory of Q0 in Rogue-Sigma-Pi

Sieuwert van Otterloo Reasoning about Extensive Games

Shenghui Wang Logic-based representation and integration of
colour descriptions from botanical documents

x



xi



Corpus-driven disambiguation of genitive
attributes

Nadine Aldinger
University of Stuttgart, IMS

Azenbergstr. 12, D-70174 Stuttgart

nadine.aldinger@ims.uni-stuttgart.de

Abstract. This paper is about the development of semi-automatic methods to dis-
ambiguate genitive attributes of German deverbal nouns. Human listeners use struc-
tural and semantic clues to disambiguate these genitives — tools for automatic se-
mantic text analysis, information extraction and information retrieval need to mimic
this process by extracting clues from corpus data. I present morphosyntactic and
lexical-semantic features that can be used as clues in semi-automatic disambiguation
and first results from the analysis of a large data sample.1

1 Nominalizations and genitive attributes

In my Ph.D. dissertation project I develop methods for semi-automatic text analysis to
disambiguate genitive attributes of German deverbal nouns, especially those ending in
-ung, like Verfolgung “persecution”.

The su!x -ung is used to derive feminine nouns (mostly) from transitive verbs. It
shares an etymological root with English -ing but forms full nouns. The meaning of -ung
is comparable to that of the Latin-based -(a)tion.

As with many relational nouns — e.g. picture in Picasso’s picture —, genitive attributes
of -ung nominals can be subject (agent-related, 1) or object (theme-related, 2) genitives:

(1) a. In
in

den
the

Dörfern
villages

leben
live

rund
about

45000
45000

Menschen,
people

die
who

vor
before

der
the-dat

Verfolgung
persecution

der Armee
the-gen army

geflohen
fled

waren.
were

1I would like to thank Hans Kamp and Ulrich Heid for helpful comments and discussions and two
anonymous reviewers for their suggestions.

Proceedings of the Tenth ESSLLI Student Session
Judit Gervain (editor)
Chapter 1, Copyright c! 2005, Nadine Aldinger
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“In the villages live about 45000 people who had fled the persecution of the
army.”

b. Ihr
she-dat

missfällt,
disapproves

dass
that

die
the

Verfolgung
persecution

des Geschlechts
the-gen gender

in
in

Deutschland
Germany

als
as

Asylgrund
asylum-reason

nicht
not

anerkannt
accepted

wird.
is

“She disapproves of the fact that persecution of gender is not accepted as a
reason for asylum in Germany.”

(2) a. Dort
There

ist
is

die
the

Radioaktivität
radioactivity

laut
according-to

Messungen
measurements

der Organisation
the-gen organization

hundertmal
a-hundred-times

höher
higher

als
than

normal.
normal

“According to measurings of/by the organization, the radioactivity level is a
hundred times higher there.”

b. Der
the

Satellit
satellite

dient
serves

der
the-dat

Messung
measurement

von Verschiebungen
of shifts

in
in

der
the

Erdkruste.
earth’s-crust

“The satellite serves to measure shifts in the earth’s crust.”

In (1a), the genitive der Armee “of the army” denotes the role-player who persecutes (the
people); in (1b), the genitive des Geschlechts “of gender” denotes the role-player who is
persecuted.2 At the structural surface, both interpretations are possible in both cases.3

The interpretations are parallel in (2a) and (2b): the genitive denotes the measurer in (2a),
the thing measured in (2b).

Human listeners use structural and semantic clues as well as world knowledge to disam-
biguate genitive attributes — e.g. in (1a) and (1b) the knowledge that armies are military
organizations and therefore persecute others more often than they are persecuted.

Automatic text analyzers also need to disambiguate genitive attributes, in order to
provide input for information extraction and information retrieval. But they do not have
a very elaborate “understanding” of the world yet; in particular, they do not possess the
world knowledge that humans have at their hands to determine the interpretation intended.

2I do not distinguish between “genuine” subject genitive and author’s genitive, as Ehrich and Rapp
(2000) do; for this project, the important matter is the semantic relatedness of the genitive attribute to
the agent/subject/causer of the event/state/process characterized by the nominal’s base verb.

3There are also non-thematic genitives, e.g. temporal (die Lieferungen dieses Monats “the deliveries of
this month”) and modal genitives (die Lieferungen dieser Art “the deliveries of this kind”). They are not
restricted to nominalizations and therefore will not be treated further in this paper, although they must
of course be detected and filtered out in the disambiguation process. See section 4.4 for a list.

2



The challenge is therefore to find clues for genitive disambiguation which can be assessed
by computational tools.

Usable features may be morphosyntactic (1, 2) or lexical-semantic (3, 4):

1. morphosyntactic form of the DP headed by the nominal: i.e. number and definiteness,
maybe case

2. syntactic structure of the local context: inner structure of the nominal’s DP, but also
embedding in PPs/VPs

3. properties of the nominal’s base verb: e.g. telicity, syntactic subcategorization

4. lexical material in the local context: e.g. selectional restrictions of the governing verb

One can look for the most useful disambiguation clues from these categories in theories
about nominalizations and their genitive attributes, generalizing that an interpretation will
never occur in contexts in which it is not allowed according to theory. This approach has
its drawbacks (see also section 3): the subtle semantic notions which linguistic theory uses
are often hard to observe in corpora. So I decided to focus on a new approach and look for
disambiguation clues directly in text corpora, in the context of nominalizations and their
genitive attributes in real text.

Currently I am collecting and evaluating a large example database of nominalizations
with genitive attributes, assigning the genitive interpretations manually and filtering out
features and feature combinations which co-occur preferably with one particular genitive
interpretation. If an automatic text analyzer checks for such features when it encounters
an -ung noun with a genitive attribute in corpus text, it should be able (ideally) to give
the correct interpretation, or (in the real world) to give a weighted guess:

In (2a), there is a plural head nominal Messungen “measurements”; the whole NP is
embedded in a PP with the preposition laut “according to”. Additionally, the head lemma
of the genitive, Organisation “organization”, can be classified as a collective noun even in
a very shallow semantic analysis, e.g. using the German WordNet equivalent, GermaNet
(Kunze et al. (eds.) (2003)). These three features — plural nominal, PP-embedding with
laut, and collective nouns as head lemma of the genitive attribute — occur significantly
more often with subject genitives than with object genitives in my example database. Thus
they are good candidate features to detect subject genitives.

In (2b), on the other hand, the NP headed by the nominal Messung is the indirect
object of the verb dienen “to serve”, which suggests that the subject is the actor of the
nominalization. Together with the morphosyntactical features of the NP — definite singu-
lar — and the indefiniteness of the genitive attribute, this indicates an object genitive.
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2 Project steps

This project is intended to take the following course:

1. Collect linguistic features that might be relevant for genitive interpretation from
literature and from (qualitative) corpus observations.

2. Collect corpus sentences containing representative nominalizations plus genitive at-
tributes in a database and annotate their feature values automatically.

3. Annotate genitive interpretation manually for each sentence.

4. Analyze frequency distributions to find the features and feature combinations that
are most useful to predict genitive interpretation.

5. Implement tests based on these feature combinations.

6. Re-run the tests on new corpus sentences and evaluate the quality of their predictions
for genitive. interpretation; if necessary and possible, improve the tests and look for
more diagnostic features (bootstrapping).

In this paper, I will concentrate on steps 1 to 4. The results of my literature survey are
presented in section 3. Section 4 deals with data collection and annotation for the example
database, and section 5 presents some first evaluations of the annotated features.

3 State of the art

Some descriptive and theoretical work has been done on subject and object genitives. In
syntax-based accounts like Reis (1988), object genitive is taken as default interpretation
whereas subject genitives are something to explain — a hypothesis which has proven useful
for my data analyses.

Two recent accounts of genitive attributes of German nominalizations are Ehrich and
Rapp (2000) and Ehrich (2002). Taking a lexical-semantic approach, they generalize on the
(un)grammaticality of certain genitive interpretations in combination with certain features;
but they confine themselves to artificial examples and do not use their generalizations to
predict interpretations in corpus data. Hardly surprising, empirical analysis reveals that
their general predictions are borne out in some cases but fail in others.

Ehrich and Rapp (2000) focus on the interdependence of telicity and related lexical-
semantic properties of the base verbs, sortal reading of the nominal (“sort” here defined
as top-level entity class: Process, Event, (result) State or (physical) Object) and genitive
interpretation. They state that, as long as the nominal retains the Process or Event
semantics of its base verb, subject genitives are only possible with nominals from atelic
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verbs like Verfolgung — where they should be as readily understandable as object genitives
—, but not with nominals from telic verbs like Absperrung “fencing o", barrier” from
absperren “to fence o"”.

This hypothesis can explain why there are (almost) no subject genitives with Event
nominals from telic verbs. But it does not explain why subject genitives are almost as
rare with many common atelic singular nominals like Verfolgung — why should subject
genitives be an exception here if they are just as perfectly acceptable as object genitives
and derived with the same set of lexical-semantic rules?

In addition, subject genitives become much better with plural nominals. Ehrich (2002)
deals with this particular problem, reaching the conclusion that plural telic nominals share
certain semantic properties with (singular) atelics, thus allowing subject genitives like
atelics do.

To summarize: The features which, in these accounts, appear as diagnostics — or, in
theoretical context, as conditions for the (im)possibility of subject genitives — are

sortal reading of the nominal: Process nominals can take subject genitives, Object
nominals (generally) cannot

telicity and related lexical-semantic properties of the base verb: atelic Process
nominals can take subject genitives, telic Event nominals cannot

number of the nominal: plural telic nominals can take subject genitives, singular telic
nominals cannot

The first two features in this list are only very indirectly observable in corpora, therefore
they are of limited use in a corpus-oriented approach. A more comprehensive study of
diagnostic features for genitive interpretation has, to my knowledge, never been carried out.
Especially the clues that embedding structures (PPs, VPs) provide for the interpretation
of genitives (or indeed, any syntactic construction) have not been investigated yet.

4 Data collection and annotation

4.1 The corpus

The material for the example database is taken from an annotated German newspaper
corpus (Frankfurter Rundschau 1992-93) of about 40 million words. The corpus is

• tokenized,

• part-of-speech tagged and lemmatized with TreeTagger (Schmid (1994)),

• morphosyntactically annotated
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• and chunked with YAC (Kermes (2003)).

The IMS Corpus Workbench4, which I use for corpus work, provides a regular-expression
query language, CQP, and a Perl interface to operate on the query results. I employ the
latter to annotate feature values to the query results and store them in a MySQL database5.

4.2 The database

The database consists of three tables:

nominalizations: complete list of all -ung nominalizations (with or without genitive) in
the corpus, including compounds

matches: all corpus matches of nominalization + genitive attribute and all feature values

verbs: subcategorization information about the possible base verbs

The nominalizations table was compiled with a simple corpus query; false matches were
deleted (semi-)manually. The subcategorization data for the base verbs were taken from
an automatically compiled and manually corrected verb lexicon (Eckle-Kohler (1999)).
The matches table is currently being filled: First, nominals from base verbs with certain
selectional properties (e.g. verbs selecting for a prepositional or propositional object) are
marked in the nominalizations table. If the group is very large, only the 20 most frequent
nominals are marked. Then a Perl script is invoked which collects all occurrences of marked
nominal + genitive NP via CQP, annotates their values of the specified morphosyntactic
and lexical-semantic features (see next subsection) and stores them in the database.

4.3 Automatically annotated features

The features and their value ranges for the nominal’s NP, the genitive NP (excluding
genitive interpretation, since this is annotated manually in the test set — see section 4.4)
and embedding structure are shown in table 1.1. Features marked with an asterisk * are
planned to be implemented in the near future. “of”-PPs are counted as genitives because
there is no other way to express unmodified indefinite plural genitives. For the “case”
features, multiple assignments are possible because the syncretism in German morphology
doesn’t always allow complete case disambiguation. (Case assignment is taken over from
the chunker output.)

4http://www.ims.uni-stuttgart.de/projekte/CorpusWorkbench/
5http://www.mysql.com/
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Features of the nominalization and its NP

feature values

number sg, pl
definiteness def, indef, null (bare singular)
case nom, gen, dat, acc
specifier: word string
specifier: part of speech ART (article: die, eine)
(STTS scheme, cf. PDAT (demonstrative pronoun: diese, . . . )
Schiller et al. (eds.) (1999)) PIAT (indefinite pronoun: keine, etwas, . . . )

PPOSAT (possessive pronoun: seine, ihre, . . . )
NE (proper noun with genitive case)

adjectival modifier(s) string
PP following genitive: preposition string
PP following genitive: case governed nom, gen, dat, acc
for compounds: non-head ¡string¿

Features of the genitive attribute NP

feature values

number sg, pl, pl-pp-von
definiteness def, indef, null (bare singular)
head lemma string
animacy and/or other general lexical string
properties from GermaNet*

Features of embedding structure

feature values

preposition of embedding PP string
main verb lemma of the clause in string
which NP is argument/adjunct*
grammatical function of NP w.r.t. subject, object, . . .
clause verb*

Table 1.1: Automatically annotated features (*planned)

Subcategorization information for the base verbs is taken from the verbs table. Telicity
is not annotated.6 If possible, thematic proto-roles in the sense of Dowty (1991) or Blume
(2000) will be annotated manually for the verb arguments.

6Telicity information for the base verbs could be projected from a lexicon — but telicity is probably as
much a property of predicates as of bare verbs, and moreover many verbs occurring in real language are
almost impossible to classify in the first place.
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4.4 Genitives

Genitive interpretation is assigned manually in the test set; frequency analyses of the an-
notation results will serve as basis to determine the most useful feature tests to be imple-
mented in the semi-automatic genitive disambiguation tool. The following interpretations
may be assigned:

subject genitive: die Befürchtung der Gewerkschaft “the fear of the trade union”

object genitive: die Befürchtung einer Finanzkrise “the fear of a financial crisis”

subject genitive with non-transitive base verb: intransitive or unaccusative base
verb — eine Erkrankung des Herzens “a disease of the heart”, base verb erkranken
(intr.) “to fall sick”; inherently (or very preferably) reflexive verb — die Annäherung
des Autos “the approach of the car”, base verb sich annähern (refl.) “to approach”

other thematic genitives: in Ermangelung guter Alternativen “for lack of good alter-
natives”, base verb ermangeln (dummy subject, genitive object or an PP) “to lack”

non-thematic genitives: temporal — die Lieferungen dieses Monats “the deliveries of
this month”; modal — die Lieferungen dieser Art “the deliveries of this kind”; with
superlative — die (größte) Entdeckung der Ausstellung “the (biggest) discovery of
the exhibition”; quantitative — eine Erhöhung von 3,5% “a raise by 3.5%”

ambiguous instances: ambiguity between subject and object genitive is rare; more fre-
quently: ambiguity, or rather vagueness, between subject and reflexive-subject gen-
itive due to di"erent verb readings — die Angleichung der Lebensverhältnisse “the
adjustment of the life standards”, base verb angleichen (tr./refl.) “to adjust”

genitive modifying the non-head of a compound nominal: die Altersverteilung
der Studenten “the age distribution of the students”

5 First results

In a preliminary study, I took 16 -ung nominals from the semantic verb classes given by
Ehrich and Rapp (2000) as a test set. About 2000 corpus instances of these nominals with
genitive attributes were annotated semi-manually with morphosyntactic features, with the
main purpose of testing Ehrich and Rapp’s predictions on real text (see section 3).

It turns out that the e"ect of (a)telicity on the subject—object genitive ratio is out-
weighed by other features, especially the following ones:

• number of the nominal
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N def N num gen.subj. gen.obj. others gen.subj. : gen.obj.

def sg 466 5623 2902 1 : 11.8
def pl 472 175 530 2.7 : 1
indef sg 503 1718 1416 1 : 3.4
indef pl 420 142 219 3.0 : 1
null sg 519 1107 3103 1 : 2.2

Table 1.2: Genitive interpretation vs. number and definiteness of the head nominal in the
example database.

• subcategorization properties of the nominal’s base verb, especially the possibility of
complement clauses

• Object reading of the nominal (i.e. whether the nominal denotes a physical object),
especially for mental Objects, i.e. “Object” instances of nominals from proposition-
embedding verbs

For definite singular nominals, there are almost no subject genitives with nominals from
atelic verbs like Verfolgung (two of 78 total genitives) and no subject genitives at all for the
Process and Event instances of telic nominals like Absperrung. Pluralization of the nominal,
however, reverses the ratio — here, subject genitives prevail: e.g. for Absperrungen, five
of six genitive attributes are subject genitives (but the nominals all have State or Object
readings).

In the larger example database, 19315 corpus matches with 854 di"erent nominals
are currently annotated with genitive interpretations (June 1, 2005). The data confirm the
e"ects demonstrated in the preliminary study. Table 1.2 shows the subject—object genitive
ratio for all number—definiteness combinations, especially the influence of number. E.g.,
with definite singular nominals, there are about twelve object genitives for each subject
genitive, while with indefinite plural nominals we have three subject genitives per object
genitive.

Some nominals, like e.g. Bearbeitung “revision”, Übersetzung “translation” and Unter-
stützung “support”, exhibit a significant number of subject genitives in singular; but
these are almost exclusively Object nominals and fixed constructions like in Bearbeitung
von Hans Schmidt “in a revised version by Hans Schmidt”. There are some interesting
support verb constructions like Unterstützung finden “find support” where only subject
genitives may occur — whether this support verb or others have the same e"ect on other
nominals remains to investigate.

A more detailed analysis of these data which really allows predictions for genitive
interpretation clearly requires a closer look on other properties of the nominals involved,
especially on the subcategorization (and perhaps thematic) properties of the nominals’
base verbs. Here is an example for an e"ect of subcategorization properties:
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Befürchtung “fear”, from the proposition-embedding base verb befürchten “to fear”,
occurs almost only with subject genitives. The remaining object genitives themselves
denote Events or Processes — e.g. die Befürchtung weiterer Studienverschärfungen “the
fear of additional tightenings of studying conditions”. This frequency distribution might
be explained with the semantics of the nominal: Befürchtung denotes a proposition that
someone utters or has in mind: a kind of mental Object. The subject genitive refers to
the holder of the proposition, here the “fearer”. This analysis can probably be extended
to many other verbs subcategorizing propositions, from Äußerung “utterance” to (at least
one sense of) Messung “measurement”.

6 Summary and next steps

My exemplary data analyses show that there are indeed clues and features which a semi-
automatic semantic text analyzer can use to disambiguate linguistic constructions. A
striking example is the e"ect of number of the head nominal on the frequency of sub-
ject genitive attributes; more complex trails to follow involve e.g. the influence of base
verb subcategorization. The first results demonstrate the possibilities of a corpus-driven
perspective on disambiguation of real text.

Here are the next steps planned to get towards a more complete analysis of possible
disambiguation clues:

• Continue the automatic and manual annotation procedures.

• Integrate annotation of general ontological categories of the genitive attribute’s head
noun using GermaNet.

• Integrate annotation of the main verb of the embedding clause.

• Compile more frequency tables with more features and feature combinations — e.g.
base verb subcategorization classes.
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Abstract. In Latin and Ancient Greek we find accusatives in places where one
would not expect them: as complements of intransitive verbs and adjectives and as
second complements of transitive verbs. In this paper we argue on the basis of a
variety of evidence that these additional accusatives should not be analyzed as direct
objects, but rather as predicate modifiers. In this way we can maintain the basic
distinction between intransitive and transitive verbs.1

1 Introduction

While transitive predicates are commonly characterized as taking two direct arguments,
that is both a subject and a direct object, intransitive predicates are defined as taking only
a subject argument. In this paper we discuss data from Latin and Ancient Greek that at
first sight seem to militate against the distinction made above.

Both Latin and Ancient Greek are so-called nominative-accusative languages, which
means that the subject of a transitive predicate is marked with nominative case and the
object with accusative case. However, we also find that so-called intransitive predicates,
which normally only take a subject argument, can occur with an accusative marked com-
plement. Consider the example with Latin triumphare ‘to triumph’ in (1):

1The second author received financial support from the Netherlands Organisation of Scientific Research
(NWO) [grant 220-70-003 PIONIER Project “Case Cross-linguistically”] which is gratefully acknowledged.
We would like to thank Emar Maier and Joost Zwarts for their help and patience in discussing the matters
presented in this paper. It goes without saying that they do not necessarily share the views presented. All
errors remain with the authors.

Proceedings of the Tenth ESSLLI Student Session

Judit Gervain (editor)
Chapter 2, Copyright c© 2005, Peter de Swart
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(1) triumphavit
triumphed.3sg

triumphos
triumphs.acc

novem
nine

“He triumphed nine triumphs.” [Gellius, Noct.: 5.11.2]

Such intransitive predicates as triumphare normally only take oblique marked complements,
i.e. complements marked with a genitive, dative, or ablative case or a preposition. There
are, nevertheless, three groups of elements which can occur as accusative complements with
intransitive predicates as in (1). First, the so-called cognate accusatives : complements of
verbs whose head noun is the event or state nominalization of the verb and which often
share their morphological root with the verb as in (1). Secondly, neuter forms of pronouns
and substantivized adjectives.2 Finally, the so-called accusative of respect, which is used to
denote a thing in respect to which the predicate is limited. In the remainder of this paper
we refer to these three groups of complements collectively as additional accusatives. We
will see that these additional accusatives occur not only with intransitive predicates but also
in other constructions in which accusative complements are otherwise judged infelicitous.
This raises the question in which respect these additional accusatives are different from
normal direct complements bearing accusative case. In the remainder of this paper we
take up this question. We argue that this different behaviour of additional accusatives is
due to the fact that they are predicate modifiers instead of normal direct objects. This
allows us to maintain the basic distinction between intransitive and transitive verbs without
modifications.

In the next section we discuss the distribution of the additional accusatives in both
Latin and Ancient Greek. This data section is followed by section 3 in which we argue
that additional accusatives are not to be considered normal arguments of the predicate but
rather predicate modifiers. Section 4 reviews evidence in support of this analysis. Finally,
in section 5 we set the first steps toward a semantics of additional accusatives.

2 The distribution of additional accusatives

In this section we will see that that additional accusatives occur not only with intransi-
tive verbs, but also as second complements with transitive verbs and as complements of
adjectives.

2.1 Additional accusatives with intransitive verbs

All three types of additional accusatives can occur with intransitive predicates which nor-
mally only take an oblique complement. We already saw an example of a cognate accusative
with the intransitive verb triumphare in (1) above. In (2) and (3) similar examples are
given of the verb pugnare:

2Historically, the second class developed from the first class. Starting with a combination of adjective
and cognate noun, the noun was dropped leaving the bare adjective. At a later stage this bare adjective
was put in its neuter accusative form.
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(2) in
in

hostem
enemy.acc

pugnaverunt
fight.perf.3pl

“They have fought against the enemy.” [Sallust, Cat.: IX,4]

(3) istam
that.acc

pugnam
battle.acc

pugnabo
fight.fut.1sg

“I will fight that battle.” [Plautus, Pseud.: 525]

As we can see in (2), pugnare normally takes a prepositional complement like in hostem.
Nevertheless, cognate accusatives can occur as complements as is shown in (3). Also neuter
forms of pronouns and substantivized adjectives are possible with intransitive verbs as is
shown in (4) for the Greek verb ‘to live’.

(4) abiōton
not.livable.masc.sg.acc

dzēn
live.inf

“to live an unlivable life.” [Plato, Leg.: XI,926,B]

Here, abiōton is the accusative masculine form of the adjective abiōtos ‘unlivable’ and the
intransitive verb dzēn ‘to live’ normally takes no complement. Nevertheless, the configu-
ration in (4) with the accusative complement is perfectly well-formed.

The last possible group of accusative complements with intransitive verbs is formed
by the use of the so-called accusative of respect. This use of the accusative is widespread
in Ancient Greek and is only found in Latin from the first century onwards under the
influence of Greek. An example of this accusative of respect is given in (5).

(5) hoūtos
this.nom

ho
the.nom

anthrōpos
man.nom

ton
the.acc

daktulon
finger.acc

algēı
feel.pain.3sg

“With respect to his finger, this man has pain.” [Plato, Res Publica: 462d]

As noted in the previous section this accusative is used to denote a thing in respect to
which the predicate is limited. In the example in (5) this means that the man does not
have indeterminate pain but that his pain is restricted to his finger (note that the example
does not mean that this man hurt his finger).

2.2 Additional accusatives with transitive verbs

The first two types of additional accusatives are also found with transitive verbs. Normally,
these verbs take only one accusative marked direct object but they can take these additional
accusatives as a second complement. In Latin, the class of transitive verbs taking this
second accusative complement seems to be mainly restricted to verbs of asking, teaching,
and concealing (Woodcock 1959). The verb rogare, for instance, normally takes the person
asked as an accusative object and the thing asked for as an ablative marked complement
with an optional preposition de. It is, thus, ungrammatical to have both the person asked
and the thing asked for in the accusative case. It is, nevertheless, grammatical to have
two accusative marked complements in the case the thing asked for comes from the class
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of additional accusatives. This is shown in (6) in which both the person asked (me) and
the thing asked for (id) are in the accusative case.

(6) Quin
Why-not

tu
you.sg.nom

id
this.ntr.acc

me
I.acc

rogas
ask.2sg

“Why don’t you ask me this (question).” [Plautus, Bacchides: 258]

Whereas the use of additional accusatives as second complements with transitive verbs in
Latin is restricted to some verbs, in Ancient Greek it is much more widespread. Example
(7) gives an example of the cognate accusative plēgas with the verb tuptein.

(7) ton
the.acc

andra
man.acc

tuptein
strike

tas
the.pl.acc

oligas
few.pl.acc

plēgas
blow.pl.acc

“to strike the man few blows.” [Antiphon, 4, γ.1]

2.3 Additional accusatives with adjectives

The last type of construction in which we find additional accusatives is with adjectives.
This construction is most often found with the accusative of respect but we also find cognate
accusatives with “adjectives of an intransitive character” (Smyth 1956). In (8), the three
accusatives of respect ōta, noun, and ommata indicate the body parts with respect to
which the person is blind.

(8) tuphlos
blind.adj.nom

ta
the.pl.acc

t
and

ōta
ears.acc

ton
the.acc

te
and

noun
mind.acc

ta
the.pl.acc

t’
and

ommat’
eyes.acc

ei
be.pres.2sg

“You are blind in ears, mind, and eyes.” [Sophocles, Oedipus Rex : 371]

This example brings us at the end of the discussion of the distribution of additional ac-
cusatives.

3 Additional accusatives are predicate modifiers

As we have discussed in the previous section, additional accusatives are different from
accusative marked direct objects in that they can occur in places in which normal direct
objects cannot occur. The question arises why this should be the case. In the remainder
of this paper we will develop an account of the three types of additional accusatives and
their distribution.

In the linguistic literature the argument status of cognate objects, which constitute
one of the types of additional accusatives, is much debated (see Pereltsvaig 1999a for
references). On the one hand there are researchers who claim that cognate objects are
arguments of their verbs (Massam 1990, Hale and Keyser 1993, Macfarland 1995). On
the other hand, we find researchers who claim that cognate objects are more like adjuncts
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(either as realizations of the event argument of the main predicate as in Mittwoch 1998,
Moltmann 1989 or as adjuncts as in Jones 1988). The first account seems to hold for
English whereas the second seems appropriate for Hebrew. As Pereltsvaig (1999a, 1999b)
shows, for some languages it seems best to say that they have both argument and adjunct
cognate objects, as in the case of Russian.

In this paper we claim that the occurrence of additional accusatives as discussed in
the previous section, can be best accounted for when they are not treated as arguments
of the verb but as predicate modifiers (similar to adverbs). This view is closely related
to the second position taken in the literature. On our account, instead of being taken by
a predicate as a direct semantic argument (as is the case with direct accusative objects)
additional accusatives take the predicate as their argument and return a new predicate.
By treating these additional accusatives not as semantic arguments of predicates we can
straightforwardly account for the fact that they appear in places where direct objects are
not allowed. Additionally, we can maintain the basic distinction between intransitive and
transitive verbs without modifications.

4 Reviewing the evidence

In this section we consider evidence for our analysis to treat additional accusatives like
adverbials and not like direct objects. In the first part we present evidence in favour of our
analysis. In the second part we show that evidence from passivization and case marking,
normally thought to be important tests for argumenthood, is inconclusive when applied to
Latin and Greek additional accusatives.

4.1 Supporting evidence

Historical development

The first piece of evidence to treat these additional accusatives as predicate modifiers is
historical. All three types of additional accusatives developed into real adverbs (Bornemann
and Risch 1978, Kühner and Gerth 1963) for which an analysis as predicate modifier is
straightforward.3 Example (9) shows the adverb multum, which developed from the neuter
accusative form of the adjective multus (‘much’).

(9) multum
much

te
you.sg.acc

amamus
love.1pl

“We love you a lot.” [Cicero, Att.: 1.1.5.]

Distribution

The most straightforward evidence for treating these additional accusatives different from
direct objects comes from their distribution. Firstly, as we discussed extensively in section

3In accordance with footnote 1, type i developed through type ii into adverbs.
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2, these additional accusatives can occur in positions in which normal direct objects are
not allowed. Even more, this also holds the other way around: not only can additional
accusatives occur in positions in which normal direct objects cannot occur, it also seems
that additional accusatives cannot fill the argument position reserved for the normal direct
object. If this were possible we would expect to find sentences in which a transitive verb
occurs only with an additional accusative and thus no normal direct object is present (e.g.
when we would leave out ton andra (‘the man’) in (7) above). Examples of this kind are
– as far as we are aware – not attested.

Secondly, with intransitive verbs these additional accusatives alternate with oblique
phrases (cf. (2) vs. (3)) which are traditionally analyzed as being of a modificational type.
In our analysis we can keep these formally different complements semantically identical.

Thirdly, when we compare these additional accusatives in Latin and Ancient Greek
with cognate objects in English we find a clear difference. In English, cognate object
formation seems to be limited to the class of unergative verbs (see Kuno and Takami 2004
for discussion though). In Latin and Ancient Greek the use is much more widespread
(although less so in Latin than in Greek; Kühner and Gerth 1963, Kühner and Stegmann
1912) and seems possible with virtually every intransitive verb, even with unaccusatives,
cf. (10).

(10) hē
the.nom

polis
city.nom

ouk
neg

an
prt

epese
fall.aor.3sg

to
the.acc

toiouton
such.acc

ptōma
fall.acc

“The city would not have fallen such a fall.” [Plato, Lach.: 181,B]

The distribution in English has led many researchers to the conclusion that in this language
cognate objects should be treated as arguments of the verbs they co-occur with (Massam
1990, Hale and Keyser 1993). With unaccusative and transitive verbs the (underlying)
object position is already occupied and therefore no position is left for a cognate object,
this in contrast to unergative verbs. The different distribution found in Latin and Ancient
Greek suggests that in these languages additional accusatives should be treated different
from direct objects. If we would treat the additional accusatives as direct objects we would
have a problem explaining the occurrence of these objects with transitive and unaccusative
verbs.

Stacking

For the accusative of respect, evidence to treat them as being of a modificational type
comes from the fact that they can be stacked. In (11) we find two accusatives of respect
with the adjective sophoi ‘wise’. In this construction first the accusative ti ‘something’
and subsequently ouden ‘nothing’ is added to the predicate sophoi.

(11) hoi
the.nom

brotoi
mortal.adj.pl.nom

ouden
nothing.acc

ti
something.acc

sophoi
smart.adj.pl.nom

eisin
be.3pl
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“The mortals are not at all smart in anything.” [Eur., Med.: 190-191 ]

In our analysis this is handled straightforwardly: since these accusatives take a predicate
as their argument returning a new predicate we predict that they can be applied one after
another.

The semantic contribution of additional accusatives

At first sight, an additional accusative construction like laugh a laugh without any further
modification sounds tautological: the noun does not add any new information. This tauto-
logical nature might be the reason why we in fact hardly ever find an unmodified cognate
accusative. Instead cognate accusatives are almost always modified. The first way in which
they can be modified is by means of an adjective or a demonstrative. In the Latin example
in (12) the cognate noun vitam is modified by the adjective beatam.

(12) beatam
happy.acc

vitam
life.acc

vivere
live.inf

“To live a happy life.” [Quint., 5,14,13]

In this example ‘happy’ modifies the predicate in that it attributes to the life event
that it is also a happy event. In this way it is similar to the adverbial use of ‘happy’ in the
sentence ‘to live happily’ (setting aspectual differences aside).

Alternatively, the cognate noun does not necessarily have to be modified by an adjective
or the like when it is already modified by means of its lexical meaning. In (13) we find the
noun aeiphugian used as an unmodified additional accusative with the verb pheugō. Since
the lexical meaning of the noun is narrower than the lexical meaning of the verb, i.e., the
noun denotes a subset events of the verb denotation, it is not necessary to modify the noun
with an adjective to get an informative statement.

(13) pheugetō
exile.imp

aeiphugian
eternal.exile.acc

“Let he go in an eternal exile.” [Plato, Leg.: IX,871,D]

Again we could say that the cognate noun has a meaning similar to an adverbial in that
it modifies the event. Given the fact that cognate accusatives always occur modified one
way or the other, we conclude, following Mittwoch (1998), that cognate accusatives can
best be viewed as expressions semantically related to (manner) adverbs, and furthermore
that they can be best analyzed along similar ways, viz. as a predicate modifier. Cognate
accusatives, like adverbs, modify the event described by the predicate and interestingly are
often used when we do not have a lexical adverb at our disposal.
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4.2 Inconclusive (counter) evidence

Passivization

In the literature on cognate objects passivization is often considered a good test for the
argument status of such objects (see Pereltsvaig 1999b). If the object can occur as the
subject of the corresponding passive construction, this is indicative for its argument status.
For Latin and Ancient Greek the evidence from passivization is ambiguous and therefore
inconclusive.

With transitive verbs only the real direct object can be passivized. The additional
accusative shows up in the passive construction in the accusative as it does in the cor-
responding active construction. This is illustrated in (14), which is a passive (roughly)
corresponding to the active construction in (7).

(14) ho
the.nom

aner
man.nom

tuptetai
strike.pass.3sg

pentēkonta
fifty.acc

plēgas
blow.pl.acc

“The man is beaten fifty blows.” [Aeschylus, 1.139]

However, when we look at additional accusatives with intransitive verbs, we find examples
of these additional accusatives showing up as the nominative subject, cf. (15), although
this is very exceptional according to Schneidawind (1886).

(15) haec
this.nom

pugnata
fight.pass.part

pugna
battle.nom

est
is

“This battle has been fought.” [Plautus, Amph: 253]

When we consider next the example in (16), the question arises whether passivization is
a good test for argument status in these languages. In this example we see that the time
expression tertia aetas shows up as the subject of the passive verb vivitur in the second
part of the sentence even though it is surely is not an argument but rather a time adverbial.
Therefore, we conclude that passivization cannot give us a definitive answer with respect
to the argument status of additional accusatives.

(16) Annos
years.acc

vixi
live.act.1sg

bis
two

centrum,
hundred

nunc
now

tertia
third.sg.nom

vivitur
live.pass.3sg

aetas
century.sg.nom
“I have lived two hundred years, now my third century is being lived.” [Ovid, Met:
12,188]

Case

When discussing the phenomenon of additional accusatives we cannot bypass the issue of
case marking. If these additional accusatives are not direct arguments of the verb, why do
they receive accusative case, normally thought to be reserved for direct arguments? But
what if we would argue the opposite, namely that additional accusatives are arguments of
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the verb? In the latter case we would have to account for the fact that intransitive verbs
which normally do not assign accusative case to their arguments (but rather have them
in an oblique phrase), do assign accusative case to additional accusatives. Either way,
the use of accusative case on these additional elements poses a problem. However, this
is not a problem specific to our additional accusatives or to the analysis proposed. The
view that accusative case is reserved exclusively for structural arguments of the verb has
been proven untenable with respect to other phenomena as well. For instance, as Wechsler
and Lee (1996) have shown, the domain of accusative case marking has to be widened
in order to include the use of accusative case on adverbial expression of time and space
(cf. languages such as Korean, German, Latin, Greek and Russian). How this can be
theoretically implemented is a question we will not answer here, since it would drift us too
far aside, but see Wechsler and Lee (1996) and Smith (1996) for suggestions.

5 Toward a semantics for additional accusatives

In the last two sections we adduced two ingredients needed in order to develop a satisfying
analysis for additional accusatives in Latin and Ancient Greek. First of all, we claim that
these accusatives are not real arguments of the predicate but rather are predicate modifiers.
Secondly, for cognate accusatives we claim that in their function as modifiers they modify
the event denoted by the verb.

To elaborate on the first ingredient, in contrast to direct arguments, predicate modifiers
are not taken by a predicate as an argument but rather take the predicate as their argument
and return a new predicate. Given that an intransitive verb is of type 〈e, t〉, the type of
predicate modifiers has to be 〈〈e, t〉, 〈e, t〉〉 in order to return a predicate of the same
type. This modificational type is one of the three types of interpretation De Hoop (1992)
argued object noun phrases can have (the others being referential e and quantificational
〈〈e, t〉, t〉) in order to account for behaviour of (non-)argument noun phrases in a variety
of languages. If we want to apply this type theoretic analysis to additional accusatives we,
nevertheless, run into problems with cognate accusatives. As we have argued in section 4,
cognate accusatives are modifiers of the event described by the predicate and in this type
theoretical analysis sofar no reference is made to events.

An event based analysis of cognate objects has been proposed by Moltmann (1989) and
Mittwoch (1998) who argue that cognate objects are realization of the Davidsonian event
argument. Consider the example from Moltmann (1989) in (17).

(17) a. John died a painful death
b. ∃e(die(e,John) ∧ painful death(e) ∧ past(e))

In this example the cognate object ‘painful death’ is predicated of the event argument e
and this seems to be what we want. However, we have argued that additional accusatives
are not only modifiers of the event argument, but rather of the predicate as a whole.
Therefore, a natural way to go would be to combine these two insights discussed. If we
consider verbs to be relations between individuals and events, i.e. an intransitive verb is of
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type 〈i, 〈e, t〉〉 (in which i is the type used for events and e for individuals), then a cognate
accusative, being a predicate modifier, takes such a predicate and returns a new predicate
of the same type, viz. 〈i, 〈e, t〉〉. From this it follows that a cognate accusative is of type
〈〈i, 〈e, t〉〉, 〈i, 〈e, t〉〉〉. However, a noun phrase like ‘painful death’ in (17) will not always
function as a cognate object, but could also be used as a direct object of some verb in which
case we do not want it to be of a predicate modificational type. In order to distinguish
between these two possible occurrences of noun phrases we formulate the following rule:

(18) Cognate Accusative Rule: if α is a V and β is a cognate object of V, JαβK is
JβK(JαK).

In other words, in the case a noun phrase acts as a cognate accusative of a verb it takes
this verb as its argument instead of being taken as an argument by the verb. In order to
make the additional accusative suitable to take a predicate as its argument, we have to
type shift the object to a higher modificational type. Therefore, the rule in (18) has to
trigger the following type shift rule:

(19) Cognate Type Shift: P〈i,t〉 → λX〈i,〈e,t〉〉λxiλye[P(x) ∧ X(x,y)].

In (20) we work out an analysis for the example given in (12).

(20) Jbeatam vitamK = λe[vivere(e) ∧ beatus(e)]
JvivereK = λxλe[vivere(e) ∧ Ag(e,x)]
Cognate Type Shift: Jbeatam vitamK = λXλxλe[vivere(e) ∧ beatus(e) ∧ X(e,x)]
Jbeatam vitam vivereK = Jbeatam vitamK(JvivereK)
= λxλe[vivere(e) ∧ beatus(e) ∧ vivere(e) ∧ Ag(e,x)]

We are fully aware that the analysis sketched above is only an approximation and that,
as with adverbs, things are much more complicated: for instance, as with adverbs, not all
modifiers are of a simple intersective kind. But we belief that this is a general problem of
modifiers and we do not try or claim to give a complete analysis of the different types of
modification. The main point of our analysis is that additional accusatives are predicate
modifiers and not direct arguments.

Above we have claimed that not only cognate accusatives, but all additional accusatives
have in common that they are predicate modifiers. The accusative of respect nevertheless
differs from cognate accusatives in that they are not necessarily event nominals and there-
fore cannot be analyzed as predicates over events. For the accusative of respect an analysis
in terms of non-eventive predicate modifiers of type 〈〈e, t〉, 〈e, t〉〉 seems on the right track.

6 Conclusion

In this paper we have discussed the occurrence of additional accusatives in Latin and
Ancient Greek. We showed that they can occur in places that are infelicitous for direct
objects. On the basis of this and other arguments we conclude that the different behaviour
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of these additional accusatives can be best described by assigning them a semantic type
different from normal direct objects. We have argued that the additional accusatives are
predicate modifiers. Instead of being taken as arguments by a predicate, they take the
predicate as their argument and return a new predicate.
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Parse selection with Support Vector
Regression
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Abstract. This work is an application of Support Vector Regression (SVR) to
parse selection.

Due to the large amount of data available and the long training time for the models,
it is not possible to build a single model out of all the training data, therefore the
training data was split into chunks and several small models were made from these.
The multiple models were used for voting for the parses. The results obtained are
reasonably close to results of maximum entropy models and suggest that SVR might
outperform these once we are able to build models from bigger chunks.

The parse forest being used is produced with the Alpino parser and its tree bank,
the later consisting of the newspaper part of the Eindhoven corpus

1 The Parse Selection Problem

Parsers are normally built using morphology and syntax relationships, but without encod-
ing real world knowledge into it. Therefore when parsing sentences, these will normally
produce several parse trees the majority of which represents impossible or very improbable
relations between tokens. These parses, tough grammatically correct, represent interpre-
tations of the parsed sentence which are considered to be wrong when the meaning of it is
taken into account.

Consequently, computational parsers are terribly ambiguous and the wider the coverage
of the language provided by the parser, the greater its ambiguity. Parsers will also give no
hint on how to rank them. From this arises the need to perform some form of ranking over
the parse forest.

This ranking must be made so as to reflect how close or not a parse is to represent a
human made parse for that sentence. To achieve this purpose a hand annotated corpora is
normally used, providing labeled data used for training and evaluating different machine
learning models at the task of parse selection.
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2 Support Vector Learning

The goal of this work was to try to use Support Vector (SV) methods to address the
task of parse selection. Despite the success of maximum entropy methods (MaxEnt) for
performing parse selection, SV machines should have the theoretical advantage of being
sensitive to patterns arising from the co-occurrence of different features1, while MaxEnt
models would only be sensitive to this in a very indirect manner.

SV learning is a machine learning technique inspired by developments from Statistical
Learning (Vapnik 2000), it tries to not only to minimize the empirical error but also to
control the explanatory capacity of the function class from which the model is estimated.
This is done in order to avoid overtraining.

Figure 3.1: Left: a simple model capturing the existing pattern in the data. Right: a
clearly overtrained model.

It works by constructing a decision function out of a relatively small subset of the
training data, these being referred to as support vectors. One of its great advantages is
that it allows for great freedom in the representation of the data through kernels.

SV learning is a margin based learning scheme like the well known Perceptron algo-
rithm (Rosenblatt 1990). The performance of SVMs in general is higher than other linear
classifiers due to its margin maximization ability. A downside of it is that the optimization
problem to solved in order to train SV models is quadratic and therefore very computer
intensive.

2.1 Regression or Classification?

The use of regression methods instead of classification methods came to us as the natural
choice since there will be far too many different sentences yielding an even higher number
of parses and these conditions don’t seem to us suitable for a multi-class classification
scheme. If we were to try a classification scheme, it would require too many different
classes, making the system too slow; trying to diminish the number of classes would lead
to lower precision and, therefore, lower performance.

1This sensibility comes from some kernel choices; such as the gaussian kernel.
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By using regression, all these problems cease to exist once we are mapping our data to
a continuous hyper-cylinder. There is no need to discard information and only one model
is produced2.

This work differs from related works using SVM to perform parse selection, (Collins
and Duffy 2001) and (Shen and Joshi 2004), mostly in the use of SV regression instead of
SV classification. It must be pointed out that at these related works the number of parses
analyzed was much smaller.

2.2 Support Vector Regression

In order to extend the methods used in support vector classification to Support Vector
Regression (SVR), Vapnik (Vapnik 1996) introduced a loss function insensitive to errors
below a certain ε > 0

|y − f(x)|ε = max {0, |y − f(x)| − ε} . (3.1)

Figure 3.2: At the ε-insensitive loss func-
tion, errors bellow ε do not count.

Then given a finite amount of labeled training data {(xi, yi) ∈ RN×R, i ∈ [1, l]} distributed
identically and independently according to a unknown but fixed probability distribution
P (x, y), we’ll estimate the data using functions like f(x) = (w · x) + b, where w,x ∈
RN , b ∈ R; this is achieved by minimizing the risk functional

1

2
‖w‖2 + C · 1

l

l∑
i=0

|y − f(xi)|ε (3.2)

Introducing slack variables ξ
(∗)
i to allow training errors and using a map φ(xi) on the

training patterns, the minimization of equation 3.2 is equivalent to

2Later at sec4 we will be building multiple models but only as a way to use more training data.
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min
w,b,ξ(∗)

1

2
wTw + C · 1

l

l∑
i=0

(ξi + ξ∗i ) (3.3)

subject to (
(
wT · φ(xi)) + b

)
− yi ≤ ε + ξi (3.4)

yi − ((wT · φ(xi)) + b) ≤ ε + ξ∗i (3.5)

ξ
(∗)
i ≥ 0. (3.6)

Figure 3.3: Support Vector Regression: points inside the ε insensitive tube do not penalize
the minimization problem while those outside do.

The mapping xi → φ(xi) is only possible in such generality because the data is only
used though dot products during both training and testing. This way, we can use any
mapping that still gives us a dot product to use in the mapped space, so that we substitute
xi · xj → φ(xi) · φ(xj) = K(xi,xj), the dot product in the new mapped space K(, ) is
normally referred to as kernel.

2.3 ν-SVR

The regression algorithm just presented is called ε-SVR but it is thought to have a strong
limitation, namely that its accuracy ε must be determined in advance.

In this work we have used the ν-SVR algorithm (Schölkopf and Bartlett 2000), where
the parameter ν is used as a lower bound on the fraction of support vectors and an upper
bound on the fraction of training errors. It does so by effectively using ν to gauge the
parameter ε of equation 3.1.

The ν-SVR problem is written as

min
w,b,ξ(∗),ε

1

2
wTw + C

(
νε +

1

l

l∑
i=0

(ξi + ξ∗i )

)
(3.7)

subject to (wT φ(xi) + b)− yi ≤ ε + ξi, (3.8)

yi − (wT φ(xi) + b) ≤ ε + ξ∗i , (3.9)

ξ(∗) ≥ 0, ε > 0. (3.10)
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To actually solve equation 3.7, its dual Lagrangian is used. This representation is
obtained with the elimination of the slack variables ξi with the use of Lagrangian multipliers
αi. The dual Lagrangian is then

min
α,α∗

1

2
(α−α∗)T Q(α−α∗) + yT (α−α∗) (3.11)

subject to
l∑

i=0

(α−α∗) = 0,
l∑

i=0

(α−α∗) = Clν, (3.12)

0 ≤ αi, α
∗
i ≤ C. (3.13)

Where Qi,j = Kxi,xj
≡ φ(xi)

T φ(xj). It must be observed that here we are replacing the

inequality
∑l

i=0(α−α∗) ≤ Cν from the original ν-SVR by an equality eq.3.12 (Crisp and
Burges 2000) and using C/l → C.

Training a SV model like eq.3.11 amounts to the estimation of the Lagrangian multi-
pliers αi, these determine the influence each data entry has in the final model. The entries
with α = 0 do not influence directly the final model while those with α 6= 0 (obviously)
do, the later are then referred to as support vectors.

A comprehensive and didactic description of the Lagrangian formulation and the mini-
mization methods used with it can be found in (Bazaraa and Shetty 1993). For a gentle and
comprehensive introduction to Support Vector learning, we refer the reader to (Schölkopf
and Smola 2002).

The implementation of SV regression used in this work is LIBSVM (Chang and Lin
2001), yet the original package was slightly modified to allow for parameter reuse and the
restarting of jobs.

2.4 Kernel Type

During the initial phase of the work (in section 3) we made experiments with gaussian
eq.3.14, polynomial eq.3.15 and sigmoidal eq.3.16 kernels:

K(xi, xj) = exp(−γ‖xi − xj‖2) (3.14)

K(xi, xj) =(γxi · xj + c)d where d = 6 (3.15)

K(xi, xj) = tanh (γxi · xj + c) . (3.16)

where c is a constant and γ is the inverse of the number of features in the training data.
Due to the much better results obtained by models using the gaussian kernel (table 3.2)
only this kernel type was used in subsequent work (section 4).
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3 Fewer Parses, Fewer Features

In our first attempts to apply ν-SVR to perform parse selection we tried to use data from
all parses and only features that corresponded to rewrite rules in the parse trees; a small
subset of the features available, 322 in total out of a total of 36073.

3.1 Data Characteristics

The training data used in this work was the Alpino tree bank, which consists of the full
cdbl (newspaper) part of the Eindhoven corpus, hand annotated by the Alpino project
(Bouma, van Noord, and Malouf 2001) and the corresponding parse forest produced by
the Alpino system (van Noord G. et al 2002), an existing rule based parser.

Each parse was given a score by counting the number of dependencies in it and in the
gold standard and then dividing this number by either the number of dependencies in the
parse or in the golden parse, whichever is greater

Score (pi) =
n (pi ∩ pg)

max(n (pi), n (pG))
, (3.17)

where pi is the set of dependencies of a parse, pG the set of dependencies of the gold
standard parse and n (p) the cardinality of a set p, e.g. a function that counts the number
of elements in p.

Figure 3.4: ∆ is the space available for improvement given the baseline and best possible
parse choice. The bar shows the standard deviation of the baseline and best parse scores.

The score of a choice made by the machine was set as the score of the parse chosen as
correct. The score of a given machine was the average over all the testing set and the per-
formance of a machine was calculated as the amount of the space eliminated by it between
a baseline selector (which selects parses at random) and the best score available to be
chosen, in other words, how much was achieved within the room available for improvement
in this dataset (figure 3.4).
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# of sentences 6, 502
maximum # parses per sent. 250
# of parses 872, 885
average # of parses per sent. 134.25± 110.13
average # sentence length 18.4± 8.9
# of features 322

Table 3.1: Parses used in sec.3

3.2 Results

The results obtained, shown at table 3.2, were not very good when compared with MaxEnt
models trained with the same data and using the same amount of features, but it showed
that the gaussian kernel outperformed the other two kernels by far and that the difference
in performance was not so great as to discourage further research.

MaxEnt model 60.05%
ν-SVR with Gaussian kernel 51.84%
ν-SVR with Polynomial kernel 32.14%

Table 3.2: Results with only 322 features. The training data used is described in 3.1.

However MaxEnt methods have the advantage that its use of the computational re-
sources is much smaller. In order to compete with real world MaxEnt models (which use
much more than 322 features), we needed to build SV models using more of the available
data.

4 Parallel Model Building

Working with a relative small amount of data we already faced the problems of lack of
sufficient memory and too long training times; in order to use more features and more
parses, we tried to parallelize the training procedure by training several small models out
of parses taken from a fixed amount of sentences.

The procedure consisted in choosing the number of sentences, ns, from which we would
build models. Since each sentence would be used to build only one model, this also de-
termined the number of models we would get in the end as int(Ns/ns) + 1 where Ns is
the total number of sentences available. All models were built using the same parame-
ters including the same normalization over parse scores in order to allow us to sum their
predicted values.

Testing was made by evaluating all parses p ∈ Ps from a sentence s against all available
models (except, obviously, the one that was built with that sentence) and summing the
results, the parse with the highest final score was chosen
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ps = arg max
p∈Ps

∑
m∈M|p6∈m

m(p).

Figure 3.5: Performance of fragmented models according to the amount of sentences used
to build models. The dash-dotted line on the top is the MaxEnt model performance, the
dotted line is 2o order fit to all but the last SV models and the continuous line a 2o order
fit to all SV results.

MaxEnt model 80.2%
ν-SVR with Gaussian kernel 76.6%

Table 3.3: Results using 2712 features. The training data used is described in 3.1. These
results are not cross validated.

It is important to emphasize that the MaxEnt result presented at table 3.3 and figure
3.5 was obtained using all possible parses to train the model, being then a model of size
≈ 6300 while the SVM models were several models built from smaller chunks of training
data. Not allowing therefore a more transparent comparison between methods.

4.1 Data Characteristics

For the production of this parse forest in particular the data was essentially the same as
the data set described in sec.3.1, except that now the Alpino parser was set to produce at
most 1000 parses per sentence, therefore if there were more possible grammatical parses
for a given sentence these were not produced.

Here we present some of the numbers characterizing the size of the training data used:
As shown at figure 3.5, the more data, the merrier: we obtained a higher performance

when using more data.
It should be noted that the MaxEnt model results presented at table 3.3 were built

using much more features than the 2712 used at the SV models but using always only 250
parses from each sentence for training and 1000 parses from each sentence for testing.
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# of sentences 6, 782
maximum # parses per sentence 1000
# of parses 2, 923, 123
average # of parses per sentence 431.01± 442.87
average # sentence length 21.97± 6.87
# of features 2712

Table 3.4: Parses used at sec.4

5 Discussion and Future Work

It’s worth noticing that dividing the data into multiple models is what allowed us to use
as much training data as we did but this came at the price of a huge hit on CPU time
during testing. With multiple ns = 400 sized models, we still need to evaluate each file
6800/ns = 17 times.

The results presented for the multiple model work are still bellow results from MaxEnt
models ∆ ≈ 3.6 ∼ 4.5% smaller, but reasonably closer than the results obtained with
fewer features ∆ ≈ 8.3 ∼ 9.9% smaller. Yet as shown on figure 3.5 the performance growth
through model size flattened out at 400 sentences. It’s clear that increasing it will not lead
to a significant increase in performance.

The training performance of our models is also close to the testing performance, indi-
cating that they might have reached peak performance for their gauged sensitivity (e.g.
determined by the value of ν or ε used).

Future work must be made in the direction of increasing the models sensitivity or at
an increase in the number of features used, both of which should significantly increase the
training and testing time of the algorithms.
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Abstract. In this paper we propose a platform for developing dialogue man-
agement applications supporting the information state update approach which uses
agent-based techniques and a hierarchical blackboard architecture to provide concur-
rency, runtime flexibility and the inclusion of heuristic control.

1 Introduction

Flexible natural language tutorial dialogue is an application area which puts heavy de-
mands on a dialogue manager, for instance in orchestrating system execution, facilitating
communication between system modules, and supporting multimodality. In this paper we
propose a platform for developing dialogue management applications based on agent-based
techniques borrowed from Ω-Ants (Benzmüller and Sorge 2000), a hierarchical blackboard
architecture for guiding interactive proof planning. The proposed dialogue manager will
provide concurrency, runtime flexibility, and allow the application of heuristics. It is mo-
tivated by our work on the Dialog1 (Benzmüller et al. 2003; Pinkal et al. 2001; Pinkal
et al. 2004; Pinkal et al. 2004) project in the Sonderforschungsbereich (SFB 378) Resource-
adaptive Cognitive Processes at Saarland University. The Dialog project is a cooperative
project whose aim is to investigate flexible natural language dialogue in mathematics, with
the final goal of natural tutorial dialogue between a student and a mathematical assistance
system.

This paper is divided into five sections. In section 2 we describe the Dialog project and
outline its system architecture. Section 3 is an overview of the Ω-Ants system, detailing its
use of agent-based technology for guiding interactive proof planning. In section 4, which
contains the core ideas of the paper, we present the dialogue manager itself, followed by
some conclusions and related work in section 5.

1http://www.ags.uni-sb.de/∼chris/dialog/, http://www.coli.uni-sb.de/sfb/
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2 The Dialog Project

In this section we describe the research directions of the Dialog project, and outline the
system architecture.

In the initial phase of the Dialog project a Wizard of Oz experiment (Fiedler and
Gabsdil 2002) was conducted to collect a corpus (Wolska et al. 2004) of student/tutor
dialogues which has become the basis for guiding research in this area. The phenomena
found in the corpus can be divided into 3 levels. At the linguistic level there was evidence
of ambiguity, varying degrees of formal content, and tight interleaving of natural and
mathematical language. An example is the utterance (1), which shows the mixture of
natural and mathematical language. It also shows underspecification, because the user
does not make clear how this fact was derived.

(1) USER: B does not contain any x ∈ A.

At the tutorial level (Fiedler and Tsovaltzi 2003) we found mixed effectiveness of didactic
tutoring, in which answers and explanations are constantly provided by the tutor, and
socratic tutoring, where hints are used to achieve self-explanation. On the domain rea-
soning level we found evidence of much underspecification of mathematical concepts and
statements. This is shown in (2), where it is not clear if the user is stating an axiom or
performing a proof step applying that axiom.

(2) USER: According to DeMorgan-1, K(A ∪B) is K(A) ∩K(B).

We also found that a more human-oriented view of the notion of proof is needed in which
assertion level reasoning (Huang 1994) plays an essential role. These phenomena show
that a close interplay of natural language understanding, mathematical reasoning, tutorial
reasoning, and dialogue modelling is required in order to accurately model mathematical
tutorial dialogues. To facilitate an account of these phenomena we decided to use the
information state update (ISU) approach to dialogue management, recognising that it
is the dialogue manager that connects and orchestrates other system modules. This is
presented in section 2.2.

2.1 Dialog System Architecture

In this section we briefly introduce the various subsystems of the Dialog tutor system,
in order to motivate the required functionality of the dialogue manager. The initial coarse
grained architecture of the system is shown in Figure 4.1.

The natural language (NL) analyser receives the student’s utterance and determines its
linguistic meaning and proof content. Input is syntactically parsed using the openCCG2

parser, and its linguistic meaning is represented using Hybrid Logic Dependence Semantics
(HLDS) (Baldridge and Kruijff 2002). It outputs a structure containing the linguistic
meaning (LM) of the utterance represented in HLDS and the underspecified proof step

2http://openccg.sourceforge.net/
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Figure 4.1: The architecture of the Dialog system.

contained in the utterance, in an ad-hoc LISP-like representation (LU) (Autexier et al.
2003).

The proof manager is the mediator between the dialogue manager and the mathematical
proof assistance system Ωmega–Core (Siekmann and Benzmüller 2004; Siekmann et al.
2003). The proof manager replays and stores the status of the partial proof which has
been built by the student so far, and based on this partial proof, it analyses the soundness,
relevance and granularity of a next proof step. The proof manager tries to resolve ambiguity
and underspecification in the representation of the proof step. It receives the underspecified
proof step which was extracted from the user’s utterance by the input analyser, reconstructs
the proof step that the student has made, and then outputs its fully specified representation.

The job of the tutoring manager is to use pedagogical knowledge to decide on how to
elicit information or give hints to the user (Fiedler and Tsovaltzi 2003). These take the
form of, for instance, a mathematical concept. It can also simply accept or reject the proof
step in the case that it is correct or incorrect, respectively, depending on the tutorial mode.

The natural language generation system P.rex (Fiedler 2001), which presents complete
mathematical proofs in natural language, has been adapted for the Dialog project. The
NL generator receives as input a dialogue move, which is a specification of the possibly
many functions of an utterance in a dialogue, and generates the corresponding utterance.

2.2 Dialogue Management using the ISU approach

As shown in Figure 4.1, the dialogue manager has a central role to play in the Dialog
system. The two functions that the dialogue manager has to fulfil in the scenario of the
Dialog project are maintaining a dialogue model and facilitating communication between
system modules.

In terms of maintaining a dialogue state, there are a number of approaches which can
be considered for Dialog. Finite-state methods, containing all possible dialogues, such as
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the CSLU toolkit (McTear 1998), are suitable when the number of possible dialogues is
relatively small. Another approach is form-filling, such as in the AUTOTUTOR system
(Graesser et al. 1999), which is more adaptable than finite-state systems, and typically
used in information elicitation scenarios. However, Dialog requires a degree of flexibility
which is not possible with either of these techniques alone.

We decided on employing the information state update (ISU) approach, as used in the
Siridus3 and Trindi4 projects, and implemented in TrindiKit (Traum et al. 1999). This
is heavily based on the theory of grounding (Traum 1999), in which the achievement of a
common ground is done by grounding acts, each of which is identified with an utterance
unit. In the ISU design the dialogue manager maintains a description of the state of the
discourse and its participants, known as the information state (IS), which then forms the
basis for the choice of action of the dialogue manager.

The dialogue manager also forms the link between the subsystems of a dialogue ap-
plication. As shown in Figure 4.1, modules in our system are not able to communicate
directly with each other, rather their communication is handled by the dialogue manager,
and the dialogue manager is able to control module execution.

The components of such a manager are an information state (IS) and its concrete
representation, a set of dialogue moves for the domain at hand, a set of update rules
defined on the IS, and an update strategy for choosing update rules (Traum and Larsson
2003). The IS is a storage area for dialogue-level knowledge, and is realised as a set of
abstractly typed slots whose values can be read and altered by the update rules. Update
rules can be seen as transitions between information states. An update rule consists of
preconditions, which are constraints on values in the IS, and effects, which are updates to
the IS.

2.3 The Dialog Demonstrator

As part of a demonstrator system (Buckley and Benzmüller 2003) for Dialog we imple-
mented a tailor-made dialogue manager. The dialogue manager was built using Rubin
(Fliedner and Bobbert 2003), a platform for developing ISU based dialogue applications
from CLT5. Rubin provides the functionality to maintain an information state, interface
with external modules, and to update the IS based on input rules which are triggered by
input from modules.

During the development of the demonstrator, we determined a number of desiderata
for a dialogue manager in Dialog:

Flexible flow of control System action in a dialogue manager is triggered by input from
a module which causes an input rule to fire. This means that in each input rule, the
dialogue manager has to pass control to some module which it knows will return
some data. However we require a more flexible way to control system execution.

3http://www.ling.gu.se/projekt/siridus/
4http://www.ling.gu.se/research/projects/trindi/
5http://www.clt-st.de
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Direct IS access Modules should be able to directly read information from the IS rather
than waiting to be sent information by the dialogue manager. This would facilitate
concurrent module execution.

Runtime flexibility If we could alter the dialogue manager at runtime, it would be pos-
sible to for instance to rearrange rule order or change constraints on rules.

Meta-level control In Rubin there is no meta-level which controls execution of input
rules. A meta-level would allow us to include heuristics for controlling overall system
execution, to compare possible IS updates before they are executed, and to decouple
IS updates from information flow.

In section 4 we show how the proposed dialogue manager can support these function-
alities.

3 Ω-Ants: An Agent-based Resource-adaptive Sys-

tem

In this section we introduce Ω-Ants and its agent-based design. Ω-Ants is a suggestion
mechanism for the automated theorem prover Ωmega (Siekmann and Benzmüller 2004),
which employs artificial intelligence techniques to the field of mathematical theorem prov-
ing and education. The Ωmega system is based on knowledge-based proof planning (Melis
and Siekmann 1999), which makes extensive use of mathematical knowledge. For a par-
ticular domain of mathematics, a theory can be defined which contains the knowledge,
encoded in so-called commands, necessary to find a proof of a given theorem in the do-
main. Ωmega uses AI planning techniques to build a proof using methods as planning
operators. External reasoning systems which usually encapsulate knowledge in a special
domain of mathematics, e.g. deduction systems or computer algebra systems, form another
important source of mathematical knowledge.

Ω-Ants is a suggestion mechanism whose function is to support a human user in con-
structing a proof in Ωmega. Ω-Ants runs a number of background processes in addition
to the Ωmega system, which are used to continually compute suggestions for a proof step
that can be applied to the current proof object. The suggestions are then heuristically
sorted and presented to the user in a graphical user interface, and the user chooses one of
them to apply to the proof object.

Ω-Ants is an agent-based system. That is, each command in the current theory is
represented by a society of software agents called argument agents, one for each argument
pattern of the command. These agents are separate independent processes which search
the proof data structure (PDS) for command instantiations, which are then written as
suggestions to a command blackboard, as shown in Figure 4.2. Finally the suggestions
are written by command agents to the suggestion blackboard where they are heuristically
sorted.
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Figure 4.2: The Ω-Ants architecture.

3.1 Ω-Ants Agent Definition

A command in Ωmega can be seen as an inference rule consisting of premises and a
conclusion which together make up the parameters of the command. An agent which
represents this command is defined by subsets of parameters: the goal set, which are the
parameters for which the agent computes an instantiation, and the dependency set, which
are the parameters which must be present in the PDS. When each of these sets are
satisfied by some parameters from the command blackboard, the agent can compute a new
instantiation and write this back to the command blackboard. An example is the Ωmega
command for conjunction introduction in the forward direction, and the associated Ω-Ants
agent:

LConj RConj

Conj
AndI ⇒ G

{Conj}
{LConj ,RConj}

This agent can execute when it finds an instantiation for the two conjuncts LConj and
RConj, and computes the formula Conj.

3.2 Benefits to Theorem Proving

Concurrency Ω-Ants agents run as independent processes, which means that many agents
can concurrently compute suggestions, thus maximising the use of system resources. This
also leads to an “anytime” character; the quality of suggestions improves continually over
time. For instance, the number of instantiated arguments of the suggested command
increases.

A major benefit of concurrency becomes clear when one considers external systems
such as other theorem provers or computer algebra systems. These are used by Ωmega
as slave systems, and there are corresponding commands in Ωmega which make calls to
these systems. The Ω-Ants agents which represent these commands can make calls to the
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external systems in order to compute suggestions, and thus many external systems can be
used simultaneously.
Resource-adaptiveness In Ω-Ants the execution of each agent can be monitored and
controlled separately by a resource agent which can allocate more or less system resources
to an agent, depending on how effective the agent is in the suggestion process.
Runtime Flexibility Ω-Ants includes the functionality to define and add agents at run-
time. For example, if a new external prover becomes available, then the user can simply
define a new agent to interface with this system, insert this agent dynamically into the
system, and receive suggestions from this prover right away.

4 Agent-based Dialogue Management

In this section we describe in more detail the software agents of Ω-Ants, and present the
proposed design of the agent-based dialogue manager.

The solution we propose is to apply the agent-based technology used in the Ω-Ants sys-
tem to build a platform for dialogue management applications based on the ISU approach,
thus combining the functionality of an ISU based manager with the benefits of agent-based
design outlined above. Each update rule will be represented by a software agent in the
spirit of Ω-Ants. Update rules intermittently check if their preconditions hold, and if so,
write their effects to an update blackboard. This in turn is monitored by an update agent,
which carries out one or more of the proposed updates.

4.1 An Agent-based Dialogue Manager

We now show how a parallel notion of agents to the one used in Ω-Ants can be used as
a solution to dialogue management. We first indicate some similarities between the Ω-
Ants system and the proposed dialogue manager. Both have at their core a central data
structure; for Ω-Ants the PDS, for the dialogue manager the IS. In the same way that
Ω-Ants uses agents to compute command instantiations, the dialogue manager uses agents
to represent the update rules of the dialogue manager. These agents will search the IS
and compute IS updates. An important similarity is the integration of external systems.
Ω-Ants agents allow the natural and efficient integration of external reasoning systems
into the proof planning process. The dialogue manager must also integrate a number of
external modules, and the same techniques can be applied in dialogue management.

In order to actually define the behaviour of the dialogue manager, the developer of a
dialogue application defines the structure of the IS and a set of update rules on it.

The information state is defined as a set of typed slots, each with an optional initial
value and an optional test for legal values of the slot. Slots and their types are completely
freely defined. The IS provides the functionality for slots to be read and updated.

An example of a well-defined IS slot is for the tutorial mode, which is a flag indicating
whether we are currently in the didactic, socratic, or minimal feedback mode:

(tutorialmode :doc "the current tutorial mode"
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:init "min"

:test #’(lambda (val list) (find val list :test #’equal))

:args (("min" "soc" "did")))

The test on this slot expands to a check whether the proposed value is in the list ("min"
"soc" "did"), thus ensuring that the slot can only be given correct values. The slot is
given the initial value of “min”, since this is the most basic tutorial strategy and was used
at the start of the demonstration.

Update rules compute updates of slots in the IS, and consist of preconditions, side
conditions and effects. Preconditions are constraints on the values of slots in the IS which
must hold in order for the rule to fire. A side condition introduces a variable which is
visible in the effects and the remaining side conditions, and which becomes bound to the
result of evaluating a given arbitrary expression. An effect is an assignment of a value to
an IS slot, subject to the type checking in the IS.

An update rule is defined as a tuple (U, P, S, E), referring to the name of the rule, and
its preconditions, side conditions, and effects, respectively. P and E must contain at least
one element each. The general form of an update rule is:

p1 : test1 , . . . , pn : testn
(e1 , expr1 ), . . . , (em , exprm)

U ((s1 , expr1 ), . . . , (sl , exprl))

with preconditions P := p1 , . . . , pn , effects E := e1 , . . . , em , (where all pi and ei are
well-defined slots in the IS) and side conditions S := s1 , . . . , sl .

An update rule can fire when its preconditions are satisfied by the current IS, that is,
when for each precondition pi : testi ∈ P the function testi evaluates to true for the value
of the slot pi . When the rule fires the set of sideconditions S is evaluated. That is, for each
side condition (si , expri) ∈ S, the variable si is bound to the result of evaluating expri .
After the sideconditions have been evaluated, an IS update is computed. This is a set E
of effects (ei , vi), where ei is the IS slot to be updated and vi is the new value which has
been computed for the slot, and all ei are unique. The IS update is then written to the
update blackboard, and the rule (more specifically, the agent representing the rule) goes
back to monitoring the IS and checking its preconditions.

We now give an example of an update rule, showing how it can be used to integrate an
external module, namely a natural language analyser:

(ur~define-update-rule :name "NL Analyser"

:preconds ((utterance :test #’stringp))

:sideconds ((result (call-to-NL-module utterance))

)

:effects ((lm result))

)

The precondition states that the rule can fire when the IS slot utterance contains
a string, and the function call-to-NL-module is the interface to the external module.
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Figure 4.3: The architecture of the dialogue manager

The IS update that the rule computes contains an update to a single IS slot, lm, namely
assigning it the value which was returned by the NL analyser.

The update agent is the equivalent of the command agent in Ω-Ants which surveys
a particular command blackboard. The update agent surveys the update blackboard,
comparing and sorting IS updates. After a certain length of time, it chooses an update
based on heuristics, executes its effects (thus updating the IS) and resets the system.
The update agent contains dialogue-level knowledge and heuristics to enable it to choose
the “best” update, or union of disjunct updates. A system reset means that the update
blackboard is cleared and all agents are reset. Any partially complete computations are
aborted, since the information from the IS that they rely on may now be out of date. One
of the benefits of the blackboard design is that the update agent, which is where heuristics
are built in, does not have to reason about static rule definitions, but rather can reason
based on fully instantiated concrete IS updates. This way the update agent knows the full
outcome of any proposed update.

Figure 4.3 shows the architecture of the dialogue manager. On the right is the IS,
the central data structure of the system. Each of the software agents which represent
the update rules of the dialogue manager has in its preconditions a subset of the set of
slots in the IS. When the agent sees that its preconditions hold, the rule can fire. The
agent then computes the IS update that is defined by the rule, and writes this to the
update blackboard. This happens in a concurrent fashion, so that many agents may be
simultaneously computing results, or may have made calls to external systems. On the
left in the diagram is the update agent, which surveys the update blackboard, and after
a timeout or some stimulus makes the heuristically preferred IS update, and resets the
system.

4.2 Benefits to the Dialog Project

An agent-based dialogue manager accounts for the desiderata outlined in section 2.3 and
brings a number of benefits to Dialog:
Single specification of system behaviour Update rules provide an elegant, unified and
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intuitive way to specify system behaviour, both with regard to external systems, internal
updates and the flow of control.
Application of heuristics With the proposed dialogue manager, the Dialog system will
have a meta-level where dialogue-level heuristics can be implemented, which can have an
effect on the whole system.
Inter-module communication Since agents have direct IS access, they can communicate
by writing information to shared slots.
Account of barge-in Many dialogue systems use an architecture in which processing is
based on an iteration of NL understanding → dialogue-level reasoning → NL generation,
in which barge-in is difficult to account for. With an agent-based solution, the execution
of the system would not have to be interrupted in order to receive a new utterance.
Adaptation to developing modules As the Dialog system develops, the dialogue
manager will be able to adapt to improvements and alterations to other system modules.
Because module interfaces are defined in the update rules, adding or altering an interface
simply involves rewriting its update rules.

5 Conclusions and Related Work

We argue that the unique research focus of the Dialog project puts new demands on
a dialogue manager, and propose a solution that uses the agent-based resource-adaptive
techniques of the Ω-Ants system to build a dialogue manager that fulfils all the requirements
of Dialog, as well as bringing the benefits of agent-based technology to the project, such
as concurrency, flexibility, and the easy integration of external systems. It also allows a
crucial level of heuristic control over the complex interplay of modules.

Another solution to dialogue management based on software agents is the Dipper system
(Bos et al. 2003), currently used in the TALK project6. The Dipper architecture is a
collection of software agents implemented in the Open Agent Architecture (OAA) (Martin
et al. 1999) for prototyping dialogue applications using the information state update
approach. The OAA is used to interface with agents which represent external modules, and
so asynchronous dialogue systems can be built. In contrast to our solution the execution
control in Dipper has no meta-level in which to reason about choice of update rule.

It is not yet clear what the heuristics to guide the dialogue manager are, but the
PARADISE algorithm (Walker et al. 1997) may help recognise suitable dialogue strategies.
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Abstract. We report on an investigation of the pragmatic category
of topic in Danish dialog and its correlation to surface features of NPs.
Using a corpus of 444 utterances, we trained a decision tree system on
16 features. The system achieved a success rate of 85–89% (F1-scores
of 0.70–0.74) in 10-fold cross validation tests, which is near human
performance (89% and 0.78). The most important features turned out
to be preverbal position, definiteness, pronominal realisation, and non-
subordination. We discovered that NPs in epistemic matrix clauses
(e.g. “I think . . . ”) were seldom topics and we suspect that this holds
for other interpersonal matrix clauses as well.

1 Introduction

The modeling of local discourse coherence is an important subfield of NLP,
in particular for the task of pronoun resolution. The Centering framework,
originally formulated in (Grosz, Joshi, and Weinstein 1995) and developed
by many others, assumes that referents in the current center of attention
are preferred as antecedents for pronouns. What is at the current center of
attention is most widely believed to be signalled by grammatical roles, but
this view, which was developed for English, has been challenged by Strube
and Hahn’s information structure-based account (Strube and Hahn 1999) on
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the basis of German, a free word order language where grammatical roles are
less reliable as cues to information structure than in English.

A similar situation applies to Danish. Danish is a verb-second language.
Its word order is fixed, but only to a certain degree, in that it allows any
constituent of a declarative clause to occur in the preverbal position. The
first position thus has a privileged status in Danish, often associated with
topicality (Hansen and Heltoft 1999; Harder and Poulsen 2000; Togeby 2003).

It may be the case that the pragmatic category of topic is a better can-
didate for the top-ranking element on the Cf -list of Centering Theory than
the grammatical subject in Danish, and for this reason it is worth examining
the characteristics of this category.

Topic is notoriously difficult to pin down, and it has been defined in many
ways (Davison 1984; Engdahl and Vallduv́ı 1996; Gundel 1988; Lambrecht
1994; Haberland and Nedergaard Thomsen 1994; Reinhart 1982; Vallduv́ı
1992). The common denominator is the notion of topic as what an utterance
is about. We take this as our point of departure in this corpus-based investi-
gation of the correlations between linguistic surface features and pragmatic
topicality.

Previous work on pronoun resolution in Danish (Navaretta 2005; Navaretta
2002) indicates that the grammatical role preference works well by default,
but that there is a focality preference that applies under special circum-
stances, e.g. in structurally focus-marked constructions such as clefts, exis-
tential constructions, and topicalized constructions, where the ‘focus proper’
in Prague School information structural terms, i.e. the ‘most dynamic’ el-
ement in the focal part of the utterance, is the top-ranking antecedent for
pronouns.

This hybrid formulation accounts for more data than an approach based
purely on grammatical roles, but it is still an interesting question whether a
default Cf -list for Danish should have topic rather than grammatical subject
as its top-ranking element, given that preverbal position is traditionally seen
as a structurally important position in Danish.

In particular, one might imagine examples like (1-B1), where the topical-
ized element is clearly not the focus proper, but obviously the topic of the
utterance under consideration, while at the same time not being the subject.

(1) A: Hvem
Who

ejer
owns

egentlig
actually

[Fabergé-æggene]i
[Fabergé-eggs.def]i

nu?
now?

Who actually owns [the Fabergé-eggs]i now?

B1: Jamen,
Well,

[nogle
[some

af
of

dem]i/[dem]i
them]i/[them]i

købte
bought

[russerne]j
[Russians.def]j

jo
you-know

tilbage
back

Well, [some of them]i/[they]i were bought back by [the Russians]j
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B2: men
but

[de]i
[they]i

har
have

været
been

i
in

USA
the USA

i
for

mange
many

år.
years.

B2’: ?men
but

[de]j
[they]j

har
have

vist
apparently

heller
also

ikke
no

flere
more

penge
money

nu.
now.

The example is made up, but is not perceived as incoherent by native
speakers with the continuation in (1-B2). However, the alternative contin-
uation in (1-B2’) (where the topic is the referent the Russians, the focus
proper of (1-B1)) is distinctly incoherent, even though the Russians ought
to be the preferred antecedent of a compatible pronoun in this utterance
according to (Navaretta 2005).

Thus, it is at least a theoretical possibility that topic is slightly more
useful than subject as the top-ranking element of a Danish Cf -list. But
before this question can be pursued, it is necessary to be able to identify
topic expressions. In this study we ultimately arrived at a more detailed
characterization of a default topic expression than simply ‘preverbal position’.

2 The corpus

The basis of our investigation was two dialogs from a corpus of doctor-patient
conversations (Hermann 1997). Each of the selected dialogs was between a
woman in her thirties and her doctor. The doctor was the same in the two
conversations, and the overall topic of both was the weight problems of the
patient. One of the dialogs consisted of 125 utterances (165 NPs), the other
319 (449 NPs).

3 Method

The investigation proceeded in three stages: first, the topic expressions (see
below) of all utterances were identified1; second, all NPs were annotated for
linguistic surface features; and third, decision trees were generated in order
to reveal correlations between the topic expressions and the surface features.

3.1 Identification of topic expressions

Topics are distinguished from topic expressions following (Lambrecht 1994).
Topics are entities pragmatically construed as being what an utterance is

1 Utterances with dicourse regulating purpose (e.g. yes/no-answers), incomplete utter-
ances, and utterances without an NP were excluded.
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about. A topic expression, on the other hand, is an NP that formally ex-
presses the topic in the utterance. Topic expressions were identified through
a two-step procedure; 1) identifying topics and 2) determining the topic ex-
pressions on the basis of the topics.

First, the topic was identified strictly based on pragmatic aboutness using
a modified version of the ‘about test’ (Lambrecht 1994; Reinhart 1982).

The about test consists of embedding the utterance in question in an
‘about-sentence’ as in Lambrecht’s example shown below as (2):

(2) He said about the children that they went to school.

This is a paraphrase of the sentence the children went to school which
indicates that the referent of the children is the topic because it is appropriate
(in the imagined discourse context) to embed this referent as an NP in the
about matrix clause. (Again, the referent of the children is the topic, while
the NP the children is the topic expression.)

We adapted the about test for dialog by adding a request to ‘say some-
thing about . . . ’ or ‘ask about . . . ’ before the utterance in question. Each
utterance was judged in context, and the best topic was identified as illus-
trated below. In example (3), the last utterance, (3-D3), was assigned the
topic time of last weighing. This happened after considering which
about construction gave the most coherent and natural sounding result com-
bined with the utterance. Example (4) shows a few about constructions that
the coder might come up with, and in this context (4-iv) was chosen as the
best alternative.

(3) D1 sid
sit

ned
down

og
and

lad
let

mig
me

høre,
hear,

Annette (made-up name)
Annette

P1 jeg
I

skal
shall

bare
just

vejes
be.weighed

P2 og
and

s̊a
then

skal
shall

jeg
I

have
have

svar
answer

fra
from

sidste
last

gang
time

D2 s̊a
then

skal
let

vi
us

se
see

en
one

gang
time

D3 det...
it...

er...
is...

fjorten
fourteen

dage
days

siden
since

du
you

blev
were

vejet...
weighed...

(4) i. Say something about the patient (=you).
ii. Say something about the weighing of the patient.
iii. Say something about the last weighing of the patient.
iv. Say something about the time of last weighing of the patient.

Creating the about constructions involved a great deal of creativity and
made them difficult to compare. Sometimes the coders chose the exact same
topic, at other times they were obviously different, but frequently it was diffi-
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cult to decide. For instance, for one utterance Coder 1 chose other causes
of edema symptom, while Coder 2 chose the edema’s connection to
other things. Slightly different wordings like these made it impossible to
test the intersubjectivity of the topic coding.

The second step was actually identifying the topic expression. This was
done by selecting the NP in the utterance that was the best formal represen-
tation of the topic, using 3 criteria:

1. The topic expression is the NP in the utterance that refers to the topic.

2. If no such NP exists, then the topic expression is the NP whose referent the topic
is a property/aspect of.

3. If no NP fulfills one of these criteria, then the utterance has no topic expression.

In the example from before, (3-D3), it was judged that det ‘it’ (empha-
sized) was the topic expression of the utterance, because it shared reference
with the chosen topic from (4-iv).

If two NPs in an utterance had the same reference, the best topic rep-
resentative was chosen. In syntactially complex utterances, the best repre-
sentative of the topic was considered the one occurring in the clause most
closely related to the topic. In the following example, since the topic was
the patient’s handling of eating, the topic expression had to be one
of the two instances of jeg ‘I’. Since the topic arguably concerns ‘handling’
more than ‘eating’, the NP in the matrix clause (emphasized) is the topic
expression.

(5) jeg
I

har
have

slet
really

ikke
not

tænkt
thought

p̊a
about

hvad
what

jeg
I

har
have

spist
eaten

A final example of several NPs referring to the same topic has to do with
left-dislocation. In example (6), the preverbal object ham ‘him’ is immedi-
ately preceded by its antecedent min far ‘my father’. Both NPs express the
topic of the utterance. In Danish, resumptive pronouns in left-dislocation
constructions always occur in preverbal position, and in cases where they
express the topic there will thus always be two NPs directly adjacent to each
other which both refer to the topic. In such cases, we consider the resumptive
pronoun the topic expression, partly because it may be considered a more
integrated part of the sentence (cf. (Lambrecht 1994)).

(6) min
my

far
father

ham
him

s̊a
saw

jeg
I

sjældent
seldom

The intersubjectivity of the topic expression annotation was tested in
two ways. First, all the topic expression annotations of the two coders were
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compared. This showed that the annotation was reasonably reliably (κ =
0.70 (see table 5.2)). Second, to make sure that this intersubjectivity was
not just a product of mutual influence between the two authors, a third,
independent coder annotated a small, random sample of the data for topic
expressions (50 NPs). Comparing this to the annotation of the two main
coders confirmed reasonable reliability (κ = 0.70).

3.2 Surface features

After annotating the topics and topic expressions, 16 grammatical, mor-
phological, and prosodic features were annotated. First the smaller corpus
was annotated by the two main coders in collaboration in order to estab-
lish annotating policies in unclear cases. Then the features were annotated
individually by the two coders in the larger corpus.

Grammatical roles. Each NP was categorized as grammatical subject
(sbj), object (obj), or oblique (obl).These features can be annotated reliably
(sbj: C1 (number of sbj’s identified by Coder 1) = 208, C2 (sbj’s identified by Coder 2) = 207, C1+2

(Coder 1 and 2 overlap) = 207, κsbj = 1.00; obj: C1 = 110, C2 = 109, C1+2 = 106, κobj = 0.97; obl:

C1 = 30, C2 = 50, C1+2 = 29, κobl = 0.83).
Morphological and phonological features. NPs were annotated for

pronominalisation (pro), definiteness (def), and main stress (str). (Note that
the main stress distinction only applies to pronouns in Danish.) These can
also be annotated reliably (pro: C1 = 289, C2 = 289, C1+2 = 289, κpro = 1.00; def: C1 =

319, C2 = 318, C1+2 = 318, κdef = 0.99; str: C1 = 226, C2 = 226, C1+2 = 203, κstr = 0.80).
Unmarked surface position. NPs were annotated for occurrence in

pre-verbal (pre) or post-verbal (post) position relative to their subcategorizing
verb. Thus, in the following example, det ‘it’ is +pre, but –post, because det
is not subcategorized by tror ‘think’.

(7) Ø
(I)

tror
think

[+pre,–post

[+pre,–post

det]
it]

hjælper
helps

lidt
a little

In addition to this, NPs occurring in pre-verbal position were annotated
for whether they were repetitions of a left-dislocated element (ldis). Example
(8) further exemplifies the three position-related features.

(8) min
my

far
father

[+ldis,+pre ham]
[+ldis,+pre him]

s̊a
saw

[+post jeg]
[+post I]

sjældent
seldom

All three features can be annotated highly reliably (pre: C1 = 142, C2 = 142,

C1+2 = 142, κpre = 1.00; post: C1 = 88, C2 = 88, C1+2 = 88, κpost = 1.00; ldis: C1 = 2, C2 = 2,

C1+2 = 2, κldis = 1.00).
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Marked NP-fronting. This group contains NPs fronted in marked
constructions such as the passive (pas), clefts (cle), Danish ‘sentence inter-
twining’ (dsi), and XVS-constructions (xvs).

NPs fronted as subjects of passive utterances were annotated as +pas.

(9) [+pas jeg]
[+pas I]

skal
shall

bare
just

vejes
be.weighed

A cleft construction is defined as a complex construction consisting of a
copula matrix clause with a relative clause headed by the object of the matrix
clause. The object of the matrix clause is also an argument or adjunct of the
relative clause predicate. The clefted element det ‘that’, which we annotate
as +cle, leaves an ‘empty slot’, e, in the relative clause, as shown in (10):

(10) det
it

er
is

jo
after all

ikke
not

[+cle deti]
[+cle thati]

du
you

skal
shall

tabe dig
lose weight

af
from

e i

ei

som
as

s̊adan
such

Danish sentence intertwining can be defined as a special case of extrac-
tion where a non-WH constituent of a subordinate clause occurs in the first
position of the matrix clause. As in cleft constructions, an ‘empty slot’ is left
behind in the subordinate clause. NPs in the fronted position were annotated
as +dsi:

(11) [+dsi deti]
[+dsi thati]

tror
think

jeg
I

ikke
not

det
it

gør
does

e i

ei

The XVS construction is defined as a simple declarative sentence with
anything but the subject in the preverbal position. Since only one constituent
is allowed preverbally2, the subject occurs after the finite verb. In example
(12), the finite verb is an auxiliary, and the canonical position of the object
after the main verb is indicated with the ‘empty slot’ marker e. The preverbal
element in XVS-constructions is annotated as +xvs.

(12) [+xvs deti]
[+xvs thati]

har
have

jeg
I

alts̊a
truly

haft
had

e i

ei

før
before

All four features can be annotated highly reliably (pas: C1 = 1, C2 = 1, C1+2

= 1, κpas = 1.00; cle: C1 = 4, C2 = 4, C1+2 = 4, κcle = 1.00; dsi C1 = 3, C2 = 3, C1+2 = 3, κdsi =

1.00; xvs: C1 = 18, C2 = 18, C1+2 = 18, κxvs = 1.00).
Sentence type and subordination. Each NP was annotated with

respect to whether or not it appeared in an interrogative sentence (int) or
a subordinate clause (sub), and finally, all NPs were coded as to whether

2 Only one constituent is allowed in the intrasentential preverbal position. Left-
dislocated elements are not considered part of the sentence proper, and thus do not count
as preverbal elements, cf. (Lambrecht 1994).
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they occurred in an epistemic matrix clause or in a clause subordinated to
an epistemic matrix clause (epi). An epistemic matrix clause is defined as
a matrix clause whose function it is to evaluate the truth of its subordinate
clause (such as “I think . . . ”). The following example illustrates how we
annotated both NPs in the epistemic matrix clause and NPs in its immediate
subordinate clause as +epi, but not NPs in further subordinated clauses.
The +epi feature requires a +/–sub feature in order to determine whether
the NP in question is in the epistemic matrix clause or subordinated under
it. Subordination is shown here using parentheses.

(13) [+epi
[+epi

jeg]
I]

tror
think

mere
rather

(
(

[+epi,+sub
[+epi,+sub

det]
it]

er
is

fordi
because

(at
(that

[+sub
[+sub

man]
you]

spiser
eat

p̊a
at

[+sub
[+sub

dumme
stupid

tidspunkter]
times]

ik’))
right))

All features in this group can be annotated reliably (int: C1 = 55, C2 = 55,

C1+2 = 55, κint = 1.00; sub: C1 = 117, C2 = 111, C1+2 = 107, κsub = 0.93; epi: C1 = 38, C2 = 45,

C1+2 = 37, κepi = 0.92).

3.3 Decision trees

In the third stage of our investigation, a decision tree (DT) generator was
used to extract correlations between topic expressions and surface features.
Three different data sets were used to train and test the DTs, all based on
the larger dialog.

Two of these data sets were derived from the complete set of NPs anno-
tated by each main coder individually. These data sets will be referred to as
the ‘Coder 1’ and ‘Coder 2’ data sets.

The third data set was obtained by including only NPs annotated iden-
tically by both main coders in relevant features3. This data set represents a
higher degree of intersubjectivity, especially in the topic expression category,
but at the cost of a smaller number of NPs. 63 out of a total of 449 NPs had
to be excluded because of inter-coder disagreement, 50 due to disagreement
on the topic expression category. This data set will be referred to as the
‘Intersection’ data set.

A DT was generated for each of these three data sets, and each DT

3 “Relevant features” were determined in the following way: A DT was generated
using a data set consisting only of NPs annotated identically by the two coders in all the
features, i.e. the 16 surface features as well as the topic expression feature. The features
constituting this DT, i.e. pro, def, sub, and pre, as well as the topic expression category,
were relevant features for the third data set, which consisted only of NPs coded identically
by the two coders in these 5 features.
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was tested using 10-fold cross validation, yielding the success rates reported
below.

4 Results

Our results were on the one hand a subset of the features examined that
correlated with topic expressions, and on the other the discovery of the im-
portance of different types of subordination. These results are presented in
turn.

4.1 Topic-indicating features

The optimal classification of topic expressions included a subset of impor-
tant features which appeared in every DT, i.e. +pro, +def, +pre, and –sub.
Several other features occurred in some of the DTs, i.e. dsi, int, and epi. The
performance of all the DTs is summarized in table 5.1 below.

The DT for the Coder 1 data set contains the features def, pro, dsi, sub,
and pre. According to this classification, a definite pronoun in the fronted
position of a Danish sentence intertwining construction is a topic expression,
and other than that, definite pronouns in the preverbal position of non-
subordinate clauses are topic expressions. The 10-fold cross validation test
yields an 85% success rate. F 1-score: 0.70.

The Coder 2 DT contains the features pro, def, sub, pre, int, and epi.
Here, if a definite pronoun occurs in a subordinate clause it is not a topic
expression, and otherwise it is a topic expression if it occurs in the preverbal
position. If it does not occur in preverbal position, but in a question, it is
also a topic expression unless it occurs in an epistemic matrix clause. Success
rate: 87%. F 1-score: 0.74.

Finally, the Intersection DT contains the features pro, def, sub, and pre.
According to this DT, only definite pronouns in preverbal position in non-
subordinate clauses are topic expressions. The DT has a high success rate
of 89% in the cross validation test — which is not surprising, given that a
number of possibly difficult cases have been removed (mainly the 50 NPs
where the two coders disagreed on the annotation of topic expressions). F 1-
score: 0.72.

Since there is no ‘gold standard’ for annotating topic expressions, the best
evaluation of human performance is in terms of agreement between the two
coders. Success rate and F 1 analogs for human performance were therefore
computed using the figures in table 5.2.
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Data set Coder 1 Coder 2 Intersect. Human
Total NPs 449 449 386 449

Success rate 85% 87% 89% 89%
Precision 0.71 0.74 0.78 0.79
Recall 0.69 0.74 0.67 0.77

F 1-score 0.70 0.74 0.72 0.78

Table 5.1: Success rates, Precision, Recall, and F 1-scores for the three different data
sets. For comparison, we added success rate and F 1 analogs for human performance.

Coder 2 Total
Topic Non-topic

Coder 1 Topic 88 27 115
Non-topic 23 311 334

Total 111 338 449

Table 5.2: The topic annotation of Coder 1 and Coder 2.

Success rate analog: The agreement percentage between the human
coders when annotating topic expressions (449 NPs−(23+27) NPs

449 NPs
×100 = 89%).

F 1 analog: The performance of Coder 1 evaluated against the perfor-
mance of Coder 2 (“Precision”: 88

88+27
= 0.77; “Recall”: 88

88+23
= 0.79; “F 1”:

2× 0.77×0.79
0.77+0.79

= 0.78).

4.2 Interpersonal subordination

We found that syntactic subordination does not have an invariant function
as far as information structure is concerned. The emphasized NPs in the
following examples are definite pronouns in preverbal position in syntactically
non-subordinate clauses. But none of them are perceived as topic expressions.
The reason seems to be that they occur in epistemic matrix clauses (+epi).

(14) s̊a
so

det
it

kan
may

godt
well

være
be

[sub at
that

hvis
if

man
you

har...
have...

tabt
lost

noget
some

mere
more

i løbet af
during

ugen
the.week

ik’]
right

(15) jeg
I

tror
think

mere
rather

[sub det
it

er
is

fordi
because

at
that

man
you

spiser
eat

p̊a
at

dumme
stupid

tidspunkter
times

ik’]
right

The following utterances have not been annotated for the +epi feature,
since the matrix clauses do not seem to state the speaker’s attitude towards
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the truth of the subordinate clause. However, the emphasized NPs seem to
stand in a very similar relation to the message being conveyed, and none of
them were perceived as topic expressions.

(16) men
but

alts̊a
I-mean

jeg
I

har
have

bare
just

bemærket
noticed

[sub at
that

at
that

det
it

er
has

blevet
become

værre
worse

ik’]
right

(17) og
and

det
that

kan
can

man
you

da
though

sige
say

p̊a
in

tre
three

uger
weeks

[sub det
that

er
is

da
surely

ikke
not

vildt
wildly

meget]
much

This suggests that a more general type of matrix clause than the epistemic
matrix clause, the interpersonal matrix clause (Jensen 2003) would be rele-
vant in this context. This category would cover all of the above cases. It is
defined as a matrix clause that expresses some attitude towards the message
conveyed in its subordinate clause. This more general category presumably
signals non-topicality just like the special case of epistemic subordination.

5 Discussion

In the following three subsections, we discuss a few of the problematic aspects
of our method and possible areas of improvement.

5.1 Interpersonal matrix clause

Almost half of the divergences between the human annotators and the In-
tersection algorithm (16 of 35 NP’s) were topic expressions that according
to the human annotators occurred in a subordinate clause with an interper-
sonal matrix clause. If the algorithm had been sensitive to this more general
category, its performance might have been better.

Interpersonal matrix clauses could be identified on the basis of the lexical
information in the verb or the construction type. For instance, it is much less
likely that the verb tænker (example (17)) will appear in an interpersonal
matrix clause than the verb tror (example (16)).

5.2 Two topic expressions in one utterance?

A consequence of the background assumptions of the study is that each
utterance contains at the most one topic expression. As (18) illustrates, this
is a problematic aspect of the method.
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(18) P109: og
and

det andet arbejdei

the other job
deti

that
er
is

kun
just

i
in

weekenden
weekend.def

(Topic: the other job)

In this utterance both the left dislocated element det andet arbejde ‘the
other job’ and the subject det ‘that’ refer to the topic. Following the three
criteria for selecting the topic expression, they are therefore both eligible
as topic expression. The annotators chose det as topic expression in order
to uphold the “one topic per utterance” criterion. The motivation for this
choice was that the subject can be considered a more integrated part of the
sentence than the left dislocated element (Lambrecht 1994).

This is not a satisfactory solution, however. We work at the level of
auditively delimited prosodic utterances, and in many cases, left-dislocated
elements are completely prosodically integrated in the utterance. Whether
their function is to introduce new topics, some element of contrastiveness, or
they have a stage setting function, they seem to be a strong cue for a high
degree of aboutness in their resumptive element, as illustrated by example
(19) and (20). We have not analyzed enough data to verify this, however.

(19) P141: fordi
because

de perioder hvor jeg arbejder meget som tjeneri

those periods where I work a lot as waiter
deri

there
taber
lose

jeg
I

mig
me

som
as

regel
usual

ogs̊a
also

because during the periods when I work as a waiter I usually also lose weight
(Topic: waiting job’s influence on weight)

(20) P27: n̊ar jeg er p̊a arbejde som tjeneri

when I am at work as waiter
s̊ai

then
g̊ar
walk

jeg
I

jo
indeed

meget
a lot

ik’
right

(Topic: consequences of waiting job)

Another problem illustrated by example (19) and (20) is the definitional
restriction that the topic expression has to be expressed by a nominal ele-
ment. In these two utterances it seems that the resumptive elements, der
‘there’ and s̊a ‘then’, play the same role as det ‘that’ does in example (18).
These were not annotated as topic expressions because they are adverbial
rather than nominal elements. It would be more satisfactory to be able to
analyze both types of elements as topic expressions, given that they clearly
carry the topic of the utterance.

5.3 The relation between topic and topic expression

For the most part, the two annotators assignment of topic coincide. Most
divergencies were caused by slightly different wordings. E.g. other causes
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of edema and the edema’s connection to other things were assi-
gend individually to the same utterance.

Most of the time, these different wordings lead to the same outcome
i.e. the same topic expression, but this was not always the case. In some
instances, very similar topics lead to different annotation of topic expression
as illustrated by example (21).

(21) D55: duCoder2

you
har
have

ingen
no

bivirkninger
side effects

af
from

demCoder1

them
(Coder 1: Topic: side effects of the medication)
(Coder 2: Topic: P’s side effects of the pills)

This example highlights the problem of metonymy. The topics are very
wide, and since the conversation is about the patient, all topics can at some
point be related to the patient. In example (21), the annotators have very
similar topics, but Coder 2’s topic contains the patient, and du (= the pa-
tient) is therefore selected as topic expression. Coder 1’s topic does not
contain the patient, and dem (= the pills) is chosen as topic expression.

The effect of these different wordings is grave. Even though the annota-
tors agree on what the utterance is about, the algorthm for selecting topic
expressions makes then choose differently.

This problem might be solved by giving a fixed amount of possible topics
by each utterance to the annotators, forcing them to choose comparable
topics.

6 Summary

We have shown that it is possible to generate algorithms for the identifica-
tion of topic expressions in Danish dialog that are able to predict the topic
expressions of utterances with near human performance (a success rate of
85–89%), F1-scores of 0.70–0.74).

Furthermore, our investigation has shown that the most characteristic fea-
tures of topic expressions are preverbal position (+pre), definiteness (+def),
pronominal realisation (+pro), and non-subordination (–sub). This supports
the traditional Danish view of topic as the constituent in preverbal position.

Most interesting is subordination in connection with certain matrix clauses.
We discovered that NPs in epistemic matrix clauses were seldom topics. In
complex constructions like these the topic expression occurs in the subordi-
nate clause, not the matrix clause as would be expected. We suspect that
this applies to the general category of interpersonal matrix clauses.

As we are now able to identify topic expressions with reasonable accu-
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racy, an obvious next step would be to use psycholinguistic methods to test
whether it might serve as a better top-ranking element of Centering’s Cf -list
than grammatical subject.
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117–129. Århus: MUDS.

Jensen, K. A. (2003). Clause Linkage in Spoken Danish. Copenhagen:
Ph.D. thesis from the University of Copenhagen.

Lambrecht, K. (1994). Information structure and sentence form: topic,
focus and the mental representations of discourse referents. Cambridge:
Cambridge University Press.

60



Navaretta, C. (2002). The use and resolution of intersentential pronomi-
nal anaphora in Danish discourse. Ph. D. thesis, Centre for Language
Technology, University of Copenhagen.

Navaretta, C. (2005). Combining centering-based models of salience and in-
formation structure for resolving intersentential pronominal anaphora.
In A. Branco, T. McEnery, and R. Mitkov (Eds.), Anaphora processing,
Volume 263 of Amsterdam studies in the theory and history of linguistic
science, pp. 329–350. Amsterdam/Philadelphia: John Benjamins.

Reinhart, T. (1982). Pragmatics and linguistics. an analysis of sentence
topics. Distributed by the Indiana University Linguistics Club., 1–38.

Strube, M. and U. Hahn (1999). Functional centering — grounding ref-
erential coherence in information structure. Computational linguis-
tics 25 (3), 309–344.

Togeby, O. (2003). Fungerer denne sætning? – Funktionel dansk sproglære.
Copenhagen: Gads forlag.

Vallduv́ı, E. (1992). The informational component. Philadelphia: Ph.D.
thesis from the University of Pennsylvania.

61



Introducing Topological Field
Information into CCG

Ciprian-Virgil Gerstenberger
Computational Linguistics, University of Saarland, Germany

gerstenb@coli.uni-sb.de

Magdalena Wolska
Computational Linguistics, University of Saarland, Germany

magda@coli.uni-sb.de

Abstract. German, a partial free word order language, exhibits system-
atic patterns with respect to finite verb placement, while allowing different
constituents to be fronted or locally scrambled. In this paper, we propose
a simple mechanism of analyzing basic word order in German within the
framework of Combinatory Categorial Grammar, informed by notions from
the Topological Field Model. Research described here is part of joint work
between the projects TALK1 and DIALOG2 at the Saarland University,
which aim at developing dialog systems. The grammar described in this
paper is used for both parsing and realization of utterances in German.

1 Introduction

Work on Combinatory Categorial Grammars for Germanic languages based the
account of partial free word order on employing language specific combinatory
rules, while elaborating on very specific phenomena such as cross-serial depen-
dencies (cf. (Steedman 2000)). Verb argument fronting has been also commonly
discussed, however, for languages like German and Dutch, one should rather speak
of a more general phenomenon of fronting not only verb arguments, but also free
modifiers (such as adverbs, adverbial prepositional phrases, etc.) that exhibit the

1http://www.talk-project.org/
2http://www.coli.uni-sb.de/sfb378/
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same structural pattern. This phenomenon is rarely mentioned in previous CCG
accounts (but cf. (Carpenter 1998)).

From a syntactico-pragmatic point of view, the position of the finite verb in the
German clause is a function of clause type and sentence mood. However, macro-
structurally, German clauses are traditionally analyzed in terms of topological
fields, i.e. distinct clause parts delimited by verbal (finite verb, verb complexes) or
sentential (complementizer, wh-/rel-phrase) markers. In our account of basic Ger-
man word order, we introduce topological field information into the CCG analysis,
thus obtaining a simple mechanism for constraining derivations.

The paper is organized as follows: in Section 2, we describe the fundamen-
tal phenomena related to word order in German. Section 3 presents the macro-
structural view on the German clause, known as Topological Field Model. In
Section 4, we briefly present the Combinatory Categorial Grammar formalism and
its recent multi-modal extension, as well as the grammar engineering platform we
employ. In Section 5, we outline a method of guiding the CCG analysis with the
help of topological information.

2 Basic German word order

German is typically described as a “verb-second” language. This means that
in main declarative clauses, the finite verb occupies the “second” position. The
placement of the finite verb depends on clause type (main vs. dependent) and
sentence mood (declarative vs. interrogative vs. imperative). With respect to
the finite verb position, three types of clauses are distinguished: verb-initial, verb-
second, and verb-last clauses.

Verb-initial clauses In the matrix clause of yes/no and alternative questions
(example (1)) as well as imperatives (example (2)), the finite verb occurs in the
initial position3.

(1) Kannst
can

Du
you

Mozart
Mozart

(oder
(or

Bach)
Bach)

spielen?
play

Can you play Mozart (or Bach)?

(2) Spiele
play

Mozart!
Mozart

Play Mozart!

3There are other clause types in which the finite verb occurs in initial position, e.g., in
the conditional clause Willst Du eine Grammatik implementieren, brauchst Du starke Nerven
(eng. If you want to implement a grammar then you need strong nerves) or in the con-
cessional clause Mögen die Beatles noch so gut sein, Dieter Bohlen werden sie nie erreichen! (eng.
However good the Beatles may be, they will never top Dieter Bohlen!, but these are
not often used
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Verb-second clauses In German, main declarative clauses (example (3)) and
wh-questions (example (4)) are verb-second4.

(3) Die
the

Kinder
children

spielen
play

Mozart.
Mozart

The children play Mozart.

(4) Wer
who

spielt
plays

Mozart?
Mozart

Who plays Mozart?

Verb-last clauses Finally, subordinate adverbial clauses (example (5)), relative
clauses (example (6)), and complementive clauses (example (7)) exhibit the verb-
last pattern.

(5) Wenn
if

Du
you

willst,
want

kannst
can

Du
you

Mozart
Mozart

spielen.
play

If you want, you can play Mozart.

(6) Maria
Mary

spielt
plays

ein
a

Stück,
piece

das
that

von
by

Mozart
Mozart

komponiert
composed

wurde.
was

Mary plays a piece composed by Mozart.

(7) Ich
I

glaube,
think

daß
that

Maria
Mary

Klavier
piano

spielen
play

kann.
can

I think Mary can play the piano.

3 Topological Field Model

The Topological Field Model (cf. (Höhle 1983)) is a linguistically motivated theory-
neutral description of the macro-structure of both simple clauses and complex
sentences. The basic model assumes a clause division into: Vorfeld (pre-field),
Linke Klammer (left bracket), Mittelfeld (middle field), Rechte Klammer
(right bracket), and Nachfeld (post-field) (cf. Figure 6.1). For certain fields,
there are restrictions on the number and type of constituents. In the Vorfeld,
for instance, German grammar rules restrict the number of constituents to at
most one.5 Not all the fields have to be occupied. In complex sentences, the
model is applied to each clause individually, i.e. in paratactically conjoined clauses

4There are again exceptions to these patterns, e.g., Du spielst Mozart? (eng. You play
Mozart?) (meant ironically)

5 There are exceptions to this rule, which have been described in detail in (Müller 2003)
(among others). In the following sentence (taken from (Müller 2003)), for instance, both
zum zweiten Mal (eng. for the second time) and die Weltmeisterschaft (eng. the world
championship) occur in the Vorfeld: Zum zweiten Mal die Weltmeisterschaft errang Clark
1965 . . .
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iteratively, while in hypotactically conjoined clauses recursively. In Figure 6.1, the
examples (1)-(7) from the previous section are analyzed in terms of topological
fields. For the sentences (5)-(7), both the analysis of the main clause (m) and of
the subordinate clause (s) are provided, exemplifying the recursivity of the model
in complex sentences with embedded clauses.

# Vorfeld Linke Klammer Mittelfeld Rechte Klammer Nachfeld

(1) Kannst du Mozart (oder Bach) spielen?
(2) Spiele Mozart!
(3) Die Kinder spielen Mozart.
(4) Wer spielt Mozart?
(5s) Wenn du willst, . . .
(5m) Wenn du willst, kannst Du Mozart spielen.
(6m) Maria spielt ein Stück, das von Mozart komponiert wurde.
(6s) . . . das von Mozart komponiert wurde.
(7m) Ich glaube, daß Maria Klavier spielen kann.
(7s) . . . daß Maria Klavier spielen kann.

Figure 6.1: Examples of topological analyses of German sentence types

From the point of view of the Topological Field Model, clause types, previously
described in terms of verb position, can be characterized as follows: (i) in verb-
initial and verb-second clauses, the finite verb occupies the Linke Klammer; (ii)
in verb-final clauses, the finite verb occupies the Rechte Klammer. Furthermore,
the Vorfeld of main declarative clauses can be occupied either by one argument
of the finite verb or by an adjunct6 (see Figure 6.10 for different fronted elements
in the same sentence).

4 Grammar Framework and Grammar Develop-

ment

Platform

CCG Combinatory Categorial Grammar (CCG) (cf. (Steedman 2000)) is a lexi-
calized grammar formalism in which lexical items are assigned syntactic categories
of atomic or complex types. The formalism includes a set of combinatory rules
(combinators) that govern the derivation of syntactic structures built up from the
syntactic categories. The basic set of combinators includes backward and forward
directional variants of rules of functional application, composition, and type-raising
whose schemata are presented in Figure 6.2.7 An example of sentence derivation
in CCG is shown in Figure 6.3.

6In case of adjuncts of the same semantic type, a cluster of adjuncts may also be allowed in
the Vorfeld.

7We adopt the result-first notation for syntactic categories.
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rule type\direction forward backward

application (>) X/Y Y ⇒ X (<) Y Y \X ⇒ Y
composition (>B) X/Y Y/Z ⇒ X/Z (<B) X\Y Z\X ⇒ Z\Y
type-raising (>T) X ⇒ Y/(Y \X) (<T) X ⇒ Y \(Y/X)

Figure 6.2: Basic combinatory rules in CCG

MMCCG Multi-Modal Combinatory Categorial Grammar (Baldridge 2002) re-
fines the original framework by introducing means of controlling the application of
combinatory rules. This is achieved through specifying modes on category forming
operators (slashes) and making application of rules dependent on the slash mode.
There are four basic modes governing different levels of associativity and permuta-
tivity, organized in a hierarchy. The mode ∗ is the most restrictive, allowing only
functional application between adjacent categories. The modes � and × allow har-
monic (associative, non-permutative) and crossed (permutative, non-associative)
composition, respectively. The mode • is the least restrictive, allowing application
of all combinatory rules. Figure 6.48 shows an example derivation in MMCCG: the
more restrictive mode ∗ blocks the derivation of the ungrammatical input string
ein guter aus Bordeaux Wein (eng. a good from Bordeaux wine).

die
NP/NP

Lex Kinder
NP

Lex

NP
>

spielen

(S\NP )/NP
Lex Mozart

NP
Lex

S\NP
>

S
<

Figure 6.3: CCG derivation for sentence (3)

ein
NP/NP

Lex

guter

N/�N
Lex aus Bordeaux

N\∗N
Lex⊗ < Bx

Wein
N

Lex

∗

Figure 6.4: Blocking the derivation for ungrammatical input using modes on
slashes
in MMCCG

OpenCCG OpenCCG9 is an open-source NLP library written in Java, based
on (Steedman 2000) Combinatory Categorial Grammar formalism, implementing
the MMCCG extensions. This environment supports both sentence parsing and
realization, which makes it especially suited for use in language understanding and
generation in systems with NL-based interfaces.

The result of parsing with OpenCCG is a list of all found derivations of the in-
put string, including the corresponding compositionally built semantic representa-

8Example adapted from (Baldridge and Kruijff 2003)
9http://openccg.sourceforge.net
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tions. Figure 6.3 depicts the derivation tree for the sentence (3). Its corresponding
OpenCCG analysis is shown in Figure 6.510 as follows: the semantic representation
is shown on top, with the derivation below; the information on the applied rule
is on the left side in brackets, followed by the string under analysis, its category
type, and the resulting logical form.

s{clType=main, tense=pres, num=pl, pers=3rd, vform=fin, VF=+} :
@s1(spielen ^ <Actor>(h1 ^ Kinder) ^ <Patient>(k1 ^ Mozart))

------------------------------------------------------------------------
(lex) die :- np/^np
(lex) Kinder :- np : (@X_8(Kinder))
(>) die Kinder :- np : (@X_1(Kinder))
(lex) spielen :- s\np/np : (@E_9(spielen) ^ @E_9(<Actor>X_9) ^ @E_9(<Patient>Y_9))
(lex) Mozart :- np : (@X_18(Mozart))
(<T) Mozart :- s$1\@i(s$1/@inp) : (@X_18(Mozart))
(<) spielen Mozart :- s\np : (@E_9(spielen) ^ @E_9(<Actor>X_9)

^ @E_9(<Patient>X_18) ^ @X_18(Mozart))
(<) die Kinder spielen Mozart :- s : (@E_9(spielen) ^ @E_9(<Actor>X_1)

^ @E_9(<Patient>X_18) ^ @X_1(Kinder) ^ @X_18(Mozart))

Figure 6.5: Logical form and derivation of the sentence (3) as analyzed by
OpenCCG

5 The MMCCG approach for German

In this section, we present an MMCCG approach to modeling basic German word
order phenomena. As shown in the previous section, MMCCG provides context-
sensitive control of combinatory rules which makes it particularly suitable for de-
scribing languages with partial free-word order such as German. On the other
hand, the Topological Field Model gives a broader perspective of the clause struc-
ture, not from the point of view of phrase structure, but from the point of view
of distributional properties of constituents with respect to the finite verb in the
clause. Considering the clause “bracketing” formed by the verbal elements (cf.
Figure 6.1), we model our grammar in such way that syntactic categories incorpo-
rate also information about the status of the adjacent topological fields.

Marking verb categories In main declarative clauses, the Vorfeld must be
non-empty, and, as already mentioned, the number of constituents occupying it is
restricted to one (however, cf. Footnote 5 for exceptions). In order to account for
these constraints, we mark verb categories with attribute-value pairs that indicate:

10Here and in the following OpenCCG analysis examples, irrelevant parts of the structures are
omitted.
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1. clause type (main vs. subordinate);

2. clause mood (declarative vs. interrogative vs. imperative);

3. status of the Vorfeld.

The attribute VF, associated with the Vorfeld status, may take values from the
set {+, −}, where “−” indicates that there is no existing material in the VF, with
“+” otherwise. Different word order configurations are compiled into the lexicon
of the grammar. For example, the syntactic signs of a transitive verb, such as
spielen (eng. play) are presented in Figure 6.6. The first two entires account
for fronting verb arguments (subject and object, respectively), the next two allow
constituents other than arguments (such as adjuncts, subjunctions, etc.) to occupy
the Vorfeld, and finally the last two entries model subordinate clauses. Please
note that, since subordinate clauses are always verb-last there is no need to control
the status of the Vorfeld (in this case, always either empty – see (5s) and (7s)
in Figure 6.1 – or occupied solely by the relative pronoun – see (6s) in the same
figure).

Figure 6.6: Example of a lexical entry for a transitive verb

Let us return to the simple sentence Die Kinder spielen Mozart whose topolog-
ical analysis was given in (3) in Figure 6.1. Its logical form in Figure 6.5 reflects
the marking introduced by the verb entry: the status of the Vorfeld is occupied
(V F = +) and the clause type is main (clType = main). Our grammar will
also be able to parse the string die Kinder Mozart spielen, however the attribute
clType of the resulting structure will be assigned the value subord, meaning that
this is a subordinate clause.

Marking conjunction categories The same marking mechanism is used to
analyze not only simple main clauses, but also complex sentences with recur-
sive embedding. Given the marking on the verb categories, to model subordinate
clauses introduced by subjunctions such as wenn, weil (see (5s) in Figure 6.1), we
only need to set the syntactic category for subjunctions as in Figure 6.7.
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Figure 6.7: Example of a lexical entry for a subjunction

A subordinating conjunction may occur sentence medial (i.e., the subordinate
clause follows the main clause as in Du kannst Mozart spielen, wenn du willst) or
sentence initial (i.e., the subordinate clause precedes the main clause as in Wenn
du willst, kannst du Mozart spielen). The first configuration is modeled by the first
entry, while the second by the second entry. The last two entries account for re-
cursive embedding of subordinate clauses as in Wenn die Kinder singen, spielt die
Mutter Klavier, weil sie Musik mag (eng. when the children sing the mother

plays the piano because she likes music); see derivation in Figure 6.8.

(lex) wenn :- s{clType=main, VF=+}/^s{clType=main, VF=-}/^s{clType=subord}

(lex) die :- np/^np

(lex) Kinder :- np

(>) die Kinder :- np

(>T) die Kinder :- s/@i(s\@inp)

(lex) singen :- s\np

(>) die Kinder singen :- s

(>) wenn die Kinder singen :- s{clType=main, VF=+}/^s{clType=main, VF=-}

(lex) spielt :- s{clType=main, vform=fin, VF=-}/<np/^np

(>B) wenn die Kinder singen spielt :- s{clType=main, VF=+}/<np/^np

(lex) die :- np/^np

(lex) Mutter :- np

(>) die Mutter :- np

(<T) die Mutter :- s$1\@i(s$1/@inp)

(lex) Klavier :- np

(<T) Klavier :- s$1\@i(s$1/@inp)

(lex) weil :- s{VF=+}\^s{clType=main, VF=+}/^s{clType=subord}

(lex) sie :- np

(lex) Musik :- np

(lex) mag :- s{clType=subord, vform=fin}\^np\>np

(<) Musik mag :- s{clType=subord, vform=fin}\^np

(<) sie Musik mag :- s{clType=subord, vform=fin}

(>) weil sie Musik mag :- s{VF=+}\^s{clType=main, VF=+}

(<B) Klavier weil sie Musik mag :- s{VF=+}$1\@i(s{clType=main, VF=+}$1/@inp)

(<B) die Mutter Klavier weil sie Musik mag :- s{VF=+}$1\@i(s{clType=main, VF=+}$1/@inp/@inp)

(<) wenn die Kinder singen spielt die Mutter Klavier weil sie Musik mag :- s{VF=+}

Figure 6.8: OpenCCG derivation for a complex sentence

(8) Maria
Mary

gibt
gives

dem
the

Hund
dog

jetzt
now

einen
a

Knochen.
bone

Mary is giving the dog a bone now.

69



Marking adverb categories As already mentioned, the Vorfeld of main declar-
ative clauses must be non-empty. In Figure 6.10, all possible fronting variations
for the sentence (8) – the unmarked variant with the subject in the Vorfeld – are
shown: each of the three arguments of a ditransitive verb as well as any optional
adjunct can occupy the Vorfeld, while both Rechte Klammer and Nachfeld
of the sentence remain empty.

In order to account for fronting elements other than verb arguments, the mark-
ing on the verb categories is complemented by a corresponding feature on the
syntactic categories for the classes of these fronted elements. For the class of ad-
verbials, for instance, the syntactic category is set as shown in Figure 6.9. The
first entry accounts for sentence medial and final adverb placement. The second
entry accounts for adverbial fronting while ensuring that the finite verb imme-
diately follows the fronted adverb. The unification mechanism guarantees that
only verb categories marked as [V F : −] can combine with an adverb with the
same marking, disallowing any additional fronted elements. Figure 6.11 shows the
desired results of parsing.11

Figure 6.9: Example for a lexical entry for adverbs

Vorfeld Linke Klammer Mittelfeld

Maria gibt dem Hund jetzt einen Knochen
dem Hund gibt Maria jetzt einen Knochen

einen Knochen gibt Maria jetzt dem Hund
jetzt gibt Maria dem Hund einen Knochen

Figure 6.10: Topological
analyses of a verb-second
sentence

# Parses # Expected Input String

1 1 ich singe das Lied jetzt
1 1 das Lied singe ich jetzt
1 1 jetzt singe ich das Lied
0 0 *jetzt das Lied singe ich
0 0 *das Lied jetzt singe ich
0 0 *jetzt ich singe das Lied
0 0 *ich jetzt singe das Lied

Figure 6.11: Parsing results for testing
the Vorfeld occupation

6 Related work

In related work on Categorial Grammars for Germanic languages, the topological
field structure has not, to our knowledge, been addressed. In their descriptions
of Dutch, both (Steedman 2000) and (Baldridge 2002) show how verb arguments

11Ungrammatical sentences are marked as usual with an asterisk.
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can be fronted as well as how to allow free modifiers in the sentence-medial posi-
tion. However, there is no mention of how to account for fronted free modifiers in
Germanic languages.

As one of the reviewers pointed out, (Steedman 1985) and (Steedman 1987)
present analyses of English sentences with topicalized verb arguments, in which
the number of topicalized constituents is controlled by features on the topicalized
category.12 (Steedman 2000, p. 159) assumes that “sentence-initial arguments in
Dutch, including subjects, extract by the same mechanism as the English topi-
calized sentences”. We understand that the same generalizes to other Germanic
languages. It is not clear, however, whether fronted free modifiers would be also
assigned topicalized categories. Moreover, in our account we do not focus on top-
icalization phenomena but rather on basic word order. In German, there exists a
topicalization construction similar to English, as in sentences (9) and (10), in which
the NP Äpfel (eng. apples) is topicalized. However, in terms of the Topological
Field Model, the topicalized NP is in the Vor-Vorfeld (pre-pre-field), while the
main clause is analyzed as usual.

(9) Äpfel,
Apples

die
them

mag
likes

er.
he

Apples, he likes.

Vor-Vorfeld Vorfeld Linke Klammer Mittelfeld

Äpfel, die mag er

(10) Was
What

Äpfel
apples

angeht,
concerns

die
them

mag
likes

er.
he

As for apples, he likes them.

Vor-Vorfeld Vorfeld Linke Klammer Mittelfeld

Was Äpfel angeht, die mag er

By contrast, sentence (11) is an example of argument fronting that may be inter-
preted both as topicalization (e.g., in the context Maria trinkt Apfelsaft und Peter
Traubensaft. Äpfel mag er, aber hat im Moment keine Lust darauf. (eng. Mary is

drinking apple juice and Peter grape juice. Apples, he likes, but he

does not feel like apples now.)) or as an unmarked construction (e.g., in
the context Peter trinkt Apfelsaft. Äpfel mag er./Er mag Äpfel. (eng. Peter is

drinking apple juice. He likes apples.))
A German CCG has been developed at the University of Bielefeld within the

Sonderforschungsbereich 36013 in order to support natural language interaction
between humans and robots (cf. (Fischer and Moratz 2001)). This grammar
employs a counting mechanism to check the number of fronted verb arguments

12As (Steedman 1987, p. 414) notes, the resulting semantics of the topicalized category is
“obscure”.

13http://www.sfb360.uni-bielefeld.de
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(11) Äpfel
Apples

mag
likes

er.
he

He likes apples. / ?Apples, he
likes.

Vorfeld Linke Klammer Mittelfeld

Äpfel mag er

(cf. (Hildebrandt, Eikmeyer, Rickheit, and Weiß 1999) and (Vierhuff, Hildebrandt,
and Eikmeyer 2003)), a way for testing which clause type has been derived: if no
argument has been fronted then a verb-initial clause has been derived, if there is
only one argument fronted then the derived clause is verb-second, etc. However,
how to cope with optional fronting of adjuncts in main declarative clauses is not
mentioned either. Even more, there is no account of free modification and how to
handle it by means of the counting mechanism at all.

Unlike the approaches mentioned above, (Carpenter 1998) does account for
adverbial fronting in German. He adopts the methodology of compiling context-
specific syntactic categories into the lexicon, as well as assigning features. In this
respect, our approach is similar. However, while (Carpenter 1998) populates verb
categories by instantiating them for every allowed fronting configuration, we try
to achieve a greater generality and minimize the number of context specific lexical
entries. To this end, we extend the feature set to mark not only verb but also
conjunction and adjunct categories.

7 Conclusions

In this paper, we described a preliminary work on modeling German word order
phenomena within the framework of Combinatory Categorial Grammar. We have
shown that introducing information stemming from the Topological Field Model
is beneficial for controlling word order phenomena at the macro-structure level
rather than using local, language-specific mechanisms. Using simple features that
capture macro-structure information, we are able not only to account for funda-
mental word order constraints in German but also for relatively complex embedded
syntactic structures (see Figure 6.8). The scope of other phenomena our grammar
can analyze includes: multiple embedded adverbial and relative clauses, agree-
ment between subject and verb, as well as within nominal groups with clausal
modification. Moreover, the analyses deliver correct semantic representations for
the mentioned phenomena. The next step in the grammar development will com-
prise modeling such phenomena as scrambling in the Mittelfeld, for which we use
the modes system of MMCCG to control the allowed permutations, and partial
fronting.
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Defining Probability Distributions on
Higher-Order Logic-based Data
Representations

Elias Gyftodimos
Department of Computer Science, University of Bristol
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Abstract. Higher-order logics provide a solid formalism for structured data
representations. Terms can effectively be used to represent individuals which combine
propositional structures (i.e. tuples), first-order constructions such as lists and trees,
as well as higher-order functions which can be used for denoting sets. In this paper
we present a graphical model-based probabilistic framework over a particular family
of higher-order terms which are suitable for representing individuals.

1 Introduction

In the past years there has been an increasing interest in methods for learning and rea-
soning for structured data. Real-world problem domains often cannot be expressed with
propositional, “single-table” relational representations. Probabilistic models, popular in
propositional domains, have started being proposed for structured domains, giving rise to
a new area of research referred to as probabilistic inductive logic programming or proba-
bilistic/statistical relational learning. In this paper we introduce Higher-Order Bayesian
Networks (HOBNs), a probabilistic graphical model formalism which applies methods in-
spired by Bayesian Networks to complex data structures represented as terms in higher-
order logics. The novelty of our approach consists in the explicit handling of higher-order
structures such as sets, rather than emulating these using first-order constructs.

The outline of the paper is as follows. The following section gives a brief overview
of the higher-order logic we use for data representation. Section 3 contains the formal
definitions of the proposed model, and section 4 defines the derived probability distribution
over higher-order terms. Section 5 gives a brief overview of existing related approaches.
In section 6 we summarise our main conclusions and discuss our perspective for further
research.

Proceedings of the Tenth ESSLLI Student Session

Judit Gervain (editor)
Chapter 7, Copyright c© 2005, Elias Gyftodimos
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2 Representation of Individuals

Basic terms(Lloyd 2003) are a family of typed higher-order terms that can be used for
the intuitive representation of structured individuals. Constructs described by basic terms
fall into three categories: The first is called basic tuples and includes individuals of the
form (t1, ..., tn), where each of the ti is also a basic term. The second, basic structures,
describes first-order structures such as lists or trees. A basic structure is a term of the
form (Ct1 . . . tn), where C is a data constructor (functor) of arity n and the ti are basic
terms. E.g. in order to define lists as in the LISP programming language, we need two
data constructors, “cons” and “nil” of arity two and zero respectively; then the list with
elements 1, 2, and 3 is written as “(cons 1 (cons 2 (cons 3 nil)))”. The third category,
basic abstractions, is suitable for the description of higher-order structures such as sets
and multisets. A set of elements from a domain D can be viewed as a function of type
f : D → {⊥,>} where f(x) = > if and only if x is a member of the set. In general, a basic
abstraction defines the characteristic function of an individual, and is a term t of the form

λx.(if x = t1 then s1 else . . . else if x = tn then sn else s0)

where the ti and si are basic terms and s0 is a default term, i.e. a special term that is the
default value of the characteristic function for a particular kind of basic abstraction (zero
for multisets, ⊥ for sets, etc). The set supp(t) = {s1, . . . , sn} is called the support set of
t. The cardinality of supp(t) will be called the size of the abstraction. The value of the
application of the term t to a term u is denoted as V (t u). The formal definition of basic
terms also contains a definition of the class of default terms, as well as the definition of a
total order on basic terms, so that a basic abstraction can be written in a unique manner
with t1 < · · · < tn.

Types are used to describe domains of basic terms. A basic tuple type is a Cartesian
product τ1 × · · · × τn of simpler types to which the elements of a tuple belong. A type
of basic structures is defined by a type constructor, to which are associated a set of data
constructors that define terms of that type. E.g. we can define the type L of lists of elements
from a type τ , with two associated data constructors cons and nil. Data constructors are
also typed; for instance cons has a function type, accepting two arguments of types τ, L
respectively, and its value is of type L. This is noted as cons : τ → L → L. The type of
a basic abstraction is a function type α → β, where α is the type of the argument and β
is the type of the value domain of the abstraction. The formal definitions of higher-order
types and basic terms can be sought at (Lloyd 2003) and go beyond the scope of this paper.

Additionally to standard basic terms, in the present paper we will refer to atomic terms
and types. An atomic type is a domain of constants. It can be seen as a special case of a
type constructor, to which all the associated data constructors have arity zero. An example
of an atomic type is the type of booleans. An atomic term is a member of an atomic type.

We will now define a type tree, which is a tree describing the domain of an individual
term.

Definition 2.1 (Type tree) The type tree corresponding to a type τ is a tree t such that:
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• If τ is an atomic type, t is a single leaf labelled τ .

• If τ is a basic tuple type (τ1 × · · · × τn), then t has root τ and as children the type
trees that correspond to all the τi.

• If τ is a basic structure type with associated data constructors Ci : τi1 → · · · → τim →
τ, i = 1, . . . , n, then t has root τ . The children of τ are a finite set S of type trees.
Every argument τij is mapped to either an element of S or to τ . If two arguments
τij , τkl

are equal types they may be mapped to the same c ∈ S. If an argument τij is
equal to the type τ it may be mapped to the root τ . The tree corresponding to each
τij is denoted as cτ (i, j).

• If τ is a basic abstraction type β → γ, then t has root τ and children the type trees
corresponding to β and γ′ = γ\{s0}, where s0 is the default term associated to the
particular type of basic abstractions.

3 Higher-Order Bayesian Networks

A standard Bayesian Network is a graphical model that encodes some conditional inde-
pendence statements on a set of variables. It consists of two parts: the structural part,
a directed acyclic graph in which nodes stand for random variables and edges for direct
conditional dependence between them; and the probabilistic part that quantifies the con-
ditional dependence. Higher-Order Bayesian Networks (HOBNs) are a generalisation of
standard Bayesian Networks for basic terms. The structural part of an HOBN is a type
tree over the domain, and a set of edges between nodes of the type tree that model corre-
lations between them. The probabilistic part contains the parameters that quantify those
correlations. We work under the assumption that domains are discrete. We will use a
running example in order to explain the definitions and methodology as we proceed. The
example domain concerns individuals corresponding to students. Each student has an
“intelligence” property and is registered to a set of courses. Each course has a property
“difficulty”; each registration has a property “grade”; finally, each student is associated to
a property signifying the expected graduation mark for the student. The structural part
of the HOBN is displayed in figure 7.1(a). The type of the basic terms which correspond
to students is (Int, Exp, ((Diff), Grade) → Ω) where Int = {i1, i2}, Exp = {1, 2i, 2ii, 3},
Diff = {d1, d2, d3}, Grade = {A, B, C} and Ω = {>,⊥}. The type tree on which
the HOBN structure of figure 7.1 is based represents exactly this type, where the names
Student, Regs, Reg and Course are introduced for the types which lie in the internal
nodes of the tree. In addition, the type RegMap = {>} is introduced as a child of Reg
in the type tree. Note that since Regs is a type of sets, RegMap is a trivial case of a
domain with only one possible value and could easily be omitted, but it is used in order to
demonstrate how general basic abstractions are handled.

We will refer to two distinct types of relationships between nodes of an HOBN. Firstly,
relationships in the type tree called t-relationships. Secondly, relationships that are formed
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Figure 7.1: HOBN structure (a) and part of the parameters (b) for the “student-course”
domain.

by the probabilistic dependence links (p-relationships). We will make use of everyday ter-
minology for both kinds of relationships, and refer to parents, ancestors, siblings, nephews
etc. in the obvious meaning. The t-parent and the p-parents of a node are subsequently
used for defining the sets of higher-level parents (h-parents) and leaf parents (l-parents) for
each node, which in turn are used for the definition of the probabilistic part of the model.
E.g. in figure 7.1 node Student has three t-children (Int, Exp, Regs); node Grade has two
p-parents (Course, Int).

The next step is to define the structural part of an HOBN. Essentially this means
adding the probabilistic dependence links between nodes of a type tree. Links are not
allowed between every possible pair of nodes in the type tree. Intuitively, a p-relationship
A → B is only allowed if B is either a “sibling” or a “nephew” node of A. Additionally,
some acyclicity condition must be preserved (as in standard Bayesian Networks), which
will be defined at a later step.

Definition 3.1 (HOBN node and HOBN leaf) An HOBN node associated to a type
τ corresponds to a random variable of that type. We will refer to the HOBN node and the
corresponding variable interchangeably. If τ is atomic, the associated HOBN node is called
an HOBN leaf.

Definition 3.2 (HOBN structure) Let τ be a type, and t its corresponding type tree.
An HOBN structure T over the type tree t, is a triplet 〈R,V , E〉 where: (i) R is the root
of the structure, and corresponds to a random variable of type τ . (ii) V is a set of HOBN
structures called the t-children of R. If τ is an atomic type then this set is empty, otherwise
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it is the set of HOBN structures over the children of τ in t. R is also called the t-parent
of the elements of V . (iii) Let V ′ be the set of t-descendants of R. E ⊂ V × V ′ is a set of
directed edges between nodes of the HOBN structure. For (v, v′) ∈ E we say that v is a
p-parent of v′.

There are two additional constraints that a legal HOBN structure must satisfy. One is
that if τ is a type β → γ corresponding to a basic abstraction, then the set of p-relationships
E for the subtree under τ always contains the p-relationship (γ′, β). The second constraint
is that the structure needs to be acyclic. This is similar to the acyclicity property in
Bayesian Networks, taking into account the propagation of the probabilistic dependence
through the type tree. The formal definition of this property follows after the definition
of the the notions of higher-level parents and leaf parents, which explain the propagation
of the probabilistic dependence introduced by p-relationships down to the leaves of the
HOBN structure.

Definition 3.3 (Higher-level parents and leaf parents) The higher-level parents (h-
parents) of a node t whose t-parent is t′, are (i) its p-parents and (ii) the h-parents of t′.
The leaf parents (l-parents) of a node are the HOBN leaves that are either (i) its h-parents
or (ii) t-descendants of its h-parents.

In our example, the h-parents of Grade are Int, Course and RegMap; the h-parents of
Exp are Int and Regs, and its l-parents are Int, RegMap, Grade and Diff. It is now possible
to define the acyclicity property that was mentioned above:

Definition 3.4 (Acyclic HOBN structure) An HOBN structure is acyclic if no HOBN
leaf in the structure is an l-ancestor of itself.

This explains why a node may be the p-parent of its t-siblings and t-nephews, but not
of itself or its t-children; in this case each HOBN leaf under that node would be its own
l-parent.

The intended probabilistic semantics in an HOBN structure is that the value of a
term corresponding to an HOBN node is independent of the nodes that are neither its t-
descendants nor its p-descendants, given its p-parents. The probabilistic part of an HOBN
contains the parameters that quantify the respective joint probabilities, and that are used
in deriving a probability over the domain of basic terms that are described by the type
tree.

Definition 3.5 The probabilistic part related to an HOBN structure T consists of a set
of joint probability distributions, defined for some HOBN nodes in T , joint with the re-
spective l-parents of each node. The following probability distributions are contained in the
probabilistic part:

1. A joint probability distribution over each HOBN leaf X of type α, and its l-parents
X1, . . . , Xn, of types α1, . . . , αn respectively. For every type ξ = αi1 × · · · × αim,
where all ij are distinct, the conditional probability over the type α given the type ξ
is derived by this joint probability and is denoted by Pα|ξ.
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2. For each node X associated to a type of basic abstractions τ , a joint probability
distribution over the sizes of the basic abstractions that belong to τ , and the l-
parents of X, namely X1, . . . , Xn, of types α1, . . . , αn respectively. For every type
ξ = αi1 × · · · × αim, where all ij are distinct, the conditional probability over the size
of the abstractions of type τ given the type ξ is derived by this joint probability and
is denoted by Psizeτ |ξ.

3. For each node X associated to a type of basic structures τ , a joint probability distri-
bution over the domain consτ which contains the data constructors associated to that
type, and the l-parents of X, namely X1, . . . , Xn, of types α1, . . . , αn respectively. For
every type ξ = αi1 × · · · × αim, where all ij are distinct, the conditional probability
over the size of the abstractions of type τ given the type ξ is derived by this joint
probability and is denoted by Pconsτ |ξ.

As a trivial case when a node has no l-parents the Cartesian product ξ corresponds to the
nullary tuple type, and the conditional probability distribution reduces to an unconditional
probability distribution.

An additional constraint in the probabilistic part is that the joint probabilities have to
be consistent with each other, i.e. yielding the same marginals for the same variables. In
practise this happens naturally when the parameters are estimated from data observations,
but particular attention is needed when the parameters are manually specified. Figure
7.1(b) shows the model parameters in our example which are associated to the HOBN
node Exp.

We can now give the definition of an HOBN:

Definition 3.6 A Higher Order Bayesian Network is a triplet 〈T, Θ, t〉 where t is a type
tree, T = 〈R,V , E〉 is an HOBN structure over t and Θ is the probabilistic part related to
T .

4 Probability distributions over basic terms

In this section a probability function over basic terms belonging to a type α is defined, using
an HOBN over that type and exploiting the conditional independence assumptions that it
introduces. As with standard Bayesian Networks, the joint probability is decomposed to a
product of conditional probabilities using the chain rule, and the independent variables are
eliminated from the posterior. In HOBNs the probability is defined recursively from the
root to the leaves of the type tree, and the probability of a type in each node is expressed
using the probabilities of its t-children. Before the formal definition, a short intuitive
explanation of the distribution is given, describing how different cases of basic terms are
treated.

We are using the notation Pα|ξ(t|c) as the probability of a term t of type α, conditional
on some context c of type ξ. The definition has two parts: In the first part it is shown how
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to decompose the probability of t as a product of probabilities of simpler terms Pαi|ξ′(ti|c′),
which have types that correspond to the children of α in the type tree. At this stage the
conditional part is possibly augmented with additional knowledge on the p-parents of ti.
In the second part of the definition it is shown how in a similar way the probability under
the conditional context c is expressed as a product of probabilities under simpler contexts
whose types correspond to the children of ξ in the type tree.

The first part of the definition has three different cases, according to t being a basic
tuple, basic structure or basic abstraction. In the first case where t = (t1, . . . , tn), the
probability of the term t is defined as the product of the probabilities of the terms ti
of type αi, i = 1, . . . , n. The conditional independence statements that are derived from
the HOBN structure are employed in order to simplify each posterior. In the second
case where t = Ct1 . . . tn, a similar decomposition as with the tuple case is taking place.
Each ti is of a type αi, i = 1, . . . , n, which is either one of the t-children of α or is α
itself, for recursive data structures. The probability of t is defined as the product of the
probabilities of the ti conditional on the values of the respective p-parents Pαi|ξ′(ti|c, π(ti)),
also multiplied by the probability of the constructor C, Pconsα|ξ(C|c). In the third case,
where t = λx.(if x = t1 then v1 . . . else if x = tn then vn else v0), the result is based on
the product of the probabilities of each ti conditional on the respective vi, as is determined
by the p-relationship in the HOBN structure. The final expression for a proper probability
for abstractions is based on some combinatorics analysis that will be explained later.

The second part of the definition assumes that α is an atomic type. The conditional
probability is recursively decomposed to a product where the context is replaced by its
t-children, until the leaves of the type tree are reached. At each point when deriving
the probability Pα|ξ(t|u, c), the context is a tuple of terms. The definition introduces a
rotation of the tuple elements, by selecting the first element u in the tuple, and creating a
new context which is the rest of the tuple with the t-children of the first element attached
to the end. This gives a systematic way of reaching the point where the context is a tuple
of atomic types.

As in the first part of the definition, there are separate cases according to the type of the
term in the context that is being decomposed, i.e. the element that is in the first position of
the context tuple. If this term is a tuple u = (u1, . . . , un), then the probability Pα|ξ(t|u, c)
is simplified to Pα|ξ′(t|c, u1, . . . , un), where α, ξ, ξ′ are the appropriate types. If the term is
a basic structure u = C u1, . . . , un, then the probability is defined using the probabilities
Pα|ξi

(t|c, ui). If the term is a basic abstraction u = λx.(if x = u1 then v1 . . . else if x =
u` then v` else v0), then the probability is defined using the probabilities Pα|ξ′(t|c, ui, vi).

In the course of applying the first part of the definition, a conditional context is in-
troduced for the variable t. This conditional context contains the p-parents of the node
corresponding to t. Subsequently t is decomposed to its t-descendants that lay on the
leaves of the type tree. The p-parents of t are h-parents of those leaves. Finally, each of
those h-parents is replaced by its t-descendants down to the leaves of the type tree. There-
fore, after all the decomposition steps, the context is a tuple of atomic types which are the
l-parents of α, so the respective conditional probability is contained in the probabilistic
part of the model, least a permutation of the l-parents in the context.
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Definition 4.1 Let t be a basic term whose type α is associated to a node A of the HOBN.
By π(t) we denote a basic tuple that contains the values of the p-parents of A. The condi-
tional probability function Pα|ξ(t|c), where c is a term of type ξ (initially a nullary tuple,
then determined by earlier recursive steps), is defined as follows:

1 If α is a non-atomic type, corresponding to either a basic tuple, basic structure or basic
abstraction domain, then:

1.a If α = α1 × · · · × αn and t = (t1, . . . , tn), then

Pα|ξ(t|c) =
n∏

i=1

Pαi|ξ′(ti|c, π(ti))

where ξ′ is the type of the tuple (c, π(ti)).

1.b If t is a basic structure, t = Cit1 . . . tn, where Ci is the i-th data constructor associated
to the type α and is of type α1 → · · · → αn → α , then

Pα|ξ(t|c) = Pconsα|ξ(Ci|c)
n∏

j=1

Pcα(i,j)|ξ′(tj|c, π(tj))

where ξ′ is the type of the tuple (c, π(tj)) and cα(i, j) is the t-child of α which is
mapped to the argument tj of the data constructor.

1.c If t is a basic abstraction of type α = β → γ with t = λx.(if x = t1 then v1 . . . else if x =
t` then v` else v0), then

Pα|ξ(t|c) =
+∞∑
`′=`

∑
∗

`′!Psizeα|ξ(`
′|c)

∏̀
i=1

(Pβ|ξ′(ti|c, vi)Pγ′|ξ(vi|c))xi

xi!
(7.1)

where γ′ = γ\{v0}, ξ′ is the type of the tuples (c, vi) and the summation marked with
(∗) is over all different integer solutions of the Diophantine equation x1+ · · ·+x` = `′

under the constraints xi > 0, i = 1, . . . , `.

2 If α is either atomic, abstraction size, or the domain of associated data constructors of
a type, then Pα|ξ(t|c) is defined as follows (c′ may trivially be a nullary tuple):

2.a If c is a tuple of atomic types or a nullary tuple, then Pα|ξ(t|c) is given in the HOBN
probabilistic part.

2.b If c = (u, c′), ξ = υ × ξ′, where u is atomic but c′ contains non-atomic terms, then

Pα|υ×ξ′(t|u, c′) = Pα|ξ′×υ(t|c′, u)

2.c If c = (u, c′), ξ = υ× ξ′, where u is a basic tuple (u1, . . . , un) of type υ = υ1 × · · ·× υn,
then

Pα|υ×ξ′(t|u, c′) = Pα|ξ′×υ1×···×υn(t|c′, u1, . . . , un)
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2.d If c = (u, c′), ξ = υ × ξ′, where u is a basic structure Ciu1 . . . un, and Ci is the i-th
data constructor associated to the type υ and is of type υ1 → · · · → υn → υ, then

Pα|υ×ξ′(t|u, c′) = Pα|ξ′(t|c′)
n∏

j=1

Pα|ξ′×cυ(i,j)×υ′
j
(t|c′, uj, π(uj))

Pα|ξ′×υ′
j
(t|c′, π(uj))

where υ′j is the type of π(uj) and cυ(i, j) is the t-child of υ which is mapped to the
argument uj of the data constructor.

2.e If c = (u, c′), ξ = υ × ξ′, where u is a basic abstraction of type υ = β → γ with
u = λx.(if x = u1 then v1 . . . else if x = u` then v` else v0), then

Pα|υ×ξ′(t|u, c′) = Pα|ξ′(t|c′)
+∞∑
`′=`

∑
∗

∏̀
i=1

(
Pα|ξ′×β×γ′(t|c′, ui, vi)

Pα|ξ′(t|c′)
)xi (7.2)

where the summation marked with (∗) is over all different integer solutions of the
Diophantine equation x1 + · · ·+x` = `′ under the constraints xi > 0, i = 1, . . . , `, and
γ′ = γ\{v0}.

This completes the definition for distributions over basic terms based on an HOBN.

The above definition is introducing some “naive” independence assumptions, which may
not hold in the general case, in order to perform the decomposition of the probability into
a product. E.g., the elements of a set are assumed to occur independently from each other.
Such assumptions are needed for a tractable decomposition, and will render the computed
function an approximation of the actual probability. Whether this approximation is mean-
ingful will depend on the domain at hand. When the independence assumptions hold, we
can prove the following:

Proposition 4.2 The function Pα|ξ given in definition 4.1 is a well-defined probability over
basic terms of type α, under the assumption that the conditional independence statements
employed hold given the relevant context.

The proof of the above proposition cannot be presented here due to space constraints.
It is derived in a straightforward way by applying in each case the chain rule of conditional
probability and Bayes’ theorem, and using standard combinatorics. Two additional results
which facilitate in practice the computation of the probability in case of basic abstractions
are given below:

Proposition 4.3 When Pβ×γ|ξ(ti, vi|c) << 1, then the expression 7.1 is approximated by

Pα|ξ(t|c) = `!Psizeα|ξ(`|c)
∏̀
i=1

Pβ|ξ×γ(ti|c, vi)Pγ|ξ(vi|c)
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Proposition 4.4 The expression 7.2 is approximated by:

Pα|υ×ξ(t|u, c) = Pα|ξ(t|c)
∏̀
i=1

Pα|ξ×β×γ(t|c, ui, vi)

Pα|ξ(t|c)

Looking back to our example, assume that we wish to calculate the probability for a
student to have an expected final mark equal to 1, given that the value of the intelligence
attribute is i1 and that the set of registrations is {((d3), A), ((d2), B), ((d1), C)}. We have:

PE|R,I(1|{((d3), A), ((d2), B), ((d1), C)}, i1) =

= PE|I(1|i1)
PE|I,R,RM(1|i1, ((d3), A),>)

PE|I(1|i1)
·

·
PE|I,R,RM(1|i1, ((d2), B),>)

PE|Int(1|i1)

PE|I,R,RM(1|i1, ((d1), C),>)

PE|I(1|i1)
= . . . =

=
PE|RM,D,I,G(1|>, d3, i1, A)PE|RM,D,I,G(1|>, d2, i1, B)PE|RM,D,I,G(1|>, d1, i1, C)

PE|I(1|i1)2
= . . . =

=
2/6 · 2/6 · 1/5

(16/47)2
= 0.1918

(we abbreviate here the node names to their initials).

5 Related research

Logic-based probabilistic models have been proposed in the past. Stochastic Logic Pro-
grams (Cussens 2001; Muggleton 1996) use clausal logic, where clauses of a prolog program
are annotated with probabilities in order to define a distribution over the results of Prolog
queries. Bayesian Logic Programs (Kersting and De Raedt 2000) are also based on clausal
logic, and associate predicates to conditional probability distributions. Probabilistic Rela-
tional Models (PRMs) (Koller 1999), which are a combination of Bayesian Networks and
relational models, are also closely related to HBNs. PRMs are based on an instantiation
of a relational schema in order to create a multi-layered Bayesian Network, where layers
are derived from different entries in a relational database, and use particular aggregation
functions in order to model conditional probabilities between elements of different tables.
Other related first-order probabilistic approaches include Independent Choice Logig (ICL)
(Poole 2000) and the probabilistic logic language PRISM (PRogramming In Statistical
Modeling) (Sato and Kameya 1997). Ceci et al. (Ceci, Appice, and Malerba 2003) have
proposed a naive Bayes classification method for structured data in relational represen-
tations. Flach and Lachiche (Flach and Lachiche 1999; Lachiche and Flach 2002) have
proposed the systems 1BC and 1BC2 which implement naive Bayes classification for first-
order domains. To our knowledge, Higher-Order Bayesian Networks is the first attempt to
build a general probabilistic reasoning model over higher-order logic-based representations.
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6 Conclusions and Further Work

In this paper we have presented Higher Order Bayesian Networks, a framework for prob-
abilistic reasoning for structured data. Our current research is focused on applying our
method on real-world data for inference and classification tasks. Model learning for HOBNs
seems a promising research area. The application of probabilistic inference to Bayesian clas-
sification is being investigated, in analogy to naive Bayes (NB) and tree-augmented naive
Bayes (TAN) models over standard Bayesian Networks representations. Finally, it will be
interesting to investigate how domain-specific distributions may be specified by the user
for particular data where such prior knowledge is available.
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Abstract. The aim of the work described in this paper is to for-

malize in the proof assistant Coq the polynomial interpretation termi-

nation criterion, and to describe how a termination proof for a given

rewriting system can be built automatically by using this formalization

together with a polynomial interpretation provided by the Cime tool.

The main results of this work are a formalization of �rst-order term

algebras (with arities), a formalization of polynomials with several in-

determinates, and a formalized proof of the polynomial interpretation

termination criterion.

1 Introduction

One possibility to increase both the expressive power and the automation
capabilities of proof assistants is to integrate into them support for term
rewriting. The work presented in this paper is a �rst step in this direc-
tion. Its aim is to modify the proof assistant Coq (Coq-Development-Team
2004; Bertot and Castéran 2004) to let it build termination proofs for term
rewriting systems automatically. This modi�cation consists of two distinct
steps:

• First, a termination theorem is formalized in Coq. Such a theorem al-
lows one to prove the termination of a rewriting system thanks to a ter-
mination witness. The theorem we are interested in here is termination
by polynomial interpretations, which uses a polynomial interpretation
(set of polynomials) as its witness.

Proceedings of the Tenth ESSLLI Student Session
Judit Gervain (editor)
Chapter 8, Copyright c© 2005, Sébastien Hinderer
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• Second, an interface is developed to let Coq communicate with Cime (Con-
tejean, Marché, Monate, and Urbain 2000), which is able to �nd the
kind of termination witness needed by our termination theorem, namely
a polynomial interpretation.

In section 2, we will see more precisely why we need to extend the expres-
sive power of Coq, and how the support for rewriting can help remove these
expressive limitations. The termination theorem for polynomial interpreta-
tions will be presented in section 3, and some ingredients of its formalization
in Coq will be presented in section 4. The interface with Cime is presented in
section 5, and we conclude by presenting a complete example (section 6) to
illustrate how this work allows us to build termination proofs automatically
in Coq.

2 Motivation

In this section, we will describe certain limitations of some proof assistants,
and explain how rewriting helps to remove these limitations.

As its name says, the main task of a proof assistant is to assist the user
in building proofs. More precisely, the user builds proofs interactively, and
the proof assistant checks that each proof step is correct. In proof assistants
based on type-theory (an alternative to set theory), this veri�cation is done
thanks to the Curry-Howard isomorphism: propositions are seen as types,
and proving a proposition P consists in building a (proof) term of type P .

To describe the kind of objects that are useful in the context of proof
assistants (types, functions, properties, proofs), one needs rich type systems,
where types can depend on terms. In other words, this means that a type can
depend not only on another type (like in functional programming languages),
but also on values. As an example, it is possible to de�ne in Coq a type for
arrays of length n (which we will call vectors in this paper). Then, the type
of the append function on vectors is:

append :

forall (A : Set) (n1 : nat), vector A n1 ->

forall (n2 : nat), vector A n2 -> vector A (n1 + n2)

The append function has as arguments a vector of length n1 and a vector
of length n2 and returns a vector of length n1+n2.

As this example shows, types can depend on values that are obtained by
applying a function to other values (here the + function). Consequently, if
one wants a proof assistant to be able to compute the type of terms (that
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is, to check proofs), it is required that every de�ned function must return a
result after �nitely many computation steps. That is, termination is essential
for type checking.

It is part of the proof assistant's task to ensure that every de�ned function
actually terminates. In several proof assistants, including Coq, this veri�ca-
tion is done by accepting only inductively de�ned functions over inductive
types. However, this limits drastically the expressive power of proof assis-
tants. Indeed, many functions don't have a simple inductive de�nition. A
function computing the greatest common divisor, for instance, can not be
de�ned easily in Coq.

A solution to this problem, that has been proposed in (Barbanera, Fernán-
dez, and Geuvers 1997; Blanqui 2004; Dowek, Hardin, and Kirchner 2003;
Walukiewicz-Chrz¡szcz 2003) consists of allowing functions and predicates
de�ned by rewriting rules, which are simpler and more general than induc-
tive de�nitions. This approach permits the de�nition of a more general class
of functions, but the problem of checking their termination remains, and
actually becomes even more complex.

A natural way to tackle this new problem is to use external tools dedicated
to the automatic search of termination proofs for term rewriting systems.
Nevertheless, since these tools are often complex, it is not appropriate to
trust them blindly. Indeed, this might lead to a loss of soundness of the
proof assistants.

Two mechanisms are available to check the termination proofs provided
by external tools. Either one proves these tools are correct, or one only
checks the results they provide. The �rst method requires not only the
proof of abstract termination theorems, but also the formal veri�cation of
every computation step of the external tool at a very low level. Moreover,
this has to be done for each new tool one wants to use, and cannot be
done automatically. The second method, on the other hand, only requires
the formalization and proof of mathematical termination theorems. Once
such a theorem is proved, any termination witness can be used, no matter
which termination tool produced it, and it becomes much easier to automate
termination proof checking.

These are the reasons that motivated us to choose the second method,
and this paper is a �rst step towards turning this idea into reality. Its aim is
to formalize one mathematical termination theorem, namely the termination
by polynomial interpretations.
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3 Rewriting Basics

In this section, we present the termination theorem that has been formal-
ized in Coq. A much more detailed presentation of this theorem (which is
due to Lankford (Lankford 1979)) and of rewriting in general can be found
in (Baader and Nipkow 1997; Terese 2003). Before stating the theorem itself,
here are de�nitions of some basic notions.

Let Σ = {f, g, . . .} be a set of symbols equipped with an arity function,
that is, a �rst-order signature. Let V = {x, y, z, x1, . . . , xn} be a count-
ably in�nite set of variables. A term over (Σ, V ) is either a variable, or the
application of an n-ary symbol f ∈ Σ to n terms t1, . . . , tn.

Let now A be a non-empty set, and I be a function that associates to
every n-ary symbol f ∈ Σ an n-ary function If over A. A valuation is a
function that maps every variable to an element of A. The interpretation of
a term t under the valuation ξ, written [[t]]Iξ , can then be de�ned by induction
as follows:

• if t is a variable x, then [[x]]Iξ = ξ(x) ;

• for all n-ary symbol f , for all terms t1, . . . , tn.
[[f(t1, . . . , tn)]]Iξ = If ([[t1]]

I
ξ , . . . , [[tn]]Iξ).

Lemma 1 Let <A be a well-founded relation over A. If every interpretation

function is monotone in each of its arguments for this relation, then the

following relation over terms is also well-founded: t < t′ i� ∀ξ.[[t]]ξ <A [[t′]]ξ.

Remark 1 The fact that < is well-founded must be proved, but the proof can

easily be done by contradiction. Moreover, when a well founded relation has

been de�ned over the domain of an interpretation, and when all the inter-

pretation function are monotone in all their arguments, the interpretation is

called a well-founded monotone interpretation.

We now introduce the de�nitions of substitutions, contexts, rewrite rules
and rewrite systems.

A substitution is a function from variables to terms. It can be extended to
apply to terms: applying a substitution to a term simply consists of replacing
each variable by the associated term.

The notion of context allows one to refer to a subterm of a term. A context
is either empty (denoted [ ]) or of the form f(t1, . . . , ti−1, C, ti+1, . . . , tn),
where f is an n-ary symbol, i an integer between 1 and n, ti, 1 ≤ i ≤ n are
terms and C is a context.
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A rewrite rule is a pair of terms (l, r), usually written l → r, and such
that l is not a variable, and every variable appearing in r also appears in l.
A term rewriting system (TRS) is a set of rewrite rules.

The rewrite (or reduction) relation R̂ associated with a TRS R can then
be de�ned as follows: for all terms t1, t2: t1R̂t2 i� ∃(l, r) ∈ R, a context
C and a substitution σ such that t1 = C[lσ] and t2 = C[rσ]. Intuitively,
this means that t1 and t2 are in relation if they are similar, except for one
subterm which is an instance of a left-hand-side term of a rule in t1 and the
right-hand-side of the same rule in t2.

A TRS R terminates i� the associated rewrite relation R̂ is well-founded.
And here is one last de�nition we need to state our main termination

theorem, and which is going to make the link between all the previously
introduced notions.

Let (A, I, <A) be a well-founded monotone interpretation. Then, the
rule l → r is compatible with the well-founded monotone interpretation i�
∀ξ[[l]]ξ <A [[r]]ξ.

We now come to the termination theorem:

Theorem 1 Let R be a TRS, and W be a well-founded monotone interpre-

tation. If every rule in R is compatible with W , then R terminates.

To end this section, we consider one particular class of well-founded mono-
tone interpretations, namely polynomial interpretations. A polynomial inter-
pretation is a well-founded monotone interpretation over natural numbers,
and in which every n-ary symbol is interpreted by an n-ary polynomial with
coe�cients in Z. A polynomial can then also be associated to each term t,
and this polynomial will be written Pt in the rest of this document.

For such interpretations, the hypotheses given above can be seen as con-
sequences of the following su�cient conditions over integers (which can easily
be checked automatically):

1. A polynomial interpretation is well-founded and monotone if every
polynomial has positive coe�cients and contains a monomial xi with a
strictly positive coe�cient for all i, 1 ≤ i ≤ n.

2. To ensure that a rule l → r is compatible with a polynomial interpre-
tation, one only needs to check that Pl − Pr − 1 >= 0. This condition
is veri�ed as soon as the polynomial has positive coe�cients.

Finally, the theorem we want to formalize in Coq can �nally be stated as:

Theorem 2 Let Σ be a signature, P a polynomial interpretation over Σ,
and R a TRS over Σ. If the conditions 1 and 2 given previously are veri�ed,

then R terminates.
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4 Formalization in Coq

In this section, we present a few data types that were used to formalize
theorem 2 in Coq. The complete sources of the work presented here can be
downloaded from the following address: http://color.loria.fr.

4.1 Terms

First order terms have been de�ned as follows:

Inductive term : Set :=

| Var : variable -> term

| Fun : forall f : Sig, vector term (arity f) -> term.

According to this de�nition, a term can be built using either a variable,
or a function symbol and a vector of terms of length the arity of this function
symbol. Vectors are similar to lists or arrays in that they store a collection
of objects of the same type. However, unlike arrays or lists, vectors have a
given length, which is part of their type. In other words, this means that all
arrays of integers have the same type, no matter their lengths, whereas two
vectors of integers have a di�erent type if their lengths are di�erent.

The advantage of using vectors rather than arrays or lists to store the
subterms of a term is that every object of type term is actually a well-formed
(syntactically correct) term, whereas this cannot be ensured with arrays or
lists.

4.2 Contexts

Although the de�nition of contexts is similar to the one of terms, an addi-
tional di�culty appears. How should the . . . which appear in the de�nition
of contexts be formalized? As for terms, using vectors seems a good idea.
But how long should our vectors be?

An idea is to have two vectors, the �rst of length i and the second of length
n− i−1. However, since subtraction is di�cult to use over natural numbers,
this idea does not look very promising. That's why, in our formalization
contexts have been de�ned as follows:

Inductive context : Set :=

| Hole : context

| Cont : forall f : Sig,

forall i j : nat, i + S j = arity f ->

vector term i -> context -> vector term j -> context.

92



This de�nition expresses that a context can be built using a function
symbol, a vector containing i terms, another context and a vector of j terms,
provided that i + j + 1 is equal to the symbol's arity.

4.3 Other Rewriting Notions

Rewrite rules and the reduction relation can be formalized in a very straight-
forward way:

Record rule (Sig : Signature) : Set := mkRule {

lft : term Sig;

rht : term Sig;

}.

Definition trs (Sig : Signature) := list (rule Sig).

Definition reductionRelation (rho : rule) (t1 t2 : term Sig) :=

exists c : context, exists s : substitution,

t1 = fill c (app s (lft rho)) /\ t2 = fill c (app s (rht rho)).

The second de�nition becomes easier to read once one knows that:

• app s t applies the substitution s to the term t;

• fill c t �lls the whole in context c with the term t.

4.4 Polynomials and Polynomial Interpretations

A polynomial in n indeterminates is a sum of products. Each product starts
with a coe�cient (which is an integer) and is followed by n factors, where
the i-th factor is the indeterminate Xi with a given power. To describe this
product of n factors, it is su�cient to store the powers of each indeterminate,
which can be done thanks to a vector containing n natural numbers.

These preliminary remarks lead naturally to the following de�nition of
polynomials:

Definition monomial n := vector nat n.

Definition polynomial n := list (Z * monomial n).

As an example, the polynomial 2XY + 3X2 + 1 would be represented as
follows: [(2,[|1;1|]);(3,[|2;0|]);(1,[|0;0|]].
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The fact that polynomials are de�ned using dependent types considerably
simpli�es the implementation of operations over them. For example, unlike
the case with classical programming languages, no check is needed to ensure
that two polynomials one wants to add are compatible (i.e., have the same
number of indeterminates): this is ensured by their types. As an example,
here is the type of the addition function over polynomials:

Pplus : forall n : nat, polynomial n -> polynomial n

-> polynomial n

As can be seen, the Pplus function has an argument of type nat which
gives the number of indeterminates of the polynomials one wants to add.
The two following arguments are the polynomials to add (and have the same
number of indeterminates), and the result is also a polynomial of that number
of indeterminates.

Finally, polynomial interpretations are de�ned as follows:

Record polynomialInterpretation : Type :=

mkPolynomialInterpretation {

PI_polynomial : forall f : Sig, polynomial (arity f);

PI_PMonotone : forall f : Sig, PMonotone (PI_polynomial f)

}.

The PI_polynomial function in the record structure above maps each
n-ary symbol to the polynomial in n indeterminates interpreting it. The
second �eld provides a proof of monotonicity for each polynomial de�ned by
the �rst �eld. This example shows how easy it is, in Coq, to have data types
mixing both data (here polynomials) and proofs (here monotonicity proofs).

4.5 Main Termination Theorem

The termination theorem by polynomial interpretations is written in Coq as
follows:

polynomialInterpretationTermination

: forall (Sig : Signature)

(PI : polynomialInterpretation Sig)

(R : trs Sig),

lforall (fun rho : rule Sig => coef_pos (rulePoly Sig PI rho)) R

-> trsTerminates R
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Every type appearing in this theorem is parameterized by a signature.
lforall P l is true if the predicate P is true for every element of the list l.
coef_pos p is a predicate over polynomials, which is true if all the coe�cients
of p are positive. Finally, rulePoly is a function computing the polynomial
Pl − Pr − 1 associated to a rule l → r, as mentioned in section 3.

5 Interface with Cime

In this section, we brie�y present the Cime tool, and give some details about
the interface we developed to let Coq communicate with it.

Cime is dedicated to �nding termination proofs for term rewriting systems.
Among the termination criteria available in Cime are polynomial interpreta-
tions. The techniques implemented in Cime to �nd polynomial interpreta-
tions automatically are described in (Contejean, Marché, Tomás, and Urbain
2004).

At a more technical level, Cime is a shell-like program, i.e. it reads input
on its standard input, and writes output to its standard output. Moreover,
Cime and Coq are both written in Ocaml. These remarks lead to two possible
ways to design an interface letting Coq communicate with Cime. On the one
hand, Cime could be used as a library against which Coq could be linked.
This permits an e�cient interface between Coq and Cime. Indeed, the only
thing Coq has to do to fetch a polynomial interpretation is to call Cime
functions for declaring objects (signatures, term rewriting systems), and to
�nd a polynomial interpretation for these objects. On the other hand, Coq
can run an independent Cime process. Coq passes information to Cime by
writing them on its standard input, and reads Cime's results on its standard
output. Although this method is less e�cient than the previous one (since
information has to be converted to text), it is more �exible. Indeed, Coq and
Cime are both under development, and their respective source codes are too
unstable to allow a library interface in the long run.

As a consequence, we chose the second approach, and added to Coq a
module letting it run a Cime process in the background. This module knows
how to declare a signature and a TRS to Cime, and how to ask Cime for
a polynomial interpretation. The module can also parse the interpretation
returned by Cime. Finally, the necessary objects are declared to Coq, and the
termination proof is built thanks to this interpretation and the previously
proved termination theorem.
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6 Example

This section shows how easy it is to build a termination proof, thanks to
the tools presented in the previous sections. We start by de�ning a term
rewriting system to work in the theory of algebraic groups:

Coq < Variable G : Set.

G is assumed

Coq < Symbol Gzero : G.

Gzero is assumed

Coq < Symbol Ginv : G -> G.

Ginv is assumed

Coq < Symbol Gplus : G -> G -> G.

Gplus is assumed

Coq < Rules [x, y, z : G] {

(Gplus x Gzero) => x;

(Gplus x (Ginv x)) => Gzero;

(Gplus (Gplus x y) z) => (Gplus x (Gplus y z))

}.

Rules accepted.

The termination proof for the rewriting system de�ning the Gplus symbol
can then be built automatically with only one command:

Coq < Termin Gplus.

SymbSet_1 is defined

SymbSet_1_rect is defined

SymbSet_1_ind is defined

SymbSet_1_rec is defined

Sig_1 is defined

Trs_1 is defined

PI_1 is defined

Trs_1_termination_proof is defined

As can be seen, Coq de�nes:

• SymbSet_1: the set of considered symbols, and the associated recursion
principles (SymbSet_1_rect, SymbSet_1_ind and SymbSet_1_rec);

• Sig_1: the considered signature. It is a record containing both the set
of symbols, and an arity function from this set to nat;
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• Trs_1: the term rewriting system one wants to build a termination
proof for;

• PI_1: the polynomial interpretation returned by Cime;

• Trs_1_termination_proof: the Coq proof term proving the termina-
tion of Trs_1.

7 Conclusion

As was shown in this article, it is possible to build termination proofs auto-
matically in Coq. The proofs are found by external, dedicated tools, and their
correctness is checked in the system itself, keeping it sound. However, the
work presented here is just the start of a more ambitious project, which aims
at providing a new version of Coq, which knows how to compute e�ciently
with functions de�ned by rewriting rules. Such a project requires the for-
malization of other termination theorems, and the development of interfaces
to other external tools. Coq should also be modi�ed to accept de�nitions by
rewrite rules and to compute e�ciently with them.
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Abstract. We present an algebraic semantics for Duration Calculus
based on semirings and quantales. Duration Calculus was originally
introduced in 1991 as a powerful logic for specifying the safety of real-
time systems. We embed the Duration Calculus into the theory of
Boolean semirings and extend them to Kleene algebras and ω-algebras,
respectively, to express finite and infinite iteration. This allows us to
calculate easily with the safety requirements and to see special results
of the Duration Calculus in a more general context. When formulating
an algebraic semantics we also generalise parts of von Karger’s work
about reactive systems, especially, the engineer’s induction.

1 Introduction

Reactive systems are systems that interact with their environment on an on-
going, nearly never-ending basis. For example, a traffic management system
has no particular point in time in which it has all its inputs ready. Rather,
inputs keep on arriving, from various entities in its environment as time pro-
gresses and the system, whether hardware or software, is repeatedly invoked.
A special class of reactive systems are the real-time systems.

In 1991 Zhou, Hoare and Ravn have developed the Duration Calculus
(DC) (Zhou, Hoare, and Ravn 1991) for specifying all kinds of requirements
of reactive and, especially, real-time systems. These specifications include
functional requirements as well as dependability requirements. To support
the verification and the design of reactive systems the language of DC has
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been developed further to be able to describe systems with more details (He
and Xu 2003).

This paper is based on and extends the work about approaches to reactive
systems by von Karger (von Karger 2000). Especially, we generalise the engi-
neer’s induction, which is a useful theorem for calculations concerning finite
iteration. Also, this paper is based on work by Hansen and Zhou (Hansen
and Zhou 1997) as well as by the research group at UNU/IIST with their
project Design Techniques for Real-Time Systems (e.g. (Zhou, Hung, and Li
1995)).

We present an algebraic semantics for DC. The main advantage of an
algebraic characterisation is to avoid complicated formulas with many tem-
poral operators like the ∃- and the ∀-operator. This offers the possibility to
formulate safety requirements in a short and elegant way. Doing this, we can
calculate very easily with the safety specifications and other requirements
coming from DC. When calculating the requirements, we define multimodal
operators, which generalise the temporal ones of von Karger. This allows us
to embed his work in a more general context and to extend his results.

For our algebraic approach we use the well-known structure of semirings
(e.g. (Hebisch and Weinert 1998)) and Kleene algebras (e.g. (Kozen 1991;
Desharnais, Möller, and Struth 2004)), because they already provide a good
basis for many applications as for example the description of imperative
computer programs and modal logics like linear temporal logic. Therefore
these algebraic structures offer a promising access to an algebraic semantics.

The paper is organised in the following way. In section 2 we give a descrip-
tion of the famous gas burner example. It was given by Zhou et al. (Zhou,
Hoare, and Ravn 1991) when introducing DC and can be seen as the first
short application example of DC. In the sections 3 we recapitulate the defini-
tions of the used algebraic structures, like semirings. Section 4 establishes a
basis to embed this example into the theory of semirings. Here we define some
modal operators. The embedding is done in section 5. Finally we present an
algebraic approach to DC and extend the theory to infinite iteration using
an ω-operator.
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2 An Interval-Based Model for Duration Cal-

culus

We start with recapitulating the classical example of a leaking gas burner,
which was introduced in (Sørensen, Ravn, and Rischel 1989). In (Hansen and
Zhou 1997) the problem is given as follows:
’A gas burner is either heating when the flame is burning or idling when the
flame is not burning. Usually, no gas is flowing while it is idling. However,
when changing from idling to heating, gas must be flowing for a short time
before it can be ignited, and when a flame failure appears, gas must be flow-
ing before the failure is detected and the gas valve is closed.’
Obviously, there can exist some time where the flame is not burning but gas
is flowing. In that case gas is leaking.
A design of a safe gas burner must guarantee that the time intervals with
leaking gas do not take too long. Let us assume the following safety require-
ment for a leaking gas pipe.

’For any observation interval that is shorter than 30
seconds, the accumulation of leakage must be less than
4 seconds.’

(Req)

In the sequel we develop an algebraic expression for this safety specification.
Obviously, we need some algebraic structure on intervals, binary operations
on intervals to concatenate them and some measure for the leakage.
An interval of an ordered set (M,≤) is defined as

[a, b]
def
= {x : x ∈M, a ≤ x ≤ b}

for any a, b ∈ M with a ≤ b. If (M,+, 0) forms a group, the duration of an
interval [a, b] is defined by b− a. We define the composition of two intervals
[a, b] and [c, d] (a, b, c, d ∈M) as

[a, b] ; [c, d]
def
=

{
[a, d] if b = c
undefined otherwise .

M may include the special element ∞, like R∪{∞}. If so, intervals [a,∞] are
required to be left-annihilators w.r.t. composition, i.e., [a,∞] ; [c, d] = [a,∞]
for any interval [c, d]. Hence ∞ is the greatest element in M and a third
case has to add to the interval composition which covers the case b = ∞.
Assuming M is a subset of R ∪ {∞} and ∞ ∈ M , [a,∞] can be considered
as the well-known, left open interval [a,∞). Extending ; to sets of intervals
by

U ; V
def
= {u ; v : u ∈ U, v ∈ V, u ; v defined},
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where U, V ∈ P(Int) and Int describes the set of all intervals over a set

M , we can consider the structure INT
def
= (P(Int),∪, ∅, ; , 1lInt). Here 1lInt

def
=

{[a, a] : a ∈M} is the identity element with respect to ;.
In the sequel we restrict our example to be a system with real numbers

R as the set of time M . Let χ : R → {0, 1} be a Boolean function that
is Lebesgue integrable. χ(t) = 1 says that the pipe leaks at time t, and
χ(t) = 0 otherwise. Since Lebesgue-integrable implies Riemann-integrable,
we can use nearly arbitrary functions for χ. Now, we can use the Lebesgue
integral for measuring the leakage in an interval [a, b], if a, b ∈ R.

leak : Int → R ∪ {∞}
[a, b] 7→

∫ b

a
χ(t) dt

With these definitions, we return to the safety property (Req) of the
beginning. This can be now reformulated as the implication

∀[a, b] ∈ Int : b− a ≤ 30 ⇒ leak([a, b]) ≤ 4 . (Req1)

Before we reformulate this requirement again, we will first take a closer look
at the algebraic structure of INT.

3 Basic definitions and algebraic structures

A semiring is a quintuple (S,+, 0, ·, 1) such that (S,+, 0) is a commutative
monoid and (S, ·, 1) is a monoid such that · distributes over + and 0 is an
annihilator, i.e., 0 · a = 0 = a · 0. A semiring is called idempotent if + is

idempotent. Then the natural order ≤ on S is given by a ≤ b
def⇔ a+ b = b

for a, b ∈ S. In an idempotent semiring both operations + and · are isotone.
Moreover, 0 is the ≤-least element with respect to the natural order.

An idempotent semiring S is called a quantale if S is a complete lattice
under the natural order and · is universally disjunctive in both arguments.
Following (Conway 1971) one might call a quantale also a standard Kleene
algebra. A Boolean quantale is a quantale in which the underlying lattice is
a completely distributive Boolean algebra.

Important representatives of idempotent semirings are REL, the algebra
of binary relations over a set under relational composition, LAN, the algebra
of formal languages under concatenation and PAT, the algebra of path-sets
of a given graphs under path fusion. These semirings are even Boolean quan-
tales. More details can be found for example in (Desharnais, Möller, and
Struth 2004).
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We can extend an idempotent semiring by finite and infinite iteration. So,
a Kleene algebra is a structure (S, ∗) consisting of an idempotent semiring
S and an operation ∗ that satisfies the unfold and induction axioms, for
a, b, c ∈ S

1 + a · a∗ ≤ a∗ , 1 + a∗ · a ≤ a∗ ,
b+ a · c ≤ c⇒ a∗ · b ≤ c , b+ c · a ≤ c⇒ b · a∗ ≤ c .

For example PAT becomes a Kleene algebra by defining V ∗ as
⋃

n∈N V
n for

paths-sets V . To express infinite iteration we axiomatise an ω-operator over
a Kleene algebra. A ω-algebra is a pair (S, ω) such that S is a Kleene algebra
and ω satisfies, for a, b, c ∈ S the unfold and coinduction axioms

aω = a · aω , c ≤ a · c+ b⇒ c ≤ aω + a∗ · b .

We can not only show that PAT, LAN and REL form Kleene algebras
and ω-algebras but also give an result for arbitrary quantales. Following
(Desharnais, Möller, and Struth 2004) we get

Lemma 3.1

1. Every quantale can be extended to a Kleene algebra by the definition

a∗
def
= µx . a · x+ 1.

2. If the quantale is even a completely distributive lattice then it can be

extended to an ω-algebra by setting aω def
= νx . a · x. In this case,

νx . a · x+ b = aω + a∗ · b .

The proof is by fixpoint fusion.
Checking all the laws given above for the set of intervals we get the

following

Lemma 3.2 The structure INT = (P(Int),∪, ∅, ; , 1lInt) forms a Boolean
quantale with the subset-relation as the natural order.

By this, we now have a first basis for an algebraic characterisation. We
also have finite iteration ∗ and infinite iteration ω with all their laws available.

4 Modal operators

Starting from DC developed by Zhou, Hoare and Ravn (Zhou, Hoare, and
Ravn 1991) it is obvious that we need some modal operators to specify all
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kinds of requirements of real-time systems, like ’for any interval’. The aim is
to avoid the bothering operators, like ∀ and ∃. In the sequel we show how
to achieve this in Boolean quantales. In these, the existence of residuals and
detachments is guaranteed. In any quantale the right residual a/b and the
left residual a\b are defined by Galois Connections as

x ≤ a/b
def⇔ x · b ≤ a and x ≤ a\b def⇔ a · x ≤ b .

In the Boolean quantale INT, these operations are characterised pointwise by
i ∈ U/V ⇔ ∀v ∈ V : i ; v ∈ U (provided i ; v is defined). Based on residuals,
the right detachment abb and the left detachment acb are defined as

abb def
= a/b and acb def

= a\b .

Over intervals these operators are also characterised pointwise and are lifted
to INT similarly to ; . More precisely, i ∈ UbV ⇔ ∃ v ∈ V : i ; v ∈ U .
Abstractly, the right detachment abb is the inverse image of a under ·b; hence
it is suggestive to view it as a forward modal operator. Equivalently, the left
detachment and the right residual propose backward operators.

Lemma 4.1 Setting |a〉b def
= bba, 〈a|b def

= bca, |a]b def
= |a〉b and [a|b def

= 〈a|b
converts the residuals and the detachments into proper modal operators:

1. |a〉, 〈a| are universally disjunctive and
|a], [a| are universally conjunctive.

2. |a · b〉c = |a〉(|b〉c) and |a · b]c = |a](|b]c).
(The dual laws for the backward operators are also true.)

3. For any b, the equivalences
|x〉b ≤ y ⇔ x ≤ [y|b and 〈x|b ≤ y ⇔ x ≤ [y|b

form two Galois connections.

4. Differing from general modal operators,
|a〉〈b|c = 〈b||a〉c and |a][b|c = [b||a]c . (compatibility)

If we want to describe processes and systems with infinite elements, it is
necessary to relax the axioms of the semiring and abandon the right-strictness
a · 0 = 0. More details about the so-called left quantales, the resulting left
Kleene algebra and left ω-algebra are described in (Möller 2004) and (Höfner
and Möller 2005). Upon closer examination of Boolean left quantales, it turns
out that the right residuals and the right detachment abb only exist if b is
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an element corresponding to a finite interval. Since we want to use the right
detachments in general, we restrict ourselves to ’normal’ quantales.

As a special case of the compatibility rule of 4.1 we define further modal
operators as

〈a〉b def
= |a〉〈a|b , [a]b

def
= 〈a〉b = |a][a|b .

Thus 〈a〉b ([a]b respectively) holds of x if b holds for at least one extension (for
all extensions) of x in a. In von Karger’s work (von Karger 1998; von Karger
2001) the negative modalities are a special cases of these combined modal

operations, i.e., b
def
= 〈>〉b and b

def
= [>]b, where > represents the greatest

element of the Boolean quantale. The positive modalities of von Karger can

be interpreted in Boolean semirings (quantales) as b
def
= > · b · > and b

def
= b

and can be generalised by

〈a〉+b
def
= a · b · a , [a]+b

def
= 〈a〉+b .

Lemma 4.2 The modal operators 〈a〉, 〈a〉+ and [a], 〈a〉+ are the lower and
upper adjoints of Galois connections. That is

〈a〉b ≤ c ⇔ b ≤ [a]+c and 〈a〉+b ≤ c ⇔ b ≤ [a]c .

As a consequence all these operators are isotone, the lower adjoints (〈a〉, 〈a〉+)
are universally disjunctive and the upper adjoints are universally conjunctive.
Furthermore, we have the cancellation laws

〈a〉+[a]b ≤ b ≤ [a]+〈a〉b and 〈a〉[a]+b ≤ b ≤ [a]〈a〉+b .

Lemma 4.3

1. 〈a〉0 = 〈a〉+0 = 0 [a]0 = [a]+0 = >

2. If 1 ≥ a, then [a]+b ≤ b ≤ 〈a〉+b and [a]b ≤ b ≤ 〈a〉b.
If 1 ≤ a, then 〈a〉+b ≤ b ≤ [a]+b and 〈a〉b ≤ b ≤ [a]b.
Especially, 〈1〉+b = 〈1〉b = [1]+b = [1]b = b.

Often we need to know how to handle products with these modal operators,
like 〈a〉(b · c). Generally, we cannot calculate such terms. Thus an important
assumption for most calculations in the (extended) Duration Calculus is local
linearity

(a · b)bc = a · bbc+ ab(cbb)
cc(a · b) = cca · b+ (acc)cb .
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These laws describe the cases that occur when c is cut off the right and the
left side, respectively, of a · b. These can be visualised by the following figure:

In INT the second equation describes the relation ∀ x, y : (∃ z : x v
z ∧ y v z) ⇒ x v y ∨ y v x, where v is the prefix-order. A similar situation
using the postfix-order is described by the first equation. In combination with
DC these axioms can be assumed to be true without much loss of generality,
because DC is based on linear temporal logic.
The semiring of the binary relations INT as well as LAN, REL and PAT are
locally linear.

5 Duration Calculus

Safety requirements are best described by postulating that certain situations,
e.g. explosions or system crashes, may never occur. Remembering the exam-
ple of the beginning we required that there is no interval that has a duration
less or equal than 30 seconds and a total leakage duration greater than 4.
With the help of the quantale INT with the time set M as real numbers we
now formulate the safety criterion (Req1) by:

gas-req = [>]+s, where s = {[a, b] : b− a ≤ 30, leak([a, b]) > 4}

In (von Karger 2000) it is shown how we can create a possible and safe
design of the gas burner by setting:

gas-design = t∗, where t = {[a, b] : b− a = 30, leak([a, b]) < 2}

Here we see one main argument to use an algebraic approach. We now have
two simple expressions, [>]+s and t∗. They are easy to handle and we can
calculate in an easy and elegant way when proving properties of safety re-
quirements and designs. While doing so, we only have to work with the few
axioms of Kleene algebra and can make use of all the knowledge about this
algebraic structure.

gas-design has the advantage over gas-req to include only the intervals
with duration of exactly 30 seconds and can be controlled by a looping pro-
gram. To show the correctness and the safety of the chosen design, we have
to achieve the

Lemma 5.1 gas-design is a subset of gas-req.
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Proof: Due to the fact that INT is locally linear, we can take advantage of the
following so called engineer’s induction law for locally linear Boolean Kleene
Algebra.

1 + a+ a · a ≤ [>]+b ⇒ a∗ ≤ [>]+b, if b ≤ [>]+a

The proof for this induction rule takes advantage of a∗ = (µy : 1 + a · y)
and fixpoint-fusion. The remaining calculations are lengthly, but straightfor-
ward.1 ut
We want to present a generalisation of the engineer’s induction law for con-
tractive elements. An element c is called contractive, if c · x ≤ c and x · c ≤ c
for all x.

Theorem 5.2 If c, c are contractive and 1 ≤ c, then:

b ≤ [c]+a and 1 + a+ a · a ≤ [c]+b ⇒ a∗ ≤ [c]+b

The proof is a generalisation of the above induction law and uses the following
lemma:

Lemma 5.3 Let S be an Boolean quantale and a, c ∈ S.

1. If c is contractive, then:

1bc+ a∗ · (abc) ≤ a∗bc
cc1 + (cca) · a∗ ≤ cca∗ .

2. If c, c are contractive and 1 ≤ c, then:

〈c〉a∗ ≤ 〈c〉(1 + a+ a · a) + 〈c〉+a .

This lemma makes use of fixpoint calculations as well as fixpoint fusion again.
Finally, we give a short excursus about using ω-algebra. We want to model

a design for the gas burner with an infinite number of iterations instead of a
finite number. This is the case, if we express a loop that never ends, which
can be very useful for many applications. For this, we modify gas-design in
the following equation:

ω-gas-design = sω, where s = {[a, b] : b− a = 30, leak([a, b]) < 2}

In this case we have again the advantage of an algebraic form. Furthermore
our results about ω-algebra carry over to this part of duration calculus. Of
course, the example of a gas burner is a very small example for reactive
systems. But it points out how to use algebraic structure for DC and shows
the advantages of such an algebraic semantics.

1The complete proof can be found in (Höfner 2005)
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6 Conclusion and Outlook

We have given a connection between the Duration Calculus developed by
Zhou et al. and the theory of semirings (quantales). This allows us to calculate
very easily with safety requirements and to only consider the few axioms given
by semirings and Kleene algebras, respectively. Furthermore, we can re-use
all results from Kleene algebra, ω-algebra and so on for DC. In (Höfner and
Möller 2005) another interpretation of reactive systems is given, which uses
a trajectory-based model instead of an interval-based one. With this model,
we can also specify safety criteria and other requirements.

The aim of further work is to develop an extension of DC using left
semirings (Möller 2004). This will give the possibility to simulate not only
finite processes, but even infinite ones. Regrettably, the calculations using
(right) detachments cannot easily be adapted for left semirings. Thus we
have to modify the calculations to get similar results.

As another aim, we will have a look on the ITL-extending logics, like the
propositional calculus of Venema (Venema 1991) or the Neighbourhood Logic
of Zhou and Hansen (Zhou and Hansen 1998). A first short study suggests the
conjecture that these logics form also Boolean quantales. Venema introduces
in (Venema 1991) the two modalities T and D, which are expanding in the
sense that the truth value of formulas φTψ and φDψ on an interval depends
on intervals ’outside’. So φTψ holds on an interval [b, e] iff there exist an
interval [e, c], c ≥ e in the future such that φ holds on [e, c] and ψ holds on
[b, e]. Symmetrically, φDψ describes the situation for an ’outside’ interval in
the past. It seems that we get the following relationship:

φTψ holds on [b, e] ⇔ [b, e] ≤ |[[φ]]〉[[ψ]]
φDψ holds on [b, e] ⇔ [b, e] ≤ 〈[[φ]]|[[ψ]]

where [[ψ]] is the set of all intervals where ψ holds.
The Neighbourhood Logic expands DC, too, and introduces left and right

neighbourhoods as primitive interval modalities. Neighbourhood Logic sup-
ports formal specification and verification of liveness and fairness by intro-
ducing the operators �l and �r. With �lφ (�rφ) one can reach the left (right)
neighbourhoods of the beginning (ending) point of an interval. Probably, �lφ
and �rφ can be expressed by

�lφ holds on [b, e] ⇔ [b, e] ≤ |[[φ]]〉>
�rφ holds on [b, e] ⇔ [b, e] ≤ 〈[[φ]]|>

If these laws hold, we can embed the Neighbourhood Logic of Zhou and
Hansen as well as the propositional calculus of Venema in the more gen-
eral concept of Boolean quantales so that our results would carry over this
framework.
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Höfner, P. (2005). From Sequential Algebra to Kleene Algebra: Interval
Modalities and Duration Calculus. Technical Report 2005-5, Institut
für Informatik, Universität Augsburg.
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Across world(let)s in a representationist
interpretation system
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Abstract. In the paper I argue for representationalism by analyzing a text about
investments in a dynamic semantic system. I show that a simple text can offer
so much “possible worlds”, among which the speaker could “switch” freely, that it
cannot be possible not to handle the phenomenon representationally. Before the
analysis I mention some representational (dynamic) semantic systems, and introduce
a new one, in which the analysis takes place.

1 Introduction

In this paper I will argue for representationalism by analyzing a text about investments in
a dynamic semantic system1.

I will show that a simple text can offer so many “possible worlds”, among which the
speaker could “switch” freely, that it cannot be possible not to handle the phenomenon
representationally.

First I will mention some representational (dynamic) semantic systems, then I will
argue for the need of improving them, and as a result, I will shortly introduce a new system
called ReALIS: Reciprocal and Lifelong Interpretation System (Alberti 2004). After that I
will represent the text in the special “box-structure” this system provides. Finally I will
draw some conclusions and point out the theoretical importance and the practical (e.g.
computational) applicability of this dynamic semantic system.

2 Representational dynamic semantic systems

Representational means that the hearer creates some kind of representations when inter-
preting a sentence. There are theories (Heim 1990, Dekker 1996) which deny the impor-

1I am grateful to the Hungarian National Scientific Research Fund (OTKA T038386) for their contri-
bution to my costs.
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tance of representations (anti-representationalists)2, but my aim in this paper is to point
out that there are phenomena which cannot be accounted for without representations.

Dynamic means that it does not follow the traditional logical way by evaluating only one
sentence at a time, but several related sentences (texts), where the statical interpretation
turned out to be insufficient (e.g. an indefinit noun phrase mostly provides a referent which
can be important later on). These kinds of systems share the notion that mostly not the
truth value of a sentence is the crucial issue but the so-called context change potential.

The first important dynamic system was the Discourse Representation Theory (DRT,
Kamp 1981), which could account for several phenomena that traditional logic could not
handle such as the famous “donkey-sentences”. Static theories could not explain why
an indefinit noun phrase should be formalized sometimes existentially (A farmer owns a
donkey) and sometimes universally (If a farmer owns a donkey...).

There are phenomena which DRT cannot account for, such as the Proportion Problem or
some problems with anafora resolution. This is why several improved theories have been
elaborated. One of these is LDRT (Lifelong Discourse Representation Theory, Alberti
2000) which claims that a huge DRS (Discourse Representation Structure) is built by the
ideal speaker/interpreter from birth until death. This approach can explain most of the
problematic cases concerning anaphora resolution. This theory is also representational (like
DRT itself) by representing every information the interpreter can obtain in a conversation.
Wishes, dreams, conditional sentences, etc. are claimed to be represented in possible
worldlets with a strict partial ordering, which can account for the accessibility of referents.

Another improved version of DRT is Kamp’s new (representational) semantic theory
(Kamp, van Genabith, and Reyle 2004), which offers good solutions to some of the above
mentioned problems.

However, some problems remain unsolved even in these improved systems such as the
Proportion Problem, intensional identity (e.g. “Hob-Nob sentences”) or other famous
examples. A new theory (ReALIS) aims to provide solutions to these problems (some of
these are discussed in (Alberti 2005)).

LDRT and ReALIS differ from DRT in several aspects, among which the most important
difference is that in LDRT and ReALIS DRSs are mental representations3, which solves
several problems. If the intermediate representational level between the language and the
world is a huge DRS built from birth to death, then it can be regarded as the lexicon itself
(since it contains all knowledge the interpreter has gained in his/her life in the form of
condition rows), and the lexicon obviously cannot be eliminated.

2(Dekker 2000), however, points out that some level of representation is indispensable.
3(Kamp, van Genabith, and Reyle 2004) offers this approach as a possibility (“One way to think of this

DRS is as a structure which the interpreter forms in his mind...”), but does not claim it, does not think it
over, together with its consequences.
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3 ReALIS

ReALIS is a representational dynamic semantic system, and, as its name shows, this in-
terpretation system is also “reciprocal” and “lifelong”.

Reciprocal means that the speaker knows (or thinks that he/she knows) what the hearer
knows (thinks, wishes), and takes it into consideration when talking, referring to events or
entities. So the interlocutors model each other, but “reciprocally” not symmetrically.

Lifelong means that the interpreter’s information state continuously changes. When
he/she is born it is (almost) empty, and every knowledge he/she gains (or forgets) gets
into (or out of) his/her “box” of internal representations.

3.1 The structure of ReALIS

The system has four components (for the exact definition see (Alberti 2004)).
The first one is the tensed human world or external world or real world with the real

entities and relations among them (like in traditional predicate logic). There are special
subsets in the universe of this world: the set of temporal entities (moments and periods of
time) and the set of interpreters.

The second component is a partial function which describes the interpreters’ momen-
tary internal worlds or information states, among whose distinguished internal parts a
strict partial ordering can be defined. These so-called worldlets are labelled with the ap-
propriate reality status (e.g. think, believe, wish). An internal world consists of referents
and conditions rows. Among the referents there are relations: an identity relation (which
referents refer to the same entity) and an accessibility relation (in which worldlets which
referents can be “seen” – according to the above mentioned partial ordering).

Certain referents of these worldlets are anchored to the external world: temporal ref-
erents to temporal entities, predicate referents to external relations and certain argument
referents to external entities (referents of non-existing entities are not anchored, and this
anchoring can be “wrong” if the interpreter has wrong information about the identity be-
hind a name or description). This anchoring is different from the standard one, because this
is not an ad hoc “pre-anchoring” but a fixed interpreter-specific anchoring to the referents
of the real worldlet, which can be extended (and sometimes modified) as our knowledge of
the world grows.

The third component is the partial function of dynamic interpretation. This is respon-
sible for the changing in information state which can be increasing (most of the time),
but it can be decreasing as well (deletion, oblivion). The interpreter can discover new
entities, connections between referents (one of the most famous examples is the identity of
the Morning Star and the Evening Star, which was unknown for a long time), or properties
of entities, etc. Some information is thought to be “real”, in this case the interpreter puts
it to his/her real/root worldlet; but sometimes only a dream or wish or a premise of a
conditional sentence, in these cases the referents and condition rows are put in another
worldlet with the appropriate label of reality status.
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Finally the fourth component is the static interpretation or generalized truth evaluation.
Truth evaluation means that a truth value has to be assigned to the given sentence which
can be checked in the external world, or in one (or more) of the internal worldlets. General-
ization is needed because many of the sentences cannot be evaluated in the traditional way
(true or false), but still we can say something about it (e.g. whether a promise is honest or
not, a belief is right or wrong, or an order has been followed or not). If the speaker says,
for instance, that ‘Mary is likely to be at home’, then it can be a right guess or a wrong
one (compared to the external world), it can be true in the sense that the speaker believes
what he says (in one of his worldlets labelled ‘likely’ there is a statement that ‘Mary is at
home’), it can be false, it can be misleading (he knows that Mary is home), etc.

3.2 The representationalism of ReALIS

Before starting the analysis I will show some examples in order to point out that sometimes
representations are much more important than, for example, truth conditions, or in some
cases a suitable representation can provide a solution to problems which cannot be handled
in the traditional ways.

(1) Your boss’s wife is pretty.

The problem with (1) is the case when the interlocutors’ anchorings are different. For
example the speaker thinks that the hearer’s boss is John, and his wife is Mary. But the
hearer knows that his boss is Peter, whose wife is Sarah. Suppose that Mary is pretty, but
Sarah is not, and that the hearer suspects that the speaker has wrong information about
his boss (e.g. Peter is his new boss because John left two weeks ago).

In this case the hearer (probably) will not answer something like ‘No, she is not, I think
she is ugly’, but rather something like ‘You probably think that my boss is still John, whose
wife – Mary – is definitely very pretty, I agree. But my boss is now Peter, you know, the
husband of Sarah, who is definitely not pretty, I think you agree.’. This is because the
point is not the truth value of the sentence, but the representations in the hearer’s internal
world about the relevant parts of the speaker’s internal world.

(2) I thought that there was a castle behind the trees.
The castle turned out to be a huge oak tree.
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The second example is mentioned by (Roberts 1996). The poblem is how the speaker could
first identify an entity with a castle, and then claim that it is not a castle but an oak tree
while referring to it by the noun phrase ‘the castle’. This seem contradictory, the simple
logical way could not handle it.

ReALIS can provide a (representational) solution to the problem. In the speaker’s
internal world at time t there is a worldlet with the reality status ‘believe’, which contains
another worldlet (‘see’) with a statement ‘castle r’, and the referent is anchored to the
object behind the trees. A few moments later (t’) another worldlet is created with the
reality status ‘see’, saying that ‘oak-tree r2’, and r2 is anchored to the same object. There
is no contradiction.

(3) Man to the receptionist in a hotel: “I would like a room for two hours.”
Receptionist: “All right, sir. Would you or your wife like anything else?”
Man: “Yes. Please, send us up a bottle of champain and a fruit basket to my wife.”
Receptionist: “Yes, sir.”

In (3) the interesting point is that the woman can be referred to as the man’s wife, in
spite of the fact that both the man and the receptionist know that this “presupposition”
is obviously not true, and what is more, both know that the other is also precisely aware
of this fact.

The solution is that the interlocutors, knowing that according to the law the woman
should be the man’s wife, have a worldlet about the right/legal version of the situation
(expected behaviour) where the woman and the man are married; and have a representation
about the other having the same representation. Both of them have an interest “using”
this fictive worldlet instead of the real world.
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4 Analysis

After introducing a suitable representational theory, now I will analyze a financial text
about investment possibilities4. My aim is to point out that understanding a simple text
sometimes means that the hearer has to build up a complex hierarchy of worldlets, and
not only for a short time because we can “go back” to any of the worldlets at any time.

While representating the text I will concentrate on the hierarchy of worldlets, conse-
quently the representation is a little simplified. According to the theory a referent can be
used only once and identity relations show the connections among them; but here I will
draw a “modulated” representation, where referents for the same entities have the same
names. Another simplification is that I do not mark the time referents in the labels of the
worldlets, though there are points of the text where it could be relevant, so this represen-
tation is “t reduced”. Finally, I will not indicate the interpreter (again in the labels of the
worldlets) when it is the hearer (always but five times), I will do it only when it is someone
else. The text can be read in (4).

(4) If a person less proficient in financial matters gets a significant amount of money,
he/she employs the services of a financial consultant. The consultant may offer
several investment possibilities depending whether long-term or short-term returns
are required, or whether the investor wants safer, lower returns or more risky, but
higher returns. If the money is invested in real estate, the buildings can be rented
out, and it yields regular income. If prices rise, the real estate can be sold and
the money can be reinvested in something else. If the investor wants to be a share
holder in a prosperous corporation, he/she can buy shares, which yields dividends
annually. If the investor later decides to sell the shares, he/she can make significant
profit if the value of the company rises, but can also lose money if the value of the
company falls. However, if complete security is needed, and lower returns are
acceptable, the investor will buy bonds or treasury bill, because in this case the
state guarantees payback. The decision on the possibilities is of course the investors
responsibility.

The first worldlet can be the root worldlet of the hearer/interpreter, but it can be another
one, for example the world of a novel, if the interpreter reads it in a book. This is why
the label is <???>. This worldlet contains only one statement: mostly if <e11,e14> are
true, then <e21, e22> are also true. The restrictor worldlet <rest> contains e11,..e14, and
the nucleus worldlet <nucl> contains e21 and e22. Bold means that the statment/referent
firstly appears in the given worldlet. For example ‘i’ (the investor) is bold in the above
mentioned restrictor worldlet, and normal everywhere else.

The next worldlets reality label is ‘poss’, which means that the conditions there are only
possible (the consultant may offer...). The representation of this second sentence is quite
complicated, partly because the use of plurality (several investment possibilities). Two
statements are in this worldlet. The first one is that the cardinality of P is ‘several’, where

4The text is from a Hungarian bank manager, and has been translated into English.
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P is a referent for the set of possibilities, and the second one is that always if f1 then f2,
namely that if something (p) is an element of P, then it is an investment possibility. This
way of handling plurality can explain all the readings of the ambiguous sentence ‘Three
boys invited four girls’ (analyzed first in (Landman 1996), reanalyzed in (Alberti 2004)).

The second sentence says something like: ‘if the investor wants a long-term investment
possibily, then the consultant will offer him/her some (a subset of) long-term investment
possibilities’, ‘if the investor wants a short-term investment possibility, then the consultant
will offer him/her some (a subset of) long-term investment possibilities’, etc. So there are
four types of ‘possible offerings’, which can be seen in the representation. Above the first
bigger box-structure e33 says that if e41 is true, than <e42,...e44> are also true, always,
where e41 is that the investor (i) require something (z11), where z11 is a wish (it can be
found in i’s worldlet of wishes), that p is long-term (where p is an investment possibiliy). If
this is fulfilled, then the consultant (c) will offer i A, where A is a subset of P (investment
possibilies), and if p is an element of this subset A, then p is long-term. The next three
bigger groups of boxes have the same structures, except that the third one (below e35) has
three extra boxes, which represent later sentences.

Below e37 the possibility of investing in real estate (r) can be seen. The text says that
‘If the money is invested in real estate, the buildings can be rented out...’. This ‘can’ means
(to me) that the investor always (e37) has the possibility (e91: possible something, which is
expressed in the worldlet with the label ‘poss’) to rent it out and so on. The next sentence
also contains the word ‘can’ with the same meaning, at least in my interpretation. This is
an important point of the theory, that different representations can be built by different
interpreters in connection with the same text.

The next possibility is buying shares (below e38), with the previous structure again:
if the investor wants to be a share holder, then he/she always has the possibility to buy
shares. In the nucleus worldlet another plural noun phrase is represented (shares), every
member of the set S is a share, and the investor buys a subset of them (G). It is possible to
decide to sell the shares (another worldlet with the label ‘poss’), but always, if the shares
are selled, then e156 or e157 will happen, where e156 is again a conditional statment: if
the value of the company rises, then the investor makes profit, but if it falls, i loses money.

According to the next sentence (complete security, lower returns), the interpreter has
to “go back” to a previous worldlet with the safer and lower returned possibilities (below
e35). This is why the representation is very important. This last possibility is buying
something, which can be either bonds or treasury bill, because in this case the state garan-
tees payback. In my analysis I have not dealt with the relations between the sentences
(narration, explanation, elaboration..., see e.g. (Lascarides and Asher 1993)), but
in this case ‘because’ is explicitly mentioned, this is why the condition row e202: explana-
tion <e203,e204> e201 appears.

Finally the last sentence again takes us back to a previous worldlet (the decision on the
possibilities is the investors responsibility), where the possibilities can be found.
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5 Conclusion

In this paper I have argued for the indispensability of creating representations while in-
terpreting sentences. The text I have analyzed was an example for the phenomenon that
it is from an unbounded distance that an interpreter can return into a fictive world(let).
Hence, some kinds of representations have to be made and stored, because the interpreter
has to remember the hierarchy of these world(let)s, the referents and condition rows of
these world(let)s, etc. An analogous case in the theory of automata (Partee, ter Meulen,
and Wall 1990) may elucidate this thought: Final state automata can “remember” only a
restricted number of things (it is like local accomodation), but if an unbounded amount of
data has to be retrieved then a push-down automaton is needed, because it has some kind
of memory.

The analysis I have made was much simpified, I could not write about the identification
of referents (sometimes the interpreter need his/her cultural/encyclopedic knowledge), or
the topic/focus component of the representation, etc. I hope, nevertheless, that it was
detailed enough to show that ReALIS is a suitable system for representing discourses, and
the main aim, that representation is essential.

Because of the strict formalizability of the system, it is suitable for computational
implementations as well. We have been working on it with a compositional “totally lexi-
calist” and “anti-hierarchical” grammar (Alberti and Kleiber 2004). Our (Prolog) program
can parse Hungarian and English sentences (on a small corpus, at the moment). It decides
whether a sentence is grammatical or not, and if it is, several outputs are created: the list of
the relevant lexical items, the list of the established syntactic relations, a discourse-semantic
representation (based on ReALIS), and a copredicative network, which is a level between
syntax and semantics. We have worked out a totally lexicalist (language-independent)
mechanism to achieve machine translation which is based on the two-way application of
our parser (accepting SL sentences, generating TL sentences) through the level of the
copredicative network. Our basic aim with this implementation is to verify that computa-
tional linguistics is worth returning to the pure theoretical (generative) linguistic basis.
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ABSTRACT This work deals with automatic synthesis of functional programs using the 
deductive tableau method. A formal specification of a program is taken as a mathematical 
existing theorem and while proving it the program is derived. The deductive tableau method 
gives the rules for constructing a proof that have corresponding rules for performing the steps 
of synthesis. But the order of these rules application is not fixed and full search of possible 
proof attempts induces a very large search space. We propose here a proof planning in the 
deductive tableau that allows to perform synthesis fully automatically. It consists in finding a 
proof path (an order of rules to be applied) using an extended version of rippling during the 
construction of a recursive branch of function. The described techniques were implemented in 
the system ALISA2 and used for synthesis of several functions on Lisp language. 
 

1 Introduction 
In Manna and Waldinger (1992) the deductive tableau method was proposed. It is 
appropriate for synthesis of functional programs from formal logic-based 
specifications. The specification of program is taken as a mathematical existence 
theorem and we prove the existence of an object that satisfies the specified 
conditions. This proof is required to be constructive and every step of a proof 
corresponds to a step of synthesis. The method gives the rules that allow to 
derive three basic constructions of functional program: function application, 
conditional term and recursion, but order of these rules application is not 
specified. The deductive tableau method was used for interactive synthesis, for 
example Burback et al. (1990), when the selection of an appropriate rule was 
done by a human.  

As for fully automated synthesis, if the full search of possible proof attempts 
is performed, the induced search space is very large even for simple problems. 
To reduce it, we can either use some additional heuristics that decrease the 
number of rules applicable in every step of the proof, or plan the proof before 
application of the deductive rules. For the first goal, we use sorted logic with type 
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hierarchy; it allows to reduce the search space and also to avoid the synthesis of 
incorrect function branches. Second, we suggest here to use proof planning, that 
also reduces the search space by a variant of the rippling heuristic (Bundy, 2001] 
for constructing the proof path corresponding to recursive branch synthesis.  

The paper is organized as follows: Section 2 describes the task of synthesis 
and gives a brief introduction to the deductive tableau method. Section 3 precise 
the particular problems that should be resolved for performing synthesis fully 
automatically. Section 4 presents related works in automatic program synthesis. 
Section 5 reports on practical results and some directions of future research. In 
the section 6 conclusions are drawn. 

 

2 Synthesis in the Deductive Tableau 
Program synthesis begins with a specification, which represents a relationship 

between input and output of a program. We use specification language based on 
first order logic predicates and constructions. There are also specific predicates 
for lists and integers (such as head(a), tail(a), atom(x), number(x), etc.) The 
functions that have already been derived are also considered to be known and can 
participate in the synthesis process.  For example, a function that calculates the 
value of integer square root for an integer number b has the following 
specification: 
<sqrt(b)><=for Number(b) find <z> such that (z2≤b) and (b<(z+1)2)  (2.1) 

After "for" there are type definitions for function parameters (b is a 
nonnegative integer), z is the output variable and the expression after "such that" 
describes a relationship between inputs and outputs.  

We take this expression as a mathematical existence theorem and try to find a 
constructive proof of it. We use a special tableau to write such a proof. The 
tableau structure is shown in Table 1. A tableau corresponds to a first order 
sentence  

if (A1 and A2 and…and An) then (G1 or G2 or … or Gn),  
where A1…An are assertions written in the tableau and G1...Gn are goals. The 
following properties are useful consequences of the above definition. The table 
has one or more output columns, corresponding to outputs of functions. The 
output columns are processes in the same manner in the same row. 

Duality. By removing an assertion (a goal) and adding its negation as a goal 
(an assertion) we obtain an equivalent tableau. 

Free variables. Free variables are assumed universally quantified in 
assertions and existentially quantified in goals. Free variables in different rows 
are independent and can be renamed if necessary. 

Bound variables. The universally quantified variables in goals and 
existentially quantified variables in assertions are replaced by skolem constants 
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or functions, using skolemization procedure (Chang and Lee, 1973]. During the 
proof skolem functions can only be unified with the same skolem function.     

Instance. Let λ be a substitution and G a goal in a row with output s. Then 
adding or deleting a row with goal Gλ and output sλ will produce the equivalent 
tableau.  

Output. A row with no output entry is equivalent to one that’s output entry is 
a new variable, that doesn't occur free in this row. 

Synthesis starts with adding the expression written in the specification as a 
new goal in a tableau. For specification (2.1) the goal (z2≤b) and (b<z+1) is 
added. We will call the synthesizing function(s) the goal function(s). Then the 
deduction rules are applied. The deduction rules add new rows to a tableau, 
preserving validity of the logical expression associated with the tableau. We give 
here only a variant of rules that operates with goals (the variants for assertions 
can be obtained using the duality property). 

The splitting rule. If a row contains a goal (G1 or G2) it can be decomposed 
into two rows with the goal G1 and the goal G2. The output entries are inherited 
by the generated rows. 

The resolution rule. If a tableau contains rows 1 and 2 (see Table 1), the row 
3 can be added. 

Table 1. The deductive tableau. The resolution rule. Here G1,G2 are rows with no 
free variables in common (we rename variables to achieve it if necessary), P,Q – 
quantifier free subexpressions, such that Pλ=Qλ. We replace all occurrences of Pλ in 
G1λ with false and all occurrences of Qλ in G2λ with true and add a new row 3 with the 
conditional output. 

 
Remarks about outputs: if two rows get the same outputs after the substitution 

is done (for example, zλ=tλ), then the output entry if Pλ then zλ else zλ can be 
simplified to zλ. The second case: if one of two rows, say 2, has no output 
entry, then instead of condition the output of generated row will be zλ, where 
z is output for G1. Finally, if rows 1 and 2 both have no output entries then the 
generated row will also have no output. 

The equality rule. If the tableau contains rows 1 and 2 (see Table 2), the row 
3 can be added to this table. Remarks about outputs are the same as for the 
resolution rule. 

The analogous equality rule can be applied for rows, containing equal terms. 
We take the same rule as in the Table 2, but consider P,Q,R to be terms and 

 Assertions Goals Output 
1  G1[P] z 
2  G2[Q] t 
3  G1λ[false] and G2λ[true] if Pλ then tλ else zλ 
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take the equality for terms P=R and Pλ=Qλ instead of equality ≡ for logical 
expressions. 

Table 2. The equality rule. Here G1,G2 are goals with no free variables in common 
(we rename variables to achieve it if necessary), P,Q,R – quantifier free subexpressions, 
such that Pλ≡Qλ. We replace all occurrences of (P≡R)λ in G1λ with false and some 
occurrences of Qλ in G2λ with Rλ and add a new row 3. 

 
In (Traugott, 1989] this rule was extended for using replacement not only for 

equality, but also for other predicates. It is based on a definition of a polarity. A 
subterm (or subexpression) t is considered to have positive polarity with respect 
to a relation rel in the expression A (written as +<) if by increasing t with respect 
to rel we receive the logical implication: if t1 rel t2 then A(t1)  A(t2). In opposite 
case (if we obtain the implication by decreasing an argument), the argument 
considered to be of negative polarity. The relation replacement rule is presented 
in the Table 3. 

 
1  G1[P rel R] z 
2  G2[Q {- rel}] t 
3  G1λ[false] and G2λ<Rλ> if (P rel R)λ then tλ else zλ 

Table 3. The relation replacement rule. Here G1,G2 are goals with no free 
variables in common (we rename variables to achieve it if necessary), P,Q,R – quantifier 
free subexpressions, such that Pλ=Qλ and Q has the negative polarity with respect to rel 
relation. We replace all occurrences of (P rel R)λ in G1λ with false and some occurrences 
of Qλ in G2λ with Rλ and add a new row 3. 

 
Using these rules and the tableau properties we can derive a non-recursive 

branch of the goal function. For the specification (2.1), we can derive a row N, 
see Table 4. 

 
 Assertions Goals sqrt(b) 

1  (z2≤b) and (b<(z+1)2)  z 
2 if t=0 then t2=0   
N  b=0 0 

Table 4. The sqrt example: the nonrecursive branch of the function. Row 1 is the 
initial goal, row 2 represents one of the system axioms, useful for this synthesis. Row N – 

1  G1[P≡R] z 
2  G2[Q] t 
3  G1λ[false] and G2λ<Rλ> if (P≡R)λ then tλ else 

zλ 
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the nonrecursive branch of the sqrt function (it means "if we prove that b=0, then 
sqrt(b)=0"), obtained by application of equality rule to rows 1 and 2 and simplifications. 

 
The induction rule. For introducing a recursive function call to the table we 

use the induction rule. For the initial goal of the tableau an induction hypothesis 
can be added, see Table 5.  

 
 Assertions Goals f(z) 
1  Q[a,z] z 
2 if x <wf a then Q[x,f(x)]   
3 if not(a=NIL) then Q[tail(a),f(tail(a))]   

Table 5. The induction rule. Here f(a) the goal function, the induction is hold on a, 
Row 2 is a general variant of the induction hypothesis, row 3 represents an induction 
hypothesis for lists, for the relation tail(a)<a, NIL is a constant means empty list. 

 
We use the noetherian induction scheme: 

∀x (∀y y <wf xF(y) )  F(x) 
        ∀x F(x) 

where <wf is a well-founded relation (a relation that can not derive infinite 
decreasing sequences for the objects of a current type). In the proof construction 
particular variants of this hypothesis are used, they are formed by instantiating a 
particular relation instead of <wf, see examples in Table 5. There are several 
relations embedded in the system, they are stored as usual axioms (assertions) of 
kind if A then y <wf x , where A is a logical expression, specifying particular 
conditions for x, y to be connected by <wf relation. Usually while proving these 
conditions the nonrecursive branch is derived. Other relations can be added by 
user to the system as an axiom, this facility allows to construct new particular 
hypotheses. 

The synthesis is complete when a row with true goal is received. In the output 
column of this row the computational algorithm for the goal function can be 
found. 

 

3 Particular Points of Automatic Synthesis 
in the Deductive Tableau  
The deductive tableau method gives an instrument for synthesis, but for synthesis 
automation the order of rules application should be chosen. If we are simply 
trying to apply one rule after another for all existing rows of the table the number 
of possible proof attempts grows exponentially. Additional heuristics are needed 
to limit the number of proof attempts and make the proof search directed. Some 
heuristics were already proposed to reduce the number of rules, for example, 
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polarity strategy (Manna and Waldinger, 1992], the use of sorted logic (Traugott, 
1989], they reduce the search space, but not very significantly. But we use them 
and sorted logic extended by type hierarchy allows in addition to avoid of 
incorrectly synthesized functions. To make the proof search directed we use 
rippling (with polarity conditions) to construct a plan of proof.  

 
3.1 Using sorted logic with type hierarchy for the synthesis  
Our theory contains two kinds of objects: lists and integers. For working with 
objects of another sort, this sort should be specified by adding necessary axioms 
about its objects. The sort of an object is determined from the context by 
considering the functions applied to this object. For example, variable x in the 
expression tail(x) is considered to be list, but x it is treated as integer in the 
expression x+1=b. So we reduce search space by blocking instantiations of 
objects of a wrong sort (instantiation of a list variable by an integer expression 
and vice versa). This idea was exploited in (Traugott, 1989]. 

The use of sorted logic is particularly important while using the equality rule 
for terms. It reduces the number of replacement several times. For the example, 
presented in the Table 6, we have 16 variants of the equality rule application, 
whereas the use of types reduces it to 4 variants. 
 

1 0*v=0   
2  if x=NIL then z=0 else z=head(x)+1  

Table 6. An example of rows appropriate for several variants of equality rule application. 
In the row 1 the variable v is considered to be integer, as it participate in multiplication, 
in the row 2 z is an integer and x is a list. 

 
We extend sorted logic by specifying the hierarchy for each sort. We determine 
the relation < for sorts: t1<t2 means that t2 contains all the objects of t1. For 
example, for integer we have: positive<not_zero<integer (where positive 
contains all integers greater than 0 and not_zero contains all integers except 0), 
but the types list and not_zero are not bounded by the hierarchic relation. 
Particular sorts are also determined from the context from the information about 
known functions, for example, in the expression (1/a) a is considered to be 
not_zero.  

This hierarchy is used to avoid incorrectly synthesized functions. Look at the 
example in Table 7. We can apply resolution rule in two different ways (first, to 
rows 3 and 1 and then for the result and the 2nd row and second, to rows 2 and 1 
and then for result row and the 3rd row). The output of the resulted row 4 can not 
be computed for a=0, although row 5 has an output, computable for a=0. 

This problem arises because the order of computation, specified by if operator 
can be changed if the expression rewritten into disjunction (which is 
commutative). For example, the following equality 
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if a>0 then b=3/a ≡ (b=3/a) and not(a>0) 
becomes incorrect if we are trying to compute it for a=0 (from left to right) the 
result of right part will be true and the result of the left part is error (division by 
0), so the expressions of left and right part are not equivalent.  

 
1  not (b=3/a) and (a>0) 1 
2  (b=3/a) 2 
3  not(a>0) 3 
4  true  if b=3/a then 2 else (if a>0 then 1 else 3) 
5  true  if a>0 then (if b=3/a then 2 else 1) else 3 

Table 7. An example of different resolution application. Rows 1-3 are initial rows 
and rows 4 and 5 are received by using the resolution rule in different ways. 

 
To avoid incorrect rules applications we use the information about sorts of 

objects and their hierarchy. We should replace the expressions with "smaller" 
types by true (or false) earlier. In our example (in the Table 7) the expression 
(b=3/a) (where the sort of a is not_zero) should be replaced before the expression 
(a>0) (the sort of a is integer), because not_zero < integer. By applying this 
restriction the row 4 will not be added to the tableau. 

 
3.2 Constructing the proof plan using rippling with polarity 

conditions. 
The stage of recursion formation is particularly needed to be directed, because of 
a large number of rows participating in the proof attempts. We propose, first, to 
perform the induction step using rippling technique, then save the path of the 
proof. Then we complete the proof in the table according to the found proof path 
and simultaneously the goal function is derived in the output column. A strategy 
of using a general rippling principles for planning the proof has been described in 
(Korukhova, 2004].   

   Rippling (Bundy, 2001] is based on the idea, that very often the induction 
hypothesis and conclusion are syntactically similar. We rewrite the conclusion in 
such a way that we can use the hypothesis. We use only the rules that move the 
differences through the induction conclusion in a way that makes progress in 
minimizing difference with the induction hypothesis. That decreases the number 
of applicable rules. We change the conclusion only, because the hypothesis is 
assumed to be true. 

For the example (2.1) we have two induction hypotheses (connected by and 
operation): 
((sqrt(b-1))2≤b-1)      (3.1)   and    (b-1<(sqrt(b-1)+1)2)   (3.2)  

The induction conclusion is the initial goal, where the special substitution 
(b=(b-1)+1) was made. 
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We underlined the differences between the hypotheses and the conclusion. In 
this example we take two hypotheses separately and have two annotated 
conclusions: 

(  (z2≤ ( (b-1) +1) ) and  ((b-1)+1<(z+1)2)  ) and   (3.3) 
(  (z2≤b) and  ( ( b-1 +1) <(z+1)2)  )      (3.4) 
The transformations are done by rewriting rules, which have some specially 

marked parts – wave fronts. The unmarked part – skeleton – is the same in the 
right and the left part of the rule. A skeleton is preserved during rewriting.  

  The wave-rules are formed from all axioms known in the system. For 
example, an axiom  

(A<B)  (A+C<B+C)   
produces the following rule  

( A + C) < ( B +C)) ==> (A<B)   (3.5)  
The direction of rewriting is opposite to the logical implication, because we 

use backwards reasoning (from the conclusion to the hypothesis).  
  We propose to extend the standard technique, by adding a special condition 

about polarity to the rule. That allows to form wave rules for the relations, for 
example, from an assertion in a theory of natural numbers (z+1)2 < z2 +1 
we can generate a rule  

( (  z  +1)↑ )2 ==> ( z2  +1)↑   [+<]     (3.6) 
  Here the arrows show wave-fronts directions (inwards and outwards). An 

outwards directed wave-front is being rewritten to surround more and more 
subterms in the expression; an inwards directed wave-front moves towards a free 
variable. If a direction of a wave-front is not mentioned it can be matched with a 
wave-front of any direction. The polarity (written in []) is checked before the rule 
is applied: the left part of a wave-rule can be matched only with the term of the 
specified polarity (with respect to the specified relation).  

 So, according to the rule (3.6), one of the wave-fronts in the expression  (3.4) 
can be rewritten 

((z2≤ (b-1)+1) and ( ( (b-1) +1) < ( z2  +1)↑ )  )   
 (3.7)  
We use the rule (3.5) to rewrite (3.7) into 

((z2≤ (b-1)+1) and ( (b-1)  < z2 )  )     (3.8) 
In the (3.8) we have an example of the induction hypothesis (3.2) (instantiate 
zsqrt(a)+1), that is replaced by true The rest expression in the wave-front 
presents the condition for this recursive branch. The second recursive branch is 
derived from (3.3) in the same manner. The numbers of axioms, corresponding to 
the used wave-rules and replaced subexpressions are stored as a proof path. 

After the goals are fully rewritten (consist of only a wave-front(s) or equals to 
the hypothesis) we return to the Deductive tableau. Each application of wave rule 
corresponds to an application of a deductive rule in the table for particular rows 
and subexpressions. So, after construction of the proof path we complete the 
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proof by applying the corresponding the deductive rules (resolution, equality or 
relation replacement) for the initial goal from the Deductive tableau and axioms, 
mentioned in the proof path. The application of resolution is possibly needed 
finally to complete the proof. For the specification (2.1) we receive the function 

sqrt(b) = if b=0 then 0 else if ((sqrt(b-1)+1)2≤b) then sqrt(b-1)+1 else sqrt(b-1) 
that is directly translated into Lisp. 

 

4 Related work 
The deductive tableau method was already used in the systems for partially 
automated program synthesis. In such systems the proof is directed either by a 
tactic written by a human or by user interaction. Interactive realization of 
deductive tableau exists in (Burback et al., 1990]. Automated synthesis was 
implemented in embedding the deductive rules (Ayari and Basin, 2001] as a 
higher order logic rules into ISABELLE (Paulson, 1994], where the proofs were 
interactive, but partially automated by tactics. 

Our approach is close to middle-out reasoning proposed in Periwinkle (Kraan 
et al., 1996] for synthesis of logic programs. The idea to replace an unknown 
object (a goal program) by a meta-variable and instantiate it during the proof 
seems similar to the instantiation of an output variable during synthesis in the 
deductive tableau. But as distinct from Periwinkle we do not use predefined 
program structure and the library of induction schemes, we form the appropriate 
induction from the general noetherian scheme during the proof. As mentioned in 
(Kraan et al., 1996] Periwinkle failed to synthesize the examples of list 
partitioning. ALISA has succeeded to synthesize an example of list partitioning 
(front-last functions example, see section 5). 

Middle-out reasoning and rippling techniques were also used for functional 
programs synthesis in (Armando et al., 1999] where synthesis heuristics were 
expressed in a collection of proof methods and synthesis is performed 
interactively. 

 

5 Results and future work 
The described techniques for automatic proof construction in the deductive 
tableau were implemented in the system ALISA and used for synthesis of several 
examples. Some of them are presented in the Table 8. 
The work in this paper has concentrated on the fully automatic synthesis of 
recursive functional programs. The system is still under development. Rippling 
heuristic reduced the search space by several orders for the cases, where it can be 
applied. Some questions of continuing research are the cases, where rippling get 
stuck, the improvement of the particular well-founded relation search. Another 
point of improvement is the analysis of derived program. The system currently 
derives several programs, but does not prefer any one type of recursion to 
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another. A useful extension to the system would be to specify additional 
restrictions as the type of recursion (for example, requiring the program be tail 
recursive). The number of resolved tasks can be greater after adding new theories 
to the system, by enlarging the set of know axioms and relations.     
  

Synthesis Specification 
full 
search 

with 
heuristics 

min 
way 

The divider and the remainder of integers i and j 
<div(i,j),mod(i,j)><=find <y,z> such that  
if (i≥0) and (j>0) then (i=y*j+z)and(z≥0)and (z<j) 

 
30372 
steps 

 
205 
steps 

 
20 
steps 

List partitioning into last element and front (all 
elements, except the last one) 
<front(a),last(a)><= find <f,t> such that  
if not(a=NIL) then (tail(t)=NIL) and(a=append(f,t)) 

 
 
7185 
steps 

 
 
28 
steps 

 
 

15 
steps 

Table 8. Some examples of derived functions. The synthesis was performed from the 
specification and several axioms from system database. Used functions: tail(…) returns 
the list without the first element, append(…) – returns the concatenation of two lists.  1 
step correspond to one application of a rule. The number of steps in the minimum way is 
obtained manually (only useful steps of synthesis were performed). 
 

 
6 Conclusions 

In this paper we have investigated the application of proof planning to the 
automatic synthesis of functional programs. The work developed out of existing 
work in synthesis by the deductive tableau method and in rippling. The rippling 
method has been extended by adding the polarity conditions.   

The main goal was to develop some techniques that allow to plan the proof 
construction in the deductive tableau for performing fully automatic synthesis at 
a reasonable time. Our work made the following principal contributions 

• The particular information about sorts and their hierarchy in the theory of 
integers and in the theory of lists allowed to avoid incorrectly synthesized 
programs. 

• We have applied an extended rippling heuristic to construct a proof plan 
for execution in the deductive tableau. 

• The extended rippling technique allowed to use rippling in the proof of 
some new tasks, particularly, containing the relations different from = and ≡. 

• The proposed techniques were implemented in the system ALISA, 
reducing number of rules applications by several orders.   

Although we are still far away from automatically synthesizing complex 
programs from their formal specifications, but we have made progress towards 
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that goal by reducing time required for automatic synthesis of some tasks and 
rippling heuristic has played a crucial role in this success. 
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Abstract. The aim of surface realisation is to produce a string
from an input semantics. The task may be viewed as the inverse of
parsing, and like parsing, it is made more difficult by the problem
of lexical ambiguity in natural language. (Bonfante, Guillaume, and
Perrier 2004) propose a polarisation technique for parsing that greatly
reduces the effects of ambiguity. We show how polarisation can be
adapted for surface realisation and how to address two complications
which arise: multi and zero-literal semantic input.

1 Introduction

Surface realisation can be seen as parsing in reverse: given a grammar and
some semantic input, the task is to construct the parse trees associated by
the grammar with that semantics, and to output the resulting strings. Like
parsing, surface realisation is severely affected by the possibility for each part
of the semantics to be realised by several lexical entries. But unlike parsing,
surface realisation is NP-complete (Koller and Striegnitz 2002), so that a
solution to the lexical ambiguity problem becomes particularly desirable. A
common response is to disambiguate the input with a separate preprocessing
filter before parsing or realisation proper. The filter can be made to be very
fast by using probabilistic methods (Joshi and Srinivas 1994); however, such
methods carry the risk of discarding valid disambiguations along with the
incorrect ones. We aim for a surface realiser that can produce all possible
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paraphrases, that is explore the entire search space, and so we eschew the use
of probabilities in favour of an “exact method” (Bonfante, Guillaume, and
Perrier 2004). The basic idea is to make the resource sensitivity of grammars
explicit by annotating lexical items with polarities and using a filtering step
to neutralise them. This has been successfully applied to parsing (Bonfante,
Guillaume, and Perrier 2003), but adapting it to generation reveals some
hidden complications which stem from lexical items spanning either multiple
pieces of input, or none at all.

In this paper, we propose some modifications to the filtering algorithm
that overcome these problems. The result is that the optimised surface re-
aliser retains its ability to produce output with such items as pronouns and
control verbs. We begin in sections 2 and 3 by briefly presenting the surface
realiser and a basic version of its polarity filter. Then in sections 4 and 5, we
discuss the modifications necessary to make the filter work for multi-literal
and zero-literal semantic input.

2 The surface realiser

The surface realiser uses a Feature Based Lexicalised Tree Adjoining Gram-
mar (FLTAG) (Vijay-Shanker and Joshi 1988) and a flat semantic repre-
sentation (Copestake, Lascarides, and Flickinger 2001). The properties of
FLTAG are largely irrelevant to this paper, except that a grammar is a set
of lexical items where each item is a tree with one or more anchors. A flat
semantics consists of a set of propositions called literals. A literal consists
of a predicate followed by a list of indices, its arguments. If two literals have
arguments with the same index, that index refers to the same entity. Below,
for example, the index p in picture(p) and cost(c,p,h) refers to the same
object.

(1) picture(p), cost(c,p,h), high(h) (The picture is expensive)

Given a semantics (the input semantics) and a set of lexical items re-
trieved from the FLTAG (the lexical input), the surface realiser produces
sentences whose semantics is equal to the input semantics. It uses a tabular
algorithm with bottom-up processing. The lexical input consists of the set
of lexical items whose semantics subsumes the input semantics. Several lex-
ical items may cover the same literal, raising ambiguities to be solved. For
example, the lexical input associated with (1) could be τpainting or τpicture for
picture(p); τcost (the noun) or τcosts for cost(c,p,h); and τhigh or τa lot for
high(h).
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3 Polarity filtering

We attempt to resolve all input lexical ambiguities into a set of disambigua-
tions where each disambiguation is a combination of selected lexical items.
Given a lexical input, the number of lexical combinations is a priori expo-
nential:

∏
1≤i≤n ai with ai the degree of lexical ambiguity of the i-th literal

and n, the number of literals in the input semantics. In practice, however,
many of these combinations are syntactically invalid: either some items have
syntactic requirements which cannot be met, or some of the lexical items
cannot be combined with others and stitched into a successful realisation
(Perrier 2003). To reduce the combinations resulting from lexical ambiguity,
we introduce a single filtering step whose role is to efficiently detect these
invalid combinations so that they are not explored during realisation proper.

We identify the syntactic requirements of each lexical item and only retain
the lexical combinations in which the requirements of every item are met.
More precisely, each lexical item is assigned a bag of labels that have either a
polarity + or −. These labels provide hints about which trees may combine
with each other. For instance, an intransitive verb will have the label -np,
meaning it “requires” a noun phrase (the subject), whereas a transitive verb
will have the labels -np -np (the subject and object), requiring two noun
phrases. In the case of TAG grammars, these polarities can be automatically
extracted (Bonfante, Guillaume, and Perrier 2004) by awarding each tree
with a −f polarity for every foot or substitution node with category f and
a +r polarity, where r is the category of its root node. For instance, a tree
like s(np↓,vp(v(hates),np↓)) would have the polarities -np -np +s.

In the table below, we show how these polarities can be put to use for
generation. Each column contains a single literal from the input semantics
picture(p), cost(c,p,h), high(h), along with the lexical items that realise
that literal as well as their associated polarities. To simplify this example,
we only consider a single label, np.

picture(p) cost(c,p,h) high(h)

τpicture +np τcost +np -np τhigh -np

τpainting +np τcosts -np τa lot

The problem at hand is to choose a combination that covers the entire
semantics, that is, one lexical item per column. We can avoid the syntac-
tically invalid combinations by counting polarities. If the sum of polarities
(or charge) is greater than zero, then the lexical combination overall has
more trees than it can use. Similarly, if the charge is less than zero, then the
combination requires more trees than it can provide. The charge must be
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equal to zero or else the combination is syntactically invalid. For instance,
the combination τpainting τcost τa lot has a charge of +1np, so it is clearly not
a solution. In contrast, τpainting τcosts τa lot has a charge of 0np, which does
not guarantee syntactic compatibility but suggests that the combination is
worth exploring.

0 +1

+1

0

painting,
picture costs

high

a lot
0

cost

-1

+1a lot

high

picture(p) cost(c,p,h) high(h)

Figure 12.1: A minimised polarity automaton

Rather than performing a separate polarity count for every lexical combi-
nation, we factorise the work into an automaton which calculates the lexical
combinations and their net charge. We arbitrarily impose an order on the in-
put semantics into a list we call InputSemantics. Each automaton state has
the form 〈L, C〉 and represents the set1 of lexical combinations whose seman-
tics is L and whose polarity charge is C. The approach is to construct the
automaton in steps, one literal at a time, starting with the initial step 〈∅, 0〉.
At each step, we build upon the states 〈L, C〉 created in the previous step.
We select the next literal l from InputSemantics; for each lexical item lexl

which realises literal l, we add a transition to the state 〈L+ l, C +pol〉 where
pol is the polarity of lexl. When there are no more literals left to select, we
complete the process by declaring the final state to be 〈InputSemantics, 0〉
and performing automaton minimisation (Hopcroft and Ullman 1979). What
remains is a representation of all the lexical combinations that cover the in-
put semantics with zero net charge (figure 12.1). 2 As shown in (Kow 2004),
polarity filtering is an efficient method for dealing with lexical ambiguity.
Given an input with 438 272 possible combinations, the polarity filter only
passes 232 of these combinations on. As a result, the surface realisation time
drops from 93.8 to 14.7 seconds (Gardent and Kow 2005).

1We will use the following notation for lists: ∅ indicates the empty list and L + i
indicates appending item i to L. We also take the liberty of comparing sets and lists, e.g,
if we say that a set S is equal to a list L, we merely treat L as a set.

2See (Kow 2004) for a description of how this technique can be generalised for multiple
labels.
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4 Multi-literal semantic lexical items

Certain lexical items could have a semantics that spans multiple literals,
for example cost(c,p,h), high(h) for the item τexpensive. These items are
not correctly handled because the automaton construction algorithm relies
on the assumption that at any given state 〈L, C〉, the lexical combinations
represented by that state all have a semantics equal to L. The assumption
breaks down when one of the combinations has an item lexm whose semantics
includes some literal x which is not in L. If the algorithm later visits literal x,
whatever representative it selects for the literal will cause a polarity miscount:
either lexm is reselected and its polarities are double-counted, or some other
item with a redundant semantics is selected and its polarities are included
in the count. The correct behaviour in this case is neither to double-count
polarities nor build lexical combinations with redundant lexical items, but
not to select any item at all.

We achieve this by augmenting the automaton states with a third element
E, used to keep track of the lexical combinations with extra semantic literals.
Given a state 〈L1, C1, E1〉, the literal being visited l1 and the selected lexical
item lex1 with polarity pol and semantics {l1} ∪ extra; we build a transition
via lex1 to the state 〈L1 + l1, C1 + pol, E1 ∪ extra〉. Now, given a step with
state 〈L2, C2, E2〉; if the literal being visited l2 ∈ E2, we build a null transition
to the state 〈L2 + l, C2, E2 \ {l2}〉.

0 +1

+1

painting,
picture expensive

high

ε 0

cost +1
a lot

0
high(h)

picture(p) cost(c,p,h) high(h)

Figure 12.2: A minimised polarity automaton with multi-literal semantics

It may seem desirable to simplify this mechanism by replacing the track-
ing of semantic literals and use of null transitions with a single transition
that spans all the semantic literals covered by a lexical item. In figure 12.2
above, this would mean a direct transition expensive between the first +1 and
final 0 states. But this simplification is not viable, because lexical items
may span overlapping sets of semantics literals. In (Shemtov 1996) for ex-
ample, quickly moved into can also be expressed as rushed into or quickly entered.
Given the ordering below, it would not be possible to build a direct transition
for τentered across move(m,x), into(x,y) without erroneously skipping over the
literal quick(m).
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lexical item semantics
moved move(m,x)

rushed move(m,x) quick(m)

entered move(m,x) into(x,y)

5 Null and zero-literal semantic lexical items

Lexical items with a null semantics typically correspond to function words:
complementisers (John likes to read.), subcategorised prepositions (Mary accuses
John of cheating.). Such items need not be lexical items at all. We can ex-
ploit TAG’s support for trees with multiple anchors, by treating them as
co-anchors to some primary lexical item. The English infinitival to, for ex-
ample, can appear in the tree τto take as s(comp(to),v(take),np↓).

On the other hand, pronouns have a zero-literal semantics, one which
is not null, but which consists only of a variable index. For example, the
pronoun her in (2b) has semantics s and in (3), he has the semantics j.

(2) a. joe(j), sue(s), book(b), lend(l,j,b,s), boring(b)
Joe lends Sue a boring book.

b. joe(j), sue(s), book(b), lend(l,j,b,s), boring(b)
Joe lends her a boring book.

(3) a. joe(j), sue(s), leave(l,j), promise(p,j,s,l)
Joe promises Sue to leave.
or Joe promises Sue that he would leave.

In figure 12.3, we compare the construction of polarity automata for (2a,
left) and (2b, right). Building an automaton for (2b) fails because τsue is not
available to cancel the negative polarities for τlends; instead, a pronoun must
be used to take its place. The problem is that the selection of a lexical item
is only triggered when the construction algorithm visits one of its semantic
literals. Since pronoun semantics have zero literals, they are never selected.
Making pronouns visible to the construction algorithm would require us to
count the indices from the input semantics. Each index refers to an entity.
This entity must be “consumed” by a syntactic functor (e.g. a verb) and
“provided” by a syntactic argument (e.g. a noun).

lend(l,j,b,s)

0 +1Joe

joe(j)

lends -2 -1 0

book(b)

bookSue

sue(s) lend(l,j,b,s)

0 +1Joe

joe(j)

lends -2 book -1

book(b)

Figure 12.3: Difficulty with zero-literal semantics.
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We make this explicit by annotating the semantics of the lexical input
(that is, the set of lexical items selected on the basis of the input semantics)
with a form of polarities. Roughly, nouns provide indices3 (+), modifiers
leave them unaffected, and verbs consume them (−). Predicting pronouns
is then a matter of counting the indices. If the positive and negative indices
cancel each other out, no pronouns are required. If there are more negative
indices than positive ones, then as many pronouns are required as there
are negative excess indices. In the table below, we show how the example
semantics above may be annotated and how many negative excess indices
result:

semantics b j s
joe(+j) sue(+s) book(+b) lend(l,-j,-b,-s) boring(b) 0 0 0
joe(+j) sue(+s) book(+b) lend(l,-j,-b,-s) boring(b) 0 0 1
joe(+j) sue(+s) leave(l,-j,-s) promise(p,-j,-s,l) 0 0 0
joe(+j) sue(+s) leave(l,-j,-s) promise(p,-j,-s,l) 0 1 0

Counting surplus indices allows us to establish the number of pronouns
used and thus gives us the information needed to build polarity automata. We
implement this by introducing a virtual literal for negative excess index, and
having that literal be realised by pronouns. Building the polarity automaton
as normal yields lexical combinations with the required number of pronouns,
as in figure 12.4.

lend(l,j,b,s)

0 +1Joe

joe(j)

lends -2 -1 0

book(b)

book

s

her 

Figure 12.4: Constructing a polarity automaton with zero-literal semantics.

This becomes more complicated when the lexical input contains lexical
items with different annotations for the same semantics. For instance, the
control verb promise has two forms: one which solicits an infinitive as in
promise to leave, and one which solicits a declarative clause as in promise that he
would leave. This means two different counts of subject index j in (3) : zero
for the form that subcategorises for the infinitive, or one for the declarative.
But to build a single automaton, these counts must be reconciled, i.e., how
many virtual literals do we introduce for j, zero or one?

The answer is to introduce enough virtual literals to suppport the largest
count (in this case one), and to balance them by adding the virtual literals
to the lexical semantics of the smaller counts. To handle example (3), we

3except for predicative nouns, which like verbs, are semantic functors
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introduce one virtual literal for j in order to select the pronoun he in promise
that he would leave. This extra pronoun is not selected for the infinitive form
promises to leave, because it is accounted for in the semantics of lexical item
τpromise to, which now consists of promise(p,j,s,l) as well as the virtual literal
j.

leave(l,j)

0

prom(p,j,s,l)

0 +1
Joe

joe(j)

+2

sue(s)

Sue

j

+1
he

0ε

promise 
that

promise
to 0,j

0

to
leave

would
leave

Figure 12.5: Constructing a polarity automaton with zero-literal semantics.

6 Related work

Polarity filtering is not the only mechanism for dealing with ambiguity. (Kay
1996) proposes a chart generation algorithm which groups intermediate re-
sults into equivalence classes according to their semantic coverage, syntac-
tic category and a distinguished semantic index. (Shemtov 1996) improves
on this approach by using a coarser representation of semantic coverage to
produce larger classes. Equivalence classes allow for the variants of an in-
termediate solution, for example those which arise from lexical ambiguity, to
be packed together and processed as a single group. The more structures
are recognised as equivalent, the more redundant computation is avoided.
Our surface realisation algorithm does not keep track of equivalence classes,
but we plan to investigate how they can be incorporated, how usefully they
would combine with polarity filtering in practice.

A more similar approach is that of (Koller and Striegnitz 2002). The
TAG lexical input is converted into a set of lexical entries of a dependency
grammar. These entries are then parsed by an efficient constraint-based de-
pendency parser and the output is converted back into a set of TAG derived
trees representing the surface realisation output. The main similarity be-
tween this and our approach is that they both use a global mechanism for
filtering out combinations of lexical entries that cannot possibly lead to a
syntactically valid sequence. Both approaches involve the cancelling out of
syntactic resources and requirements. Interestingly, Koller et al. take ad-
junction into account, whereas our approach largely ignores auxiliary trees.
Their treatment of auxiliary trees could be a useful addition to the polarity
filter. A key difference is that though Koller et al. handle null semantics,
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and offer some thoughts on multiple literal semantics, they do not account
for zero-literal semantics. It would be worthwhile to see if semantic index
counting can also be used within a constraint propagation framework.

7 Conclusion

Polarity filtering was introduced for parsing in (Bonfante, Guillaume, and
Perrier 2004). In (Kow 2004), we transpose this approach to surface realisa-
tion and show that it greatly enhances efficiency. However, several linguistic
issues arise which stem from lexical items displaying multi-literal semantics,
null semantics or zero-literal semantics. In this paper, we show how the
polarity algorithm can be extended to deal with such items. Briefly, multi-
literal semantic items are catered for by introducing a sort of literal counting
in the automaton; null semantic lexical items by using TAG support for mul-
tiple anchors and zero-literal lexical items by introducing index counting and
modifying automaton construction accordingly.

One point is worth noting. Whereas null semantic and multiple literal
items have been discussed before (Shieber 1988; Calder et al. 1989; Carroll
et al. 1999), zero-literal items have been paid scant attention in the surface
realisation literature. Their handling, however, is important for both linguis-
tic and computational reasons. Linguistically, it is required to support the
generation of sentences containing pronouns and control verbs as well as full
noun phrases and non-control verbs. Computationally, it is necessary to re-
strain the semantic wildcard behaviour of pronouns. In a naive algorithm, a
pronoun is selected for every index in the input semantics, which means any
intermediary structure created during surface realisation can be combined
with a pronoun, correctly or not. This is further aggravated because every
lexical combination is explored and the number of intermediary structures is
itself very large. The approach presented here addresses these two problems
as follows. On the one hand, the wildcard effect is eliminated because index
counting only allows pronouns to be selected if they can be associated with
a specific “excess” index in the semantics. On the other hand, polarity fil-
tering is used to drastically reduce the number of lexical combinations to be
explored.
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Abstract. This paper proposes that the identification of constituents, which
is the core problem in grammar induction, can be accomplished by a simple con-
stituency criterion in linguistics: a word/tag sequence which can occur as a fragment
is a constituent. Experiment results show that grammar induction by distributional
clustering augmented with this criterion achieves good PARSEVAL scores and im-
proves phrase-based statistical machine translation.

1 Introduction

Unsupervised learning techniques have been applied to many areas of natural language
processing with fairly successful results. However, when it comes to the acquisition of
grammar rules all these techniques cannot achieve performance comparable to the acqui-
sition of other types of linguistic knowledge.

Grammar induction involves two operations: 1) syntagmatic operation: distinguishing
constituents (valid sequences of words or part-of-speech tags) from distituents (invalid
word/tag sequences), and 2) paradigmatic operation: classifying constituents into different
types of phrases. Both are tasks of classification and therefore it is natural to apply some
clustering algorithm to word/tag sequences. In order to do so, the sequences have to be
represented as vectors in certain feature space.

This paper investigates a particular approach in grammar induction which represents
word/tag sequences by their distributional context, defined as the words/tags to the left and
to the right of the sequences. This approach is appealing since it imposes no requirement
on expensive linguistic resources but needs merely a large volume of unannotated text (or
at most a part-of-speech tagged corpus).
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2 Previous Work

Clustering by distributional context is not a new approach to the acquisition of syntactic
knowledge. It is applied to the induction of part-of-speech tags (e.g. (Schütze 1995), (Finch
1993)) as well as the induction of grammar rules (e.g. (Finch 1993), (Klein and Manning
2001a), (Klein and Manning 2001b) and (Klein and Manning 2002), and (Clark 2001)).

In (Clark 2001), a criterion based on mutual information (MI) between left context and
right context is proposed to filter clusters of distituents. In (Klein and Manning 2001a),
the clustering algorithm employs a distance metric based on the“scaled entropy” of the
phrases. While both approaches rely on some sophisticated mathematical properties of
the training data, this paper investigates whether some much simpler principle can achieve
similar performance.

In all the aforementioned approaches the context of a word/tag sequence is defined
simply as the pair of the one word/tag immediately to the left and the one immediately
to the right of the sequence. In this respect alignment-based learning (ABL, (van Zaanen
2000)) is rather remarkable in that its context refers to the whole chunk of words to the left
and the whole chunk of words to the right of a phrase. This is much closer to the notion of
context in structural linguistics.1 However, it is doubtful whether such a learning strategy
could obtain sufficient counts for each context type from a real-scaled corpus with a high
variety of linguistic constructions. In this paper, therefore, context is defined as the single
tag to the left and that to the right of a tag sequence.

3 Identification of Constituents

The starting point of this research is the insight provided by (Li 2004), viz. it is not difficult
to separate constituents from distituents, if this separation is accomplished alongside the
classification of constituents and that of distituents. The real problem in grammar induc-
tion is to identify the groups/clusters of constituents rather than the constituent/distituent
classification.

As mentioned in Section 2, the problem of identifying constituents has been tackled
with various approaches. However, most of them rely on some sophisticated yet still
questionable mathematical models of the data. For instance, the MI criterion proposed
by (Clark 2001) is based on the observation that a constituent does not appear in any
arbitrary context; what appears on the left hand side of a constituent is somehow related
to what appears on the right hand side, and there is therefore a higher MI between them.
High MI, however, does not necessarily indicate constituency. For example, it is found in
the British National Corpus (BNC) a high MI between the contexts (most of which are of
the form verb verb) of distituents of the form [adverb noun-phrase conjunction]
and those of the form [noun-phrase conjunction adverb].

There are also some simpler principles for selecting constituent clusters, usually based
on the concept of cluster variance. ( (Riccardi and Bangalore 1998), (Li 2004)) In the

1c.f. (Harris 1951)
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literature on clustering algorithms (e.g. (Jain and Dubes 1988)), it is widely accepted
that a good/valid cluster is one which is unusually compact (i.e. its members exhibit
small differences from its centroid) and unusually isolated (from other clusters). While the
principle of isolation is not relevant to grammar induction, as some distituent clusters have
very different characteristics so that they are the most isolated from others, it is tempting
to adopt the minimum variance criterion and consider the cluster with the smallest variance
as a constituent cluster.

(Li 2004) shows that the minimum variance principle achieves very good result when the
Wall Street Journal (WSJ) corpus is used as training corpus and each clustering run is fed
with a small number (300) of tag sequences. In order to test its scalability, I re-implemented
the approach, which is essentially an application of K-Means using L1-Norm as distance
metric, with two major changes: 1) the training corpus was BNC, which contains a richer
tagset and the feature space was therefore greatly enlarged, and 2) 10000 tag sequences
were clustered in each run. The approach can no longer filter distituents under this settings.
It is because in general the variance of a cluster increases with the number of members in
the cluster. Thus a distituent cluster with just a few members is smaller than a constituent
cluster with a large number of members. Also, most constituents exhibit a wide variety
of context. That means the tag sequences in a constituent cluster differ from each other
in many dimensions in the feature space. The tiny differences in each dimension are
accumulated into quite a significant difference between the cluster centroid and the cluster
members. In contrast, in some distituent clusters the tag sequences exhibit a very limited
variety of context and therefore the cluster variance is kept to be very small.

4 A Simple Criterion of Constituency

A typical textbook on syntax would mention several tests of constituency like: only a
constituent can pre-posed or post-posed, can be a conjunct in coordinate structures, can
be the antecedent of certain pro-forms, can undergo certain kinds of ellipsis, and can exist
as a fragment. ( (Radford 1988), (Trask 1993) ) Most of the tests assume a certain amount
of syntactic knowledge (like which words are conjunctions, what are the antecedents of some
pro-forms) or even paraphrase judgment, which are not available in unsupervised grammar
induction. On the contrary, the fragment test is straightforward to implement. Strictly
speaking, a fragment is “an utterance which consists only of a single phrase,” (Trask 1993)
and therefore involves the linguistic knowledge of the distinction between simple phrases
and a complete sentence. For the sake of simplicity, such distinction is ignored in this
research.

In fact (Klein and Manning 2001a) mentions a similar idea. They observe that if the
tagset is collapsed so that it consists of only 2 tags, viz. sentence boundary (#) and word,
then NP’s, PP’s and intransitive sentences can be easily identified. Yet the drawback is
that only these kinds of phrases can be identified.

In this research, a tag sequence is considered as a fragment if its context is one of the
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following types: # #, # ., # !, # ?, ( ), “ ”.2 A quantity known as fragment count
is defined as the number of occurrences of a tag sequence as a fragment in the training
corpus. A cluster is also assigned a fragment count, which is the average of the fragment
counts of the members in the cluster. The hypothesis is that clusters with higher fragment
counts are more likely to be constituent clusters.

5 Experiment

An experiment was conducted to verify this simple hypothesis. The tagged version of BNC
section A was taken as the training corpus, from which statistics of tag sequences, their
contexts, and their fragment counts were collected. The tag sequences, with a maximum
length of 5 tags, were filtered with regard to their frequency and variety of context until
no more than 10000 sequences were left. The context vectors of the sequences were then
clustered by the K-means algorithm using L1-norm as distance metric.

The average fragment count of all tag sequences was taken as a threshold for distin-
guishing good clusters from bad clusters. That is, each cluster with an average fragment
count larger than this threshold was treated as a cluster of constituents and used to form
a set of grammar rules. The RHSs of the rules are the tag sequences in the cluster, while
the LHS is a label arbitrarily generated by the system. However, if a cluster contains a
unit-length sequence composed of a system-induced label, then this label is used as the
LHS. Recursive rules may thereby be acquired.

There is also a grammar rewriting mechanism to improve the coverage of the induced
grammar. As each tag sequence consists of no more than 5 tags, it is therefore unable to
identify any constituent that contains more than 5 tags. In order to alleviate this problem,
the coverage of the induced grammar was expanded in the following way: if a certain
number of tag sequences s1 in cluster c1 are prefixes or suffixes of some tag sequences
s2 in another cluster c2, then s2 will be rewritten with regard to s1. For example, if c2
contains the sequence [at0 aj0 nn1] and c1 contains [aj0 nn1], then the c2 sequence
will be reformulated as [at0 phrase c1]. Accordingly the rules based on c2 also generate
sequences with an article at0 followed by other sequences covered by c1. If phrase c1
can be reformulated with regard to some other clusters, then phrase c2 can cover even
more and longer tag sequences.

The induced rules were then used to parse the training corpus, and the re-parsed corpus
became the new training corpus for the next induction cycle. The parser is a simple CKY
chart parser and the optimal parse is defined as the one which maximally reduces the
length of the sentence to be parsed. Dijkstra’s shortest path algorithm3 was applied to
select this optimal parse.

2Notation: the symbol to the left of the underscore refers to the left context, the symbol to the right
refers to the right context. # is the sentence boundary. All other symbols are as defined in the CLAWS
tagset.

3c.f. (Cormen, Leiserson, and Rivest 1990)
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Noun Phrase:
NP1 → AT0 NN1 NP1 → DT0 NN2 NP1 → AT0 NN1 CJC NN1
NP1 → AT0 NN2 NP1 → AT0 Nbar1 NP1 → DT0 Nbar1

NP2 → AT0 NN2 NP2 → AT0 Nbar2 NP2 → DPS Nbar2

NP2 → PNI NP2 → DT0 Nbar2 NP2 → DPS NN2
Proper Noun Phrase:
NP3 → NP0 NP3 → NP0 NP0 NP0 NP3 → NP0 CJC NP0
NP3 → NP0 NP0 NP3 → NP0 NP0 NP0 NP0 NP3 → NP0 CRD
Nbar:
Nbar1 → AJ0 NN0 Nbar1 → AJ0 NN1 Nbar1 → AJ0 AJ0 NN1
Nbar1 → NN1 NN1 Nbar1 → AJ0 NN1 NN1 Nbar1 → AV0 AJ0 NN1
Nbar2 → AJ0 NN2 Nbar2 → AdjP NN2 Nbar2 → AJ0 NN2 PRF NN1
Nbar2 → AJC NN2 Nbar2 → AJ0 Nbar3 Nbar2 → AJ0 NN2 PRF NN2
Nbar3 → NN0 NN2 Nbar3 → NN1 NN1 NN2 Nbar3 → NN2 POS NN2
Nbar3 → NN1 NN2 Nbar3 → NN2 POS NN2 Nbar3 → NN1 Nbar2

Nbar3 → NN2 NN2 Nbar3 → NN2 CJC NN2 Nbar3 → NN2 PRF Nbar2

Prepositional Phrase:
PP → PRP NP1 PP → PRP NP2 PP → PRP NP3

PP → PRP Nbar1 PP → PRP Nbar2 PP → PRP Nbar3

PP → PRP NP0 PRP NP0
Adverbial Phrase:
AdvP → AV0 AdvP → AV0 AV0 AV0
AdvP → AV0 AV0 AdvP → AV0 CJC AV0
Adjectival Phrase:
AdjP → AJ0 AdjP → AJ0 CJC AJ0
AdjP → AJC AdjP → AdvP AJ0
Verb Phrase:
VP1 → VVB NP1 VP1 → VVB Nbar1 VP1 → VVB PRP NN1
VP1 → VVB NP2 VP1 → VVB AT0 NN1 PRF NN1 VP1 → VVB PRP DPS NN1
VP2 → VVD Nbar1 VP2 → VVD Nbar2 VP2 → VVD PRP Nbar1

Intransitive Sentence:
S1 → PNP VVB S1 → PNP VVD S1 → PNP VVZ
S1 → PNP VHB VVN S1 → PNP VHD VVN S1 → Nbar1 VVZ
S1 → NP3 VVD S1 → NP3 VVZ
Transitive Sentence:
S2 → EX0 VBD NP1 S2 → EX0 VBZ NP1 S2 → PNP VBZ NP1

S2 → EX0 VBZ Nbar1 S2 → DT0 VBZ NP1 S2 → S2 NP1

Figure 13.1: Sample induced rules
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(S (VVB Show)
(PNP me )
(NP (NP (AT0 the) (NN2 flights))

(PP (PRP from) (NP0 Indianapolis) (PRP to) (NP0 Montreal))))

(S (S (PRP I) )
(VVB need))

(NP(NP (AT0 a) (NN1 flight))
(PP (PRP from) (NP0 Charlotte) (PRP to) (NP0 Newark)))

(AdvP(VVG leaving) (AV0 today) (NN1 evening)))

Figure 13.2: Sample parse structures

System UR UP F-score CB % 0CB % ≤ 2CB
Fragment 51.6 39.4 44.7 1.45 54.6 85.9
EMILE 16.8 51.6 25.4 0.84 47.4 93.4
ABL 35.6 43.6 39.2 2.12 29.1 65.0
CDC 34.6 53.4 42.0 1.46 45.3 78.2

Figure 13.3: Quantitative evaluation on ATIS. UR is unlabeled recall; UP is unlabeled precision;
CB is average number of crossing brackets.

Figure 13.1 displays some of the rules learned in the first 5 induction cycles, and Fig-
ure 13.2 shows some sample parse structures.4

6 Evaluation against Treebank

The most straightforward way to quantitatively evaluate the induced grammar is to use
the grammar to parse a test corpus. The Air Traffic Information System (ATIS) treebank
was used as the test corpus, since most unsupervised grammar learning systems were also
evaluated by their parsing performance on this corpus. The raw ATIS corpus was re-tagged
in CLAWS-5 tagset by the online CLAWS tagger5 and then parsed by the induced grammar.
The parser was the same one used in the induction process. The parsed corpus was then
compared against the ATIS treebank, using the EVALB program. Figure 13.3 shows the
parsing scores achieved by our system, alongside the scores by some other unsupervised
learning systems.6

It is obvious that the approach of distributional clustering augmented with the frag-
ment constituency criterion achieves a good unlabeled recall but unsatisfactory unlabeled

4Note that the system-generated phrase labels are replaced by mnemonic labels for the sake of clarity.
5available at http://www.comp.lancs.ac.uk/computing/research/ucrel/claws/trial.html
6including EMILE and ABL (van Zaanen and Adriaans 2001) and CDC (Clark 2001).
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precision. What is also noteworthy is the rather satisfactory scores of crossing bracket,
which indicate that the phrases identified by the fragment constituency criterion are in
general very reliable. A major cause for the low precision is the contrast between the well
known flat structures in the Penn Treebank and the hierarchical N-bar analysis of np’s
by the induced grammar. Another factor is the contrast between the sentence types in
the training corpus and the test corpus. While ATIS consists mainly of imperatives and
questions, BNC section A does not have many of these sentence types.

7 Evaluation by Application to

Phrase-based Statistical Machine Translation

The simple evaluation by comparison against treebank is not satisfactory, since the syn-
tactic structures in a treebank are not theory-independent but affected by many arbitrary
decisions of the annotators. (Carroll, Briscoe, and Sanfilippo 1998) Even if the annotators
are perfectly consistent and accurate, the annotated structures are based only on a specific
syntactic theory. Deviations from these structures may not be undesirable.

An induced grammar should be evaluated by its potential in accomplishing other NLP
tasks, such as language modeling or the discovery of semantic structures, since syntax is
not so much an end in itself as a means to other aspects of language. In this research
the induced grammar is evaluated by its contribution to phrase-based statistical machine
translation.7

The phrase-based approach is a vital research direction in statistical machine translation
(SMT) in recent years, and has been demonstrated to be superior to the classic word-based
approach. The ‘phrases’ in this approach need not be constituents; in fact, (Koehn, Och,
and Marcu 2003) claims that useful phrases in SMT, like “there is”, are not constituents in
orthodox linguistic theories but some chunks of words without any syntactic motivation,
and that it is harmful to constrain phrases to syntactic phrases.

The truth of the claim in (Koehn, Och, and Marcu 2003) depends on the definition
of syntactic phrase, and therefore on the syntactic theory adopted. In many unsupervised
grammar learning approaches, subject-verb sequences like “there is” are often induced.
This suggests that constituents of an empirically induced grammar rather than those of an
orthodox grammar may be helpful to phrase-based SMT.

In order to prove this hypothesis, I ran a comparative experiment similar to that
reported in (Koehn, Och, and Marcu 2003). The experiment was about German-to-
English translation. The testing corpus comprised 1755 German sentences of length 5 - 15
words excerpted from the German/English section of the European Parliament Proceed-
ings (EuroParl) corpus. The corresponding English sentences were used as the reference
translation. The remaining sentence pairs in the same corpus were taken as the training
corpus.

7For readers who are not familiar with this area, a good introduction is available at
http://www.clsp.jhu.edu/ws03/preworkshop/lecture yamada.pdf
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The first step of the experiment was to build the word alignment matrix for each sen-
tence pair. Such matrices were obtained by IBM model 4 training using the GIZA++
software package.8 For each sentence pair, there was one word alignment matrix for the
German-to-English direction and another matrix for the reverse direction. The two ma-
trices were integrated into a unique matrix by first intersecting the two matrices and
then introducing more alignment points using Koehn’s “Growing Heuristics” as reported
in (Koehn 2004).

The second step of the experiment was the enumeration of phrase pairs. In Koehn’s
experiment there were two variations. The first was to enumerate all phrase pairs that are
consistent with the word alignment matrix. The concept of consistency is defined as: an
English phrase e and a foreign language phrase f constitute a valid phrase pair if and only
if, given an alignment matrix A, the following two conditions are satisfied: 9

∀eiεe : (ei , f j )εA → f j εf (13.1)

and
∀f j εf : (ei , f j )εA → eiεe (13.2)

The second variation was to filter these phrase pairs by syntax. The training sentence
pairs were parsed by some English and German parsers. A phrase pair (e, f) is accepted
only if e and f are regarded by the parsers as constituents.

In my experiment, this “syntactic phrase” approach was modified so that the phrase
pairs were filtered by the induced grammar as reported in section 5. In principle, the
English section of the EuroParl corpus should be used as the training corpus of the
grammar induction process. However, since EuroParl does not contain many short frag-
ments/sentences, it is not an ideal training corpus for the fragment constituency approach.
The grammar in section 5, which was induced from BNC section A, was therefore applied in
the filtering of phrase pairs. Due to limitation of time, no German grammar was induced.
Hence the phrase pairs were filtered only with regard to the English side.

The extracted phrase pairs were then used to build the phrase translation table, whose
entries consist of not only the phrase pairs but also the conditional probability p(f | e),
defined as: 10

p(f | e) =
count(f, e)∑
f count(f, e)

The phrase translation table was then fed into the beam search decoder PHARAOH11 for
the actual translation of the testing German sentences. The translated English sentences
were then evaluated against the reference translation using the BLEU software package.12

(Koehn, Och, and Marcu 2003) shows that the syntactic phrase approach is inferior
to the all phrase pair approach. However, when syntactic phrase is re-defined in terms of

8available at http://www-i6.informatik.rwth-aachen.de/Colleagues/och/software/GIZA++.html
9c.f. (Koehn 2004)

10c.f. (Koehn, Och, and Marcu 2003)
11available at http://www.isi.edu/licensed-sw/pharaoh/
12available at http://www.nist.gov/speech/tests/mt/resources/scoring.htm
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Figure 13.4: Evaluation by Phrase-based SMT
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empirical grammar identified by the fragment constituency criterion, the syntactic phrase
approach achieves even slightly higher performance. Figure 13.4 shows that when it comes
to the fifth induction cycle, the induced grammar helps the syntactic phrase approach
to achieve a higher BLEU score than Koehn’s all phrase pair approach. There is also a
similar trend for the NIST measure. On the other hand, the syntactic phrase approach
greatly reduces the consumption of computer memory, thereby improving the efficiency of
the translation process.

In sum, the experiment kills two birds with one stone: on the first hand, it demonstrates
that syntax is still useful to phrase-based SMT. On the other hand, it shows that grammars
induced by distributional clustering with the fragment constituency criterion is superior to
orthodox grammars as it leads to much better performance in phrase-based SMT.

8 Conclusion and Future Work

It has been shown that the fragment constituency test can be used to augment distribu-
tional clustering to tackle the difficult problem of identifying constituents. Experiment
results illustrate that this approach give rise to reasonable grammars, as shown by the
high PARSEVAL measures in parsing ATIS and its potential in improving phrase-based
SMT.

Of course, there is much room for further research. One obvious extension is to test the
fragment constituency approach with more languages, and apply the induced grammars to
SMT of more language pairs. Moreover, as there are only a limited number of fragments in
a fixed training corpus, it is interesting to know if extracting fragments from the web would
improve the performance. Regarding the value of induced grammars in SMT, meanwhile
an induced grammar is used only to extract phrase pairs in a training parallel corpus. If
the words in a source language sentence never appear in the training corpus, then even
if this sentence can be parsed by the induced grammar, the grammar is not able to give
any benefit to the translation process. One interesting research possibility is to parse the
source language sentence by an induced grammar, translate the phrases one by one, and
then combine the translated phrases into a complete target language sentence. This option
helps reduce search space and is therefore worth detailed investigation.
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Abstract. This paper presents the functionality and results of
an extraction mechanism for German negative polarity items (NPIs)
which uses a large partially parsed corpus of written German and
integrates usual collocation acquisition methods. Particular attention
is paid to the extraction of complex NPIs.

1 Introduction

In this paper I will address a special group of lexical elements which show a
particular affinity with negative contexts. Such elements, usually referred to
as negative polarity items (NPI), have been widely studied in the linguistic
literature since Klima (1964). The classic example of an NPI is the English
indefinite determiner any. As demonstrated in (1) a sentence containing
any and negation is grammatical. Without the negation the sentence is
ungrammatical. Following standard terminology I will refer to the negation
as the licenser of the NPI. I will underline NPIs and print the licensers in
bold face.1

(1) a. He hasn’t seen any students.
b. *He has seen any students.

Since I will be focusing on German, an analogous German example is pre-
sented in (2). These sentences differ only in that sentence (a) contains a

1There is a particular use of any, called free-choice any, which does not require a
negative operator such as not. Nevertheless this use has a restricted distribution, i.e. it
requires a context which is nonveridical (Zwarts (1995),see Section 2).
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so-called n-word as licenser, whereas in (b) there is no exponent of negation;
thus the NPI jemals (ever) is not licensed.

(2) a. Niemand
nobody

von
of

uns
us

war
was

jemals
ever

im
in

Jemen.
Yemen

(None of us has ever been to Yemen.)
b. *Einer

One
von
of

uns
us

war
was

jemals
ever

im
in

Jemen.
Yemen

The inventory of NPIs in English and Dutch has been documented fairly well.
Jack Hoeksema (pc) has collected about 760 Dutch NPIs. For German the
state of documentation is less ideal. There are only two relatively extensive
lists: Welte (1978) and Kürschner (1983), neither of which comes even close
to the data collected by Hoeksema.

The aim of this paper is to present a step towards an automatic corpus-
based compilation of a list of German NPI candidates. To my knowledge
van der Wouden (1992) was the first to explicitly point out that the relation
between an NPI and its licenser bares similarities to the relation between
a collocate and its collocator. This idea, then pursued in van der Wouden
(1997), represents the basic motivating insight for this paper.

In Section 2 I will summarize the semantic literature on NPIs. These
insights are applied to extract NPI candidates consisting of a single lexical
element in Section 3, and in Section 4 to extract complex NPI candidates.

2 Linguistic Aspects

In this section I will present a summary of those aspects of NPIs which are
directly related to our study.

Negation is understood as a logical operator which imports special en-
tailment properties to the semantic value of an attached sentence. The lit-
erature on NPIs distinguishes several degrees of negativity based on their
formal semantic properties.2 I will concentrate on operators which are down-
ward entailing to identify negative contexts. Since downward entailment is a
rather general property of negative contexts and since all stronger degrees of
negativity conform to downward entailment, operators of stronger negation
are also included. As has been noted by Ladusaw (1980) most NPIs require
a context which is at least downward entailing. Genuine downward entail-
ing operators include words such as höchstens (at most), kaum (hardly) or

2See van der Wouden (1997) for an introduction to the necessary formal semantic
properties of negative contexts and NPIs with rich data.
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wenige (few). A downward entailing context allows one to reason from sets
to subsets as demonstrated in (3):

(3) Few congressmen eat vegetables.
‖spinach‖ ⊆ ‖vegetables‖
Few congressmen eat spinach.

An even weaker notion of negativity is that of nonveridicality (Giannaki-
dou (1998); Zwarts (1995)). Roughly put, if a statement is in the scope
of a nonveridical operator, then the truth of the statement is not implied,
but on the other hand reasoning from sets to subsets is not possible in gen-
eral. Nonveridical contexts are triggered by direct or indirect questions, free
relatives, and also by adverbials such as vielleicht (perhaps). Since this cat-
egory appears to be rather large and not every nonveridical operator seems
to license NPIs, I will only include interrogatives in my considerations here.
Interrogatives are rather numerous and can be easily detected in the corpus.

Although I will ignore this issue for the time being, it should be noted
that NPIs can have different distributional patterns along the degrees of
negativity, which make it possible to distinguish different subclasses of NPIs.
Zwarts (1997) mentions the modal verb brauchen (need) as an NPI that is
compatible with downward entailing triggers, but excluded from questions.

(4) *Wer
who

braucht
needs

Brot
bread

zu
to

kaufen?
buy

An NPI which can occur in all of the above-mentioned contexts is jemals
(ever). Note that it is still an NPI because it is excluded from sentences
without a licenser, as demonstrated in (2). Since I am only interested in iden-
tifying NPIs I will skip this subclassification issue and concentrate instead
on downward entailing contexts and interrogative constructions, although
subclassification naturally follows acquisition.

Another property of NPI licensing that will be simplified in the extraction
mechanism is its scopal restrictiveness. As Ladusaw (1996) summarizes there
seem to be various constraints at work such as the c-command relation,
the precedence of a licenser and the immediate scope (Linebarger (1980)).
Leaving these subtleties aside, I will define the scope of a licenser simply
as the clause in which the licenser appears, including all of its sub-clauses.
Thereby it holds that a more deeply embedded negative operator cannot
license NPIs in a higher position. An example of such a configuration is
given in (5-a). In this structural position nicht (not) cannot license an NPI
in the matrix clause (b).
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(5) a. [Was Frauen droht, [die dem Aufruf nicht folgen]], blieb unklar.
(It remained unclear [what was going to happen to women [who
do not follow the call]].)

b. *[Was . . . [. . .
what

nicht
not

folgen]]
follow

wurde
was

jemals
ever

gesagt.
said

3 The Basic Extraction Method

After having established the theoretical framework for our empirical study
of German NPIs, we can now proceed to the actual corpus work. Section 3.1
discusses the corpus and the methods which I employ. The extracted candi-
dates will be discussed in Section 3.2.

3.1 Methods

For the extraction mechanism the TüPP-D/Z corpus (Tübingen Partially
Parsed Corpus of Written German; see Ule and Müller (2004)) was used.
3 The TüPP-D/Z corpus is based on the electronic version of the German
newspaper die tageszeitung (taz ). It contains lemmatization, part-of-speech
tagging, chunking and clause boundaries. The section of TüPP-D/Z where
the method is applied consists of about 5.5 million sentences (to be exact
5,531,168) which contain 641,035 different lemmatized forms.

The NPI extraction procedure is basically done in three steps: clause
marking; lemmata counting; and quantitative evaluation.

Based on the lemmatization and the part-of-speech assignments in TüPP-
D/Z the clauses are classified according to the presence of an NPI licenser.
Basically, I require the licenser to impose downward entailment or to form
an interrogative construction. Thus the set of NPI licensers comprises lexical
licensers (e.g. nicht (not), niemals (never), kaum (hardly), question mark)
and structural licensers (e.g. the restrictor of universal quantifiers)4. Fu-
ture work will entail adding predicates with inherent negation and clausal
complements(e.g. bezweifeln (to doubt)).

After clause marking, for each lemma in the corpus the number of total
occurrences and the number of occurrences within the scope of a licenser are
extracted. We restrict ourselves (i) to lemmata which are not lexical licensers
and (ii) to lemmata which occur at least 40 times, because less frequent

3The internet homepage of TüPP-D/Z is http://www.sfs.uni-tuebingen.de/tupp.
4Although these do not trigger downward entailing contexts I also integrated the re-

strictors of superlatives as licensers, because they nevertheless license NPIs. However,
their number and influence is marginal.
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lemmata do not show a reliable occurrence pattern for polarity contexts. We
have to concede that this is a purely heuristic threshold. The resulting data
contain 34,957 lemmata.

In order to derive a list of NPI candidates, the ratio of contextual and
total occurrence is calculated for each lemma. Based on these context ratios
(CRs) a lemma ranking is set up. It can be shown that CR is equivalent to
mutual information (MI, e.g. as defined in Krenn (1999)) in that it yields
the same lemma ranking.5

3.2 Results: NPI candidates

The 20 highest CR-scored lemmata are shown in Table 14.1. Lemmata which
also appear in Kürschner (1983) as NPIs or as parts of NPIs are printed in
bold face. Lemmata that from my point of view show a tendency towards
negative polarity, but are not included in Kürschners collection, are in bold
face as well and are marked with an attached asterisk.

# Lemma CR

1 verdenken (to hold sth against
sb)

1.00

2 unversucht (unattempted) 1.00
3 *unterschätzender (to under-

estimate / gerundiv form)
1.00

4 umhin (around) 0.98
5 nachstehen (to be inferior) 0.98
6 lumpen (to splash out) 0.98
7 langgehen (to go along sth) 0.98
8 verhehlen (to conceal) 0.96
9 beirren (to disconcert) 0.96

10 genauer (more accurate) 0.96

# Lemma CR

11 geheuer(not odd) 0.96
12 unähnlich (not alike) 0.95
13 *wegdenken (to imagine sth not

there)
0.94

14 *allzuviel (too much) 0.92
15 sonderlich (particular) 0.91
16 *abneigen (to be averse to sth.) 0.91
17 behagen (to please) 0.90
18 hinwegtäuschen (to obscure the

fact)
0.89

19 dagewesen (precedent) 0.89
20 hingehören (to belong) 0.88

Table 14.1: The 20 highest ranked lemmata according to their CRs. The
mean of the CR values of all lemmata is 0.15 .

The candidate list as a whole looks promising and one can distinguish

5Given a lemma w with frequency Nw , the frequency of negative contexts Nneg and
furthermore Nw,neg as the frequency of w occurring in a negative context, the formal
definitions of CR and MI will then appear as follows:

(i)
CR := Nw,neg

Nw

MI := P (w,neg)
P (w)∗P (neg) = Nw,neg/N

(Nw/N)∗(Nneg/N) = Nw,neg

Nw
∗ N

Nneg

P (w, neg) is the probability of the co-occurrence of w and a negative context. It is obvious
that N

Nneg
has a constant value and hence is not substantial for the computation of the

ranking.
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four types of candidates:

1. Non-polysemous candidates: Lemmata such as sonderlich and nach-
stehen are non-polysemous and complete NPIs. But there are also
lemmata which clearly show negative polarity without being complete
NPIs, i.e. they rarely occur as NPIs without certain lexical material
surrounding them. Examples of non-polysemous, but incomplete NPIs
are umhin from umhinkönnen/umhinkommen (to have a choice to do
sth), lumpen from lumpen lassen (to splash out) and verhehlen from
verhehlen können (to be able to conceal).

2. Polysemous candidates: Some lemmata require only a negative con-
text when used in combination with certain other lemmata. Since these
lemmata allow for non-negative contexts, their CR values are generally
expected to be lower than those of the preceeding type. An instance
of this type of candidate is perhaps wegdenken, which is an NPI when
used as wegzudenken sein, but non-polar with an auxiliary as in weg-
denken müssen. Many other instances are at lower ranks such as Kram
(stuff) from in den Kram passen (to be welcome, lit. ’to fit in the stuff’)
ranked at 558, as well as brauchen ranked at 874, that only requires a
negative context, if it has a non-finite clausal complement. The grade
of polysemy culminates in complex NPIs, where the individual elements
have a rather low CR value, e.g. [nicht] alle Tassen im Schrank haben
(to have lost one’s marbles)6.

3. One finds several “pseudo-polarity items”(Hoeksema (1997)), that
have a stylistically motivated affinity for negation, but can still occur
outside negative contexts. And even here one can distinguish between
items which can stand alone (unähnlich) and which are lexically depen-
dent (hinwegtäuschen können (to be able to obscure the fact)). Since
the text style of the corpus influenced my data, I expect better results
from a more balanced corpus. If the extraction method is based on
the TüPP-D/Z alone, however, there does not seem to be a way to
automatically separate pseudo-NPIs from regular NPIs. Nevertheless,
pseudo-polarity can be interesting as an early (or late) state of polarity
sensitivity.

4. Finally, there are two lemmata in the candidate list (langgehen and
genauer), that I cannot classify as any of the types above. In other
words, they seem to be instances of noise.

6Tasse (cup) is the highest ranked lemma at position 6398.
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4 The Extraction Method for Complex NPIs

I have presented a method for automatically extracting a list of NPI can-
didates from a corpus. However, these NPI candidates are only single lem-
mata. The need to be able to account for multi-word expressions can be
shown for each of the candidate types above. First, it would enable us to
acquire complex, non-polysemous NPIs. Second, it would offer the means to
disambiguate polysemous candidates. Third, it would enable us to narrow
pseudo-polar candidates down to complex pseudo-NPIs. Fourth, it would
help us to check candidates that seem to be instances of noise. I would
therefore like to propose an enhancement to the basic method, in order to
account for complex expressions with an affinity for negation.

4.1 Methods

The starting point is the list of lemmata and their context ratios. We do a
collocation test for every lemma and ask for other lemmata that significantly
co-occur (i) in the same clause and (ii) in negative contexts. Doing this we
obtain a list of collocates for each of the lemmata. Afterwards we ask whether
or not there is a distribution pattern of lemma and collocate, which shows
higher or equal affinity to negative contexts than the lemma individually. If
that is the case, we then repeat the procedure again on the lemma-collocate
pair, which is now handled the way we handled single lemmata. In doing so
we obtain chains of lemmata as NPI candidates, which cannot be expanded
because they lack either collocates or a stronger affinity for negation.7 These
new complex NPI candidates are added to the original lemma ranking in
accordance with their context ratio.

The advantage of using the whole list of lemmata is that we have the
chance to detect complex NPIs such as alle Tassen im Schrank haben, where
the elements, taken individually, exhibit a rather free distribution with re-
spect to negative contexts, therefore being ranked much farther away from
the usual NPI suspects. The disadvantage is rather technical, but neverthe-
less meaningful to me: it is very time-consuming.8

As a collocation measure I integrate the G2 score, a derivative of Log-
likelihood (Rayson and Garside (2000)), since we are now confronted with
bigrams consisting of varying items, whereas in the basic mechanism the
distribution of a lemma is always evaluated with respect to negative contexts.
Lemnitzer (1997) and Villada-Moirón (2005) report the successful integration

7I also demand an overall frequency larger than 20.
8The implementation processes 100 lemmata in about 4 hours using a 2x 1GHz Pentium

III, 1GB RAM computer system.
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of G2 while working on comparable issues. The span of collocation testing
is a clause as annotated in TüPP-D/Z. Here the question arises of which
significance level to choose, as even a “strong” significance level at p < 0.01
(6.6) seems to be too weak (Lemnitzer (1997)). I chose a G2 score of 200 for
the examples below.

4.2 Results

Because of computational efforts, I have not yet carried out the enhanced
method on the whole list of lemmata. Instead, I applied the enhanced method
to the 200 highest ranked lemmata, which led to lemma chains, the 20 highest
ranked of which are depicted in Table 14.2. In the second column one encoun-
ters the lemma chains as generated by the enhanced method, while in the
third column I try to map those lemma chains to multi-word expressions. As
for single lemmata in Table 14.1, multi-word expressions are printed in bold
face, if they appear in Kürschner (1983), and are marked with an asterisk,
if they are NPIs according to my intuition, but are not found in Kürschners
collection.

The candidate list gives a promising impression, since most of the lemma
chains can be mapped to complex NPIs. In addition, the advantage of my
extraction method for complex NPIs can be exemplified for each of the four
candidate types sketched above. For non-polysemous candidates such as un-
versucht and lumpen it can be observed that they are completed. Polysemous
candidates such as trauen (den Augen trauen), Veranlassung (eine Veranlas-
sung sehen zu etw.) or verkneifen (verkneifen können) are disambiguated.
Pseudo-NPIs such as hinwegtäuschen are narrowed down to complex ones
(darüber hinwegtäuschen können, dass). Finally there is also an example of
a noisy candidate that successfully is checked: genauer is classified as being
part of the pseudo-NPI genaueres wissen.

The examples above are based on high-ranked lemmata. What if we start
from a lemma with a relatively low CR value? The results for the lemmata
Tasse (cup) ranked at 6398 and Kram (stuff) ranked at 558 are depicted
in the last two rows of Table 14.2. The compiled lemma chains lead to the
complex NPIs already mentioned in section 3.2, while their ranking position
has significantly improved compared to the individual lemmata due to a
higher CR value (ranking position 23 and 52, respectively). That exemplifies
how complex NPIs connected to low-ranked lemmata can enter the visual
field of the researcher.

Taking this as an encouraging step towards complex NPI acquisition,
there is, however, a small drop of bitterness: I suppressed three candidates
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# Lemma chain Multi-word expression CR

1 unversucht lassen etw. unversucht lassen (to leave sth. undone) 1.00
2 geheuer ganz ganz geheuer (not odd) 1.00
3 jedermanns Sache *jedermanns Sache sein (to be everyone’s cup

of tea)
1.00

4 umhin zu kommen umhinkommen (not to be bound to do sth.) 1.00
5 lumpen lassen sich lumpen lassen (not to splash out) 0.98
6 verkneifen können Sie *sich verkneifen können (to be able to deny

oneself sth.)
0.97

7 beirren lassen Sie sich beirren lassen (to let so. disconcert oneself) 0.97
8 genauer wissen genaueres wissen (to know sth. more precisely) 0.97
9 hinwegtäuschen können der

darüber dass
darüber hinwegtäuschen können, dass (to be able
to deceive so., that)

0.96

10 trauen Auge den Augen trauen (to belief one’s eyes) 0.95
11 Veranlassung sehen *eine Veranlassung sehen zu etw. (to have

reason to do sth.)
0.95

12 entmutigen lassen sich entmutigen lassen (to lose heart) 0.95
13 auslassen Gelegenheit *eine Gelegenheit auslassen (to miss an oppor-

tunity)
0.95

14 fackeln lange lange fackeln (to dither) 0.93
15 anhaben können etw. anhaben können (to be able to harm so.) 0.92
16 nützen es *es nützt etw. (it is of use) 0.92
17 einwenden gegen *etw. einzuwenden haben gegen (to have an

objection to sth.)
0.91

18 gar dabei dabei ... gar (???) 0.88
19 Hehl aus machen einen Hehl aus etw. machen (to make a secret

of)
0.87

20 Ahnung haben eine Ahnung haben (to have a clue) 0.85
xx Tasse Schrank (6398/23) alle Tassen im Schrank haben (not to have lost

one’s marbles)
0.86

yy Kram passen (558/52) *in den Kram passen (to be welcome) 0.70

Table 14.2: The 20 highest ranked complex candidates according to their CR
value and their mappings to multi-word expressions.

which undoubtedly have nothing to do with negative polarity. Their consid-
erably high CR value arises due to locally limited characteristics of the news-
paper corpus TüPP-D/Z. There is, for example, the lemma chain notwendi-
gerweise geben die auf Meinung wieder Seite erscheinend with a CR value of
1. It originates from the weekly ’Letters to the editor’ section of the corpus
newspaper, where the following note uses to appear: Die auf dieser Seite
erscheinenden Leserbriefe geben nicht notwendigerweise die Meinung der taz
wieder (The reader’s letters on this page don’t necessarily reflect the opinion
of the taz.). Since these highly recurrent notes are easily identified in the
candidate list on the basis of the length and the high CR value of the cor-
responding lemma chains I have not taken them into consideration in Table
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14.2. These odd candidates show, however, the dependence of the extraction
method on the corpus data.

While the latter candidates are undesirable, certain complex NPIs which
emerge from polysemous items cannot be identified. The verb brauchen, as
mentioned earlier, only requires a negative context if it has a clausal com-
plement. Separating the negative-polar from the non-polar variant requires
considering the complement structure, however, the complement structure is
not available in the TüPP-D/Z. When the extraction mechanism for com-
plex NPIs is applied to brauchen, we obtain the lemma chain brauchen zu (lit.
’need to’) which could be related to the negative-polar variant, but its CR
value is far from being salient (0.40). Therefore, complex NPIs that contain
syntactically but not lexically specified members seem to pose a problem for
our extraction mechanism.

Nevertheless, it illustrates how complex NPIs can be obtained, even ones
that were unnoticed so far. It also shows that the linguistic intuition of the
researcher is a crucial factor since he has to interpret unordered lemma chains.
After all, the output of my extraction method is a rather raw resource, but
it could be a significant help in searching for NPIs.

5 Conclusion

My starting point was the insight from van der Wouden (1997) that the
relation between an NPI and its licenser is of a collocational nature. Dis-
tributional profiles of lemmata in a partially parsed corpus of German were
compiled, mainly with the aid of lemmatization, part-of-speech tags and
clause structure annotation and with respect to negative contexts derived
from the semantic literature on NPIs. These profiles were used to compile
a list of NPI candidates. It was shown that a simple quantitative ranking
leads to promising candidates. It was also shown that the method can be
extended naturally to retrieve complex NPIs.
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Abstract. This article tackles the treatment of unheaded con-
stituents, mainly gerund phrases and measure noun phrases, in a
head-driven Data Oriented Parsing (DOP) model. These construc-
tions cannot be dealt with efficiently during parsing unless they are
treated differently to headed constructions during the creation and
training of the grammar. To this we suggest that they are not decom-
posed to smaller chunks/units during training because information in
such constructions cannot be derived or predicted later.

1 Introduction

This article tackles the treatment of unheaded constituents, mainly gerund
phrases and measure noun phrases, in a head-driven DOP model. It starts by
a brief presentation of DOP, a stochastic natural language model developed
by (Bod 1992; Bod 1993; Bod 1995). DOP bases processing of new input
on past analyses. At first, it borrowed a strong argument from psycholin-
guistics; that people register both frequencies and differences in frequencies
and that their preference for any particular analysis increases with the reg-
istered frequencies in ascending order ((Pearlmutter and MacDonald 1992;
Juliano and Tanenhaus 1993)). It soon became apparent though, that sta-
tistical foundations were not powerful enough by themselves to offer high
competence levels to a natural language processing (NLP) model. A head-
driven application of DOP, proposed by (Neumann 2003) and described in
more detail in section 3, placed more emphasis on the linguistic foundations
of the model. In this version of DOP, the notion of headedness is present
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all throughout the training and the testing phases of a grammar. In section
4 we will describe how unheaded constructions give rise to grammaticality
issues posing efficiency problems during parsing. Concentrating on gerund
phrases as well as measure noun phrases, we propose preserving these struc-
tures intact during the creation/training phase of the grammar. We conclude
with a discussion of how this modification offers an improved treatment of
unheaded constructions in a head-driven DOP model.

2 Introducing DOP

The innovation of DOP when it was first proposed was that it used fragments
of arbitrary size to model phrase structure. This was very different to other
models that used a predefined grammar and some corpus to train it ((Black,
Lafferty, and Roukos 1992; Pereira and Schabes 1992)). The framework itself
is described by a formal definition of 1)the representation to be used for
utterance analysis, 2)the components to be used in analysing a sentence and
the decomposition operations that produce them, 3)some set of operations
for combining the above components and, 4)a probability model to be used
in computing the most likely analysis.

Different instantiations to these parameters give rise to different DOP
models. In what follows, we will briefly describe the simplest instantiation
of DOP, known as Tree-DOP. As the name denotes, the representations used
for utterance analysis are syntactically labeled phrase structure trees and
subtrees (Fig 2). Even at this early stage, it is obvious that the capabilities
of this notation are rather limited, since it only describes the surface syntactic
structure of linguistic strings. It constitutes, however, a competent enough
starting point, mainly due to its simplicity. According to (Bod and Scha
1997; Bod and Scha 2003), a subtree of a tree T is valid if it consists of more
that one node, it is connected and, each of its nodes has the same daughters
as the corresponding node in T. In Fig 2, (b) is a valid subtree of the tree
(a), whereas (c) is not.
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The decomposition operations employed are Root and Frontier. The former takes any node of
T and turns it into the root of a new subtree, erasing all nodes of T but the selected one and
the ones it dominates. Frontier selects a set of nodes in a tree, other than its root, and erases all
subtrees these dominate. Applying Root to the VP node and Frontier to the set of NP nodes
in Fig 1(a) would, therefore, produce the subtrees in Fig 2(a) and Fig 2(b) respectively. When
processing a new input string, composition takes place in terms of leftmost substitution (Bod
[1995]:23) of a non-terminal leaf node (Fig 2(c)).
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Once all analyses have been generated, it is up to the probability model to suggest the best one.
Best for many years meant the most probable one. Recently, there has been a shift towards the
simplest analysis, or at least a way of combining likelihood and simplicity criteria (Bod [2003]).
The most well-known model used for disambiguation purposes is based on a simple frequency
counter. The probability of some X-rooted fragment t being used at some stage of the derivation
process is given by

P (t) =
|t|

n!

i=1

|fr(f)=X |
,

where |t| is the frequency of t and |fr(f)=X | is the frequency of all X-rooted subtrees in the
Treebank. The fragments are assumed to be stochastically independent, so the probability P (d)
of a certain derivation d = t1 ! t2 ! ... ! tn is the product of the probabilities of the individual
fragments.

P (d) = P (t1) # P (t2) # ... # P (tn) =
n"

i=1

P (ti)

In other stochastic models that do not allow for fragments of arbitrary size, and especially in
cases where the subtree depth is limited to one, the probability of a parse tree is equal to the
probability of the derivation it is identified with (Charniak [1997]). In DOP, however, assuming
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The decomposition operations employed are Root and Frontier. The for-
mer takes any node of T and turns it into the root of a new subtree, erasing
all nodes of T but the selected one and the ones it dominates. Frontier selects
a set of nodes in a tree, other than its root, and erases all subtrees these dom-
inate. Applying Root to the VP node and Frontier to the set of NP nodes
in Fig 2(a) would, therefore, produce the subtrees in Fig 2(a) and Fig 2(b)
respectively. When processing a new input string, composition takes place
in terms of leftmost substitution ((Bod 1995):23) of a non-terminal leaf node
(Fig 2(c)).
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Once all analyses have been generated, it is up to the probability model
to suggest the best one. Best for many years meant the most probable one.
Recently, there has been a shift towards the simplest analysis, or at least a
way of combining likelihood and simplicity criteria ((Bod 2003)). The most
well-known model used for disambiguation purposes is based on a simple
frequency counter. The probability of some X-rooted fragment t being used
at some stage of the derivation process is given by

P (t) =
|t|

n∑
i=1

|fr(f)=X |
,

where |t| is the frequency of t and |fr(f)=X | is the frequency of all X-rooted
subtrees in the Treebank. The fragments are assumed to be stochastically
independent, so the probability P (d) of a certain derivation d = t1 ◦ t2 ◦ ...◦ tn
is the product of the probabilities of the individual fragments.

P (d) = P (t1)× P (t2)× ...× P (tn) =
n∏

i=1

P (ti)

In other stochastic models that do not allow for fragments of arbitrary
size, and especially in cases where the subtree depth is limited to one, the
probability of a parse tree is equal to the probability of the derivation it is
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identified with ((Charniak 1997)). In DOP, however, assuming all derivations
dj for T are mutually exclusive, the probability of a parse tree T is simply
the sum of the probabilities of its individual derivations.

P (T ) =
m∑

j=1

dj =
m∑

j=1

n∏
i=1

P (tij)

3 Head-driven approximation of DOP

As mentioned in section 2, the use of simple atomic symbols prevents DOP
from becoming a very powerful natural language processing (NLP) tool.
When keeping these labels very general (e.g. NP, VP, etc), even account-
ing for phenomena as simple as number agreement becomes challenging.
If, on the other hand, the labels become very specific (e.g. NPsingular vs
NPplural), the number of symbols and rules explodes and many generalisa-
tions are missed. Consequently, the use of such symbols to describe linguistic
objects is broadly considered inadequate. Constraint-based formalisms, on
the other hand, are generally deemed as more powerful. Lexical Functional
Grammar (LFG) ((Bresnan 2001)), for example, makes use of multiple levels
of representation for object description. These levels are linked by map-
pings constrained by principles of correspondence to ensure compatibility of
information at the different levels. An LFG-DOP model taking advantage
of the parallel levels of representation and the mappings between them was
developed by (Bod and Kaplan 2003).

Another constraint-based formalism, well known for being highly lexical-
ist and using a single yet complex type of structured objects, the feature
structure, to model linguistic information, is Head-driven Phrase Structure
Grammar (HPSG, (Pollard and Sag 1994)). When considering an HPSG
approach to DOP, two key questions arise. What would the fragments of an
HPSG treebank look like and, what would the appropriate probabilities for
these fragments be? One way of envisaging an HPSG treebank is as con-
sisting of feature graphs providing partial descriptions of objects, as opposed
to syntactic tree structures. (Simov 2002) presents some work carried out
within the BulTreeBank project on creating a syntactically annotated HPSG
corpus. The fragments in the corpus, feature graphs or morphs, as defined
in (King 1994), provide very detailed descriptions of linguistic objects, ade-
quately describing a grammar without any loss in generality ((Simov 2002)).
(Abney 1997) provides a good discussion on how to define an accurate prob-
abilistic model for attribute-value grammars. These morphs, however, suffer
in human readability making the task of combining DOP with the HPSG
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formalism quite complex. Moreover, HPSG corpora are not yet widely avail-
able.

The view we will adopt on what an HPSG corpus looks like for the pur-
poses of this paper is based on an HPSG oriented DOP model developed
by (Neumann 2003). In this model a Stochastic Lexicalised Tree Grammar
(SLTG) is extracted from an HPSG source grammar and a given corpus.
The process of creating a treebank in this model consists of two steps. First,
all sentences of a given training corpus are parsed using some predefined
HPSG source grammar. Then, an SLTG is extracted from the results which
is subsequently used for further processing. The competition sets required
for calculating the probability of fragments in the treebank are identified by
syntactic category labels, just like in the case of Tree-DOP.

The representation used for utterance analysis in this version of DOP
are syntactically labeled phrase structure trees, that, nevertheless, diverge
from their Tree-DOP counterparts. The difference is that node labels rep-
resent the HPSG rule schema applied during the corresponding derivation
step (Fig 3(a)). The decomposition operations are guided by the head fea-
ture principle in order to preserve headedness information in the trees. This
makes them linguistically more enhanced. Decomposition takes place as fol-
lows. Non-head subtrees of the initial SLTG tree are cut off and the cutting
points are marked for substitution (Fig 3(b)). Substitution nodes are la-
beled by the syntactic category of the erased constituent rather than the
corresponding HPSG rule. This process is recursive, so it further processes
individually each of the subtrees that are cut off. As a result, each of the
extracted subtrees is anchored at exactly one lexical item, known as its head
lexical anchor. The path leading from the head lexical anchor to the root of
the tree in question is known as its head chain (highlighted in bold in Fig
3(a)). Each subtree of the head chain is also copied in the treebank thus
amplifying the domain of the initial grammar since trees only appearing in
head position during training can also appear in a non-head position when
analysing new input. (Neumann 2003) also introduced in this version of
DOP a new destructive operation that deals with modifier unattachment by
raising the head daughter of a modifier construction to the position of the
mother. Unattaching, for example, the modifier construction “adjh-i” in Fig
3(a) will produce the structure in Fig 3(c). In cases of multiple modifiers,
the process is applied recursively unattaching one modifier at a time (for a
more detailed description see (Neumann 2003)).

The strongest point of Neumann’s decomposition operation over Bod’s
is that it is linguistically more grounded. The trees are always anchored at
their lexical heads as opposed to random lexical items. This together with the
fact that node category labels are defined in the type hierarchy of the original
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are labeled by the syntactic category of the erased constituent rather than the corresponding
HPSG rule. This process is recursive, so it further processes individually each of the subtrees
that are cut o!. As a result, each of the extracted subtrees is anchored at exactly one lexical
item, known as its head lexical anchor. The path leading from the head lexical anchor to the
root of the tree in question is known as its head chain (highlighted in bold in Fig 3(a)). Each
subtree of the head chain is also copied in the treebank thus amplifying the domain of the ini-
tial grammar since trees only appearing in head position during training can also appear in a
non-head position when analysing new input. Neumann [2003] also introduced in this version
of DOP a new destructive operation that deals with modifier unattachment by raising the head
daughter of a modifier construction to the position of the mother. Unattaching, for example,
the modifier construction “adjh-i” in Fig 3(a) will produce the structure in Fig 3(c). In cases of
multiple modifiers, the process is applied recursively unattaching one modifier at a time (for a
more detailed description see Neumann [2003]).
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Figure 3: HPSG-DOP fragments

The strongest point of Neumann’s decomposition operation over Bod’s is that it is linguistically
more grounded. The trees are always anchored at their lexical heads as opposed to random
lexical items. This together with the fact that node category labels are defined in the type
hierarchy of the original HPSG grammar and they express equivalence classes enables an HPSG
like expansion of the SLTG trees according to the relevant feature constraints in a later o!-
line stage. As a result, the produced parse trees are linguistically founded to a greater extent
than their corresponding Tree-DOP counterparts, enabling them both to go beyond the level of
surface constituency and to be lexically more sensitive.

The above described decomposition operation limits the number of lexical anchors of each subtree
to one, thus waving one of the most favoured properties of DOP; its ability to capture and study
lexical cooccurrencies. An alternative way of decomposing trees would be something more along
the lines of Neumann [1998]. Root applies as in the more traditional version of Tree-DOP. Then
a head-driven version of Frontier, which we will call HFrontier, will select any set of non-head
nodes and will erase all subtrees these dominate. HFrontier preserves the minimum of one lexical
anchor (i.e. the head lexical anchor) while at the same time it poses no restriction, other than
those posed by the tree structure itself, to the maximum number of anchors.

4 Unheaded constructions

This way of decomposing fragments covers the vast majority of syntactic structures in English as
well as in most other languages. There are, however, structures where identifying a head is not
a trivial task. Exocentric structures (e.g. measure noun phrases) and idiosyncratic endocentric
(e.g. gerund phrases) involve cases where either no single head daughter can be identified, or
one is present, but the phrase as a whole exhibits a peculiar syntactic distribution in that it is
not predictable from its head daughter (Malouf [2000]).

4

HPSG grammar and they express equivalence classes enables an HPSG like
expansion of the SLTG trees according to the relevant feature constraints in
a later off-line stage. As a result, the produced parse trees are linguistically
founded to a greater extent than their corresponding Tree-DOP counterparts,
enabling them both to go beyond the level of surface constituency and to be
lexically more sensitive.

The above described decomposition operation limits the number of lex-
ical anchors of each subtree to one, thus waving one of the most favoured
properties of DOP; its ability to capture and study lexical cooccurrencies.
An alternative way of decomposing trees would be something more along the
lines of (Neumann 1998). Root applies as in the more traditional version of
Tree-DOP. Then a head-driven version of Frontier, which we will call HFron-
tier, will select any set of non-head nodes and will erase all subtrees these
dominate. HFrontier preserves the minimum of one lexical anchor (i.e. the
head lexical anchor) while at the same time it poses no restriction, other than
those posed by the tree structure itself, to the maximum number of anchors.

4 Unheaded constructions

This way of decomposing fragments covers the vast majority of syntactic
structures in English as well as in most other languages. There are, how-
ever, structures where identifying a head is not a trivial task. Exocentric
structures (e.g. measure noun phrases) and idiosyncratic endocentric (e.g.
gerund phrases) involve cases where either no single head daughter can be
identified, or one is present, but the phrase as a whole exhibits a peculiar
syntactic distribution in that it is not predictable from its head daughter
((Malouf 2000)).

Starting with gerund phrases (VGerPs), our discussion will employ exam-
ples of such phrases in coordinate structures (Fig 4), because coordination
offers an environment where the peculiarities of VGerPs can be exhibited in
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a more evident way.
Starting with gerund phrases (VGerPs), our discussion will employ examples of such phrases in
coordinate structures (Fig 4), because coordination o!ers an environment where the peculiarities
of VGerPs can be exhibited in a more evident way.
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Figure 4: Coordinate structures with VGerPs

Consider the following:

1. His shouting and her swearing bother me.

2. Him shouting and her swearing bothers me.

Gerunds are well known for having nominal external distribution and verbal internal structure.
The issue of whether they are more NP-like or VP-like constituents has attracted considerable
attention (Quirk et al. [1985], Pullum [1991]). Malouf [1996, 2000] attributes the distributional
peculiarities of gerunds to the fact that they are headed by words belonging to a mixed category,
thus inheriting part nominal part verbal properties. In sentence 1 his and her serve as specifiers
to shouting and swearing respectively. As a result, the conjunct sisters show NP-like behaviour,
which is passed to the mother and is reflected through number agreement with the main verb
bother. In sentence 2, him and her serve as subjects, making the conjunct sisters behave in a
VP-like manner. This is again passed on to the mother, which constitutes a VP subject thus
agreeing with a third person singular verb.

Even though gerund phrases (VGerPs) constitute headed constructions, their behaviour cannot
be predicted from their head daughter. In the examples above, it was the case (genitive and
accusative respectively) of the determiners (i.e. the non-head daughters) that identified the
external distribution of the VGerPs. Moreover, according to the Coordination Principle the
CAT1 and NONLOCAL2 value of each daughter is identical to that of the mother (Pollard and
Sag [1994]). Hence the two VGerP types cannot be mixed in a single coordinate structure as
exhibited in the example John’s shouting and Mary swearing !bothers/ !bother me.

When creating an SLTG treebank, trees are currently decomposed by HFrontier which can apply
to any set of non-head nodes (see section 3). Consequently, it can apply to both subjh conjunct
sisters in Fig 5(a) producing the tree in Fig 5(b). Even though internal nodes in the SLTG are
labeled by symbols representing HPSG rule schemata, root and substitution nodes are labeled
by the same atomic symbols used in Tree-DOP (i.e. VP, NP, S, etc). These symbols do not
employ features which makes them rather weak in the sense that they are either too general
or too specific (see section 3). In this case the problem arises from them being too general
to encode anything beyond surface structure constituency. Consequently, a VGerP provides
information about the category of the item in question, but it says nothing about its internal
structure. Assuming that the specifier-head his shouting and the subject-head him swearing
VGerPs are also in the treebank, there is nothing to prevent the two from being coordinated.
They are both rooted at VGerp, so they could both be substituted onto the tree in Fig 5(b)
generating strings like !His shouting and him swearing bothers me. It seems, therefore, that the
SLTG overgenerates in this case giving rise to grammaticality issues. In the full HPSG-DOP
model the problem will, of course, become evident during the expansion of the relevant feature

1This feature is used in HPSG to identify the category of an item.
2This feature encodes information relating to non local dependencies.
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1. His shouting and her swearing bother me.
2. Him shouting and her swearing bothers me.

Gerunds are well known for having nominal external distribution and verbal
internal structure. The issue of whether they are more NP-like or VP-like
constituents has attracted considerable attention ((Quirk, Greenbaun, Leech,
and Svartvik 1985; Pullum 1991)). (Malouf 1996; Malouf 2000) attributes
the distributional peculiarities of gerunds to the fact that they are headed
by words belonging to a mixed category, thus inheriting part nominal part
verbal properties. In sentence 1 his and her serve as specifiers to shouting
and swearing respectively. As a result, the conjunct sisters show NP-like
behaviour, which is passed to the mother and is reflected through number
agreement with the main verb bother. In sentence 2, him and her serve as
subjects, making the conjunct sisters behave in a VP-like manner. This is
again passed on to the mother, which constitutes a VP subject thus agreeing
with a third person singular verb.

Even though gerund phrases (VGerPs) constitute headed constructions,
their behaviour cannot be predicted from their head daughter. In the ex-
amples above, it was the case (genitive and accusative respectively) of the
determiners (i.e. the non-head daughters) that identified the external distri-
bution of the VGerPs. Moreover, according to the Coordination Principle
the CAT1 and NONLOCAL2 value of each daughter is identical to that of
the mother ((Pollard and Sag 1994)). Hence the two VGerP types cannot
be mixed in a single coordinate structure as exhibited in the example John’s
shouting and Mary swearing ?bothers/ ?bother me.

When creating an SLTG treebank, trees are currently decomposed by
HFrontier which can apply to any set of non-head nodes (see section 3).

1This feature is used in HPSG to identify the category of an item.
2This feature encodes information relating to non local dependencies.
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Consequently, it can apply to both subjh conjunct sisters in Fig 4(a) produc-
ing the tree in Fig 4(b). Even though internal nodes in the SLTG are labeled
by symbols representing HPSG rule schemata, root and substitution nodes
are labeled by the same atomic symbols used in Tree-DOP (i.e. VP, NP, S,
etc). These symbols do not employ features which makes them rather weak
in the sense that they are either too general or too specific (see section 3). In
this case the problem arises from them being too general to encode anything
beyond surface structure constituency. Consequently, a VGerP provides in-
formation about the category of the item in question, but it says nothing
about its internal structure. Assuming that the specifier-head his shouting
and the subject-head him swearing VGerPs are also in the treebank, there is
nothing to prevent the two from being coordinated. They are both rooted at
VGerp, so they could both be substituted onto the tree in Fig 4(b) generating
strings like ?His shouting and him swearing bothers me. It seems, therefore,
that the SLTG overgenerates in this case giving rise to grammaticality issues.
In the full HPSG-DOP model the problem will, of course, become evident
during the expansion of the relevant feature constraints, but this comes later
resulting in time and space inefficiencies. We need, therefore, to modify the
grammar (i.e. the way it is created) to enable appropriate handling of such
cases.
constraints, but this comes later resulting in time and space ine!ciencies. We need, therefore,
to modify the grammar (i.e. the way it is created) to enable appropriate handling of such cases.
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Figure 5: SLTG trees of the sentence Him shouting and her swearing bothers me.

The issue at this point is to determine what information is relevant to keep. Clearly, we do not
want to abstract on the conjunct since it is the element that identifies this type of construction.
We would also want to avoid abstracting too much information from the conjunct sisters since
they pose certain constraints on the CAT and NONLOCAL value of their mother especially
in cases like this where this information cannot be fully predicted from their head daughters.
It seems, therefore, logical to assume that for a sentence like 2 of structure such as the one
in Fig 5(a), we would like to produce a subtree that would be anchored at the determiners,
the gerunds, the conjunct and the main verb. Keeping the determiners in the tree means that
their mothers (represented by the HPSG rule3 corresponding to the derivation of each conjunct
sister) are explicitly stated in the relevant tree structures. If such nodes are not marked for
substitution in any of the trees they appear or, in other words, if we can no longer produce the
tree in Fig 5(b), then there is no way of generating a structure that conjoins a subjh and a hspec
VGerP.

HFrontier should not, therefore, apply to the subjh non-head sisters of the conjunct, but rather
jump one level down. We can achieve this by enforcing HFrontier to apply only to non-head
nodes that have a fully functional head daughter. The term fully functional head daughter is
used to refer to a head daughter that exists, and from which the properties of the mother can be
fully predicted. This restriction is independent of the internal tree structure (whether binary,
ternary or n-ary).

Measure noun phrases constitute typical examples of exocentric structures. Such structures are
considered by some as defective noun phrases (Ross [1995]), because they do not behave as
prototypical NPs. They exhibit distributional idiosyncrasies and agreement discord, two char-
acteristics typically not bared by most NPs. With respect to the former characteristic measure
noun phrases are known to behave di"erently in attributive and predicative adjective phrases
(sentences 3-5). With respect to the latter, they seem to be plausibly referenced or modified by
singular determiners even though their head might be plural (sentences 6-7). Moreover, they
cannot be pluralised.

3 He ran a two mile long race.

4 He ran a two mile race.

5 He ran a race that was two miles / !two mile.

6 This ten pounds I received from John.

7 She gambled fifty pounds and she lost it.

An interesting analysis was proposed by Flickinger and Bond [2003] who suggested a two rule ac-
count of such phrases within the HPSG framework. In short, what they propose is an exocentric

3In fact the names of the rules mentioned in the figures are as in the LinGO ERG. Subject-head, specifier-head
and head-complement constructions, for example, are referred to by subjh, hspec and hcomp respectively.
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that their mothers (represented by the HPSG rule3 corresponding to the
derivation of each conjunct sister) are explicitly stated in the relevant tree
structures. If such nodes are not marked for substitution in any of the trees
they appear or, in other words, if we can no longer produce the tree in
Fig 4(b), then there is no way of generating a structure that conjoins a subjh
and a hspec VGerP.

HFrontier should not, therefore, apply to the subjh non-head sisters of the
conjunct, but rather jump one level down. We can achieve this by enforcing
HFrontier to apply only to non-head nodes that have a fully functional head
daughter. The term fully functional head daughter is used to refer to a head
daughter that exists, and from which the properties of the mother can be
fully predicted. This restriction is independent of the internal tree structure
(whether binary, ternary or n-ary).

Measure noun phrases constitute typical examples of exocentric struc-
tures. Such structures are considered by some as defective noun phrases
((Ross 1995)), because they do not behave as prototypical NPs. They ex-
hibit distributional idiosyncrasies and agreement discord, two characteristics
typically not bared by most NPs. With respect to the former character-
istic measure noun phrases are known to behave differently in attributive
and predicative adjective phrases (sentences 3-5). With respect to the latter,
they seem to be plausibly referenced or modified by singular determiners even
though their head might be plural (sentences 6-7). Moreover, they cannot
be pluralised.

3 He ran a two mile long race.
4 He ran a two mile race.
5 He ran a race that was two miles / ?two mile.
6 This ten pounds I received from John.
7 She gambled fifty pounds and she lost it.

An interesting analysis was proposed by (Flickinger and Bond 2003) who
suggested a two rule account of such phrases within the HPSG framework.
In short, what they propose is an exocentric MP (measure phrase) rule com-
bining a numeral (like “two”) and a plural noun (like “miles”) to produce the
singular N̄ (“two miles”). The inflectional difference appearing in attributive
and predicative usage of measure phrases (sentence 4 vs 5) is not a difference
in number. The noun “mile” in attributive usage is considered to be the stem
form of the word. This is a peculiarity of the MP rule that allows uninflected

3In fact the names of the rules mentioned in the figures are as in the LinGO ERG.
Subject-head, specifier-head and head-complement constructions, for example, are referred
to by subjh, hspec and hcomp respectively.
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word forms to take part in the formation of a phrasal sign. The distinction is
captured by enforcing the binary INFL value4 of the sign mile to be identical
to the PRD value5 of its mother. Consequently, an attributive MP ([PRD
−]) has to be uninflected ([INFL −]) and vice versa. The resulting structure
is considered to be unheaded, since it consists of a numeral and a noun, nei-
ther of which can license the distribution of the mother as a degree specifier
(sentence 3) or as a singular NP (sentences 6-7). The attributive form of N̄
(i.e. [PRD −]) can then be combined with another noun by the noun-noun
compound rule to produce a compound NP (sentence 4).

Incorporating the MP rule in an SLTG entails addition of the stem forms
of nouns in the lexicon. Some filtering criteria are also essential for avoiding
overusage of these stem forms that are going to look like the singular forms
of nouns. If we assume that all trees rooted at a non-head node can be cut
off, we run into the same problem as before. Consider the following example.
The tree-structure for the sentence The boys ran a two mile race would look
like the tree in Fig 4(a). Applying HFrontier to the upper hspec node and
the measure-np node will produce the tree in Fig 4(b).

MP (measure phrase) rule combining a numeral (like “two”) and a plural noun (like “miles”) to
produce the singular N̄ (“two miles”). The inflectional di!erence appearing in attributive and
predicative usage of measure phrases (sentence 4 vs 5) is not a di!erence in number. The noun
“mile” in attributive usage is considered to be the stem form of the word. This is a peculiarity
of the MP rule that allows uninflected word forms to take part in the formation of a phrasal
sign. The distinction is captured by enforcing the binary INFL value4 of the sign mile to be
identical to the PRD value5 of its mother. Consequently, an attributive MP ([PRD !]) has to
be uninflected ([INFL !]) and vice versa. The resulting structure is considered to be unheaded,
since it consists of a numeral and a noun, neither of which can license the distribution of the
mother as a degree specifier (sentence 3) or as a singular NP (sentences 6-7). The attributive
form of N̄ (i.e. [PRD !]) can then be combined with another noun by the noun-noun compound
rule to produce a compound NP (sentence 4).

Incorporating the MP rule in an SLTG entails addition of the stem forms of nouns in the lexicon.
Some filtering criteria are also essential for avoiding overusage of these stem forms that are going
to look like the singular forms of nouns. If we assume that all trees rooted at a non-head node
can be cut o!, we run into the same problem as before. Consider the following example. The
tree-structure for the sentence The boys ran a two mile race would look like the tree in Fig 6(a).
Applying HFrontier to the upper hspec node and the measure-np node will produce the tree in
Fig 6(b).
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Figure 6: SLTG analysis for the utterance ”The boys ran a two mile race”.

Suppose now the trees in Fig 7 also exist in the treebank.
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Figure 7: Two di!erent SLTG analyses for the string two miles.

When trying to parse the ill-formed string The boys ran a two miles race, our SLTG is going to
find a great many parses using the first tree and a few, assuming measure noun phrases are not
a very common phenomenon in the corpus used to derive the treebank, using the second. The
fact remains, however, that the string is going to be grammatical according to the particular
SLTG because both trees can be substituted onto the tree in Fig 6(b). In the full HPSG-DOP
model the problem will again become evident at the later o"ine stage where trees are expanded

4[INFL +] stands for inflected, while [INFL !] for uninflected
5[PRD +] means predicative and [PRD !] attributive usage

7

Suppose now the trees in Fig 4 also exist in the treebank.
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our SLTG is going to find a great many parses using the first tree and a
few, assuming measure noun phrases are not a very common phenomenon in
the corpus used to derive the treebank, using the second. The fact remains,
however, that the string is going to be grammatical according to the partic-
ular SLTG because both trees can be substituted onto the tree in Fig 4(b).

4[INFL +] stands for inflected, while [INFL −] for uninflected
5[PRD +] means predicative and [PRD −] attributive usage
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MP (measure phrase) rule combining a numeral (like “two”) and a plural noun (like “miles”) to
produce the singular N̄ (“two miles”). The inflectional di!erence appearing in attributive and
predicative usage of measure phrases (sentence 4 vs 5) is not a di!erence in number. The noun
“mile” in attributive usage is considered to be the stem form of the word. This is a peculiarity
of the MP rule that allows uninflected word forms to take part in the formation of a phrasal
sign. The distinction is captured by enforcing the binary INFL value4 of the sign mile to be
identical to the PRD value5 of its mother. Consequently, an attributive MP ([PRD !]) has to
be uninflected ([INFL !]) and vice versa. The resulting structure is considered to be unheaded,
since it consists of a numeral and a noun, neither of which can license the distribution of the
mother as a degree specifier (sentence 3) or as a singular NP (sentences 6-7). The attributive
form of N̄ (i.e. [PRD !]) can then be combined with another noun by the noun-noun compound
rule to produce a compound NP (sentence 4).

Incorporating the MP rule in an SLTG entails addition of the stem forms of nouns in the lexicon.
Some filtering criteria are also essential for avoiding overusage of these stem forms that are going
to look like the singular forms of nouns. If we assume that all trees rooted at a non-head node
can be cut o!, we run into the same problem as before. Consider the following example. The
tree-structure for the sentence The boys ran a two mile race would look like the tree in Fig 6(a).
Applying HFrontier to the upper hspec node and the measure-np node will produce the tree in
Fig 6(b).

root-cl . S

subjh

hspec

det noun-le

hcomp

fin-verb-le hspec

det-sg
noun-n-
cmpnd

measure-np

bare-card-le noun-le-stem

noun-le

root-cl . S

subjh

(:SUBST . NP) hcomp

fin-verb-le hspec

det-sg
noun-n-
cmpnd

(:SUBST . N̄) noun-le

(a) Initial tree (b) Subtree produced by HFrontier

Figure 6: SLTG analysis for the utterance ”The boys ran a two mile race”.

Suppose now the trees in Fig 7 also exist in the treebank.

(adjn-i . N̄)

bare-unspecfd-
card

two

intr-
noun

miles

(measure-np . N̄)

bare-unspecfd-
card

two

intr-
noun

miles

Figure 7: Two di!erent SLTG analyses for the string two miles.

When trying to parse the ill-formed string The boys ran a two miles race, our SLTG is going to
find a great many parses using the first tree and a few, assuming measure noun phrases are not
a very common phenomenon in the corpus used to derive the treebank, using the second. The
fact remains, however, that the string is going to be grammatical according to the particular
SLTG because both trees can be substituted onto the tree in Fig 6(b). In the full HPSG-DOP
model the problem will again become evident at the later o"ine stage where trees are expanded

4[INFL +] stands for inflected, while [INFL !] for uninflected
5[PRD +] means predicative and [PRD !] attributive usage

7

In the full HPSG-DOP model the problem will again become evident at the
later offline stage where trees are expanded according to the relevant feature
constraints. At this stage unification will fail either because the NUM values
of race and two miles are incompatible (if the first tree in Fig 4 was used) or
because the INFL value of miles (i.e. +) and the PRD value of its mother
(required to be − by the noun-noun compound rule) are not compatible (if
the second tree in Fig 4 was used). Since unification is bound to fail in both
cases, the processing resources required in deriving these trees have been
wasted.

If, however, HFrontier can only select non-head nodes that have at least
one head daughter, then the tree in Fig 4(b) can no longer be produced.
The measure-np node of the tree in Fig 4(a) is non-head, but since it has no
fully functional head daughter, it cannot be abstracted. As a result ?The
boys ran a two miles race can no longer be generated by our SLTG, or at
least not by using some subtree of the tree in Fig 4(a). The full impact of
this analysis in practice still needs to be evaluated because measure NPs have
been incorporated only partially (to the best of our knowledge) in the LinGO
English Resource Grammar (ERG). It is only in their attributive usage that
the Lingo ERG analysis corresponds to the above. Consider the following
examples.

8 They gave me ten dollars, but I spent it.
9 They gave me this ten dollars to spend.

10 They gave me ten presents but I did not like any of them.
11 They gave me a ten dollar note.

Ten dollars and ten dollar are predicative and attributive measure noun
phrases respectively, while ten presents is a prototypical NP. LinGO ERG,
however, treats examples 8 and 9 in exactly the same way as 10, a cardinal
adjective that combines with a noun to form a prototypical noun phrase.
As a result, the analysis provided for 8 is different to the above described,
while parsing 9 simply fails since the NUM value of the determiner this and
the following NP ten dollars are incompatible. Even in the case of 11, ten
dollar is a measure noun phrase which, nevertheless, serves as an adjective
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that modifies note rather than as part of the noun-noun compound ten dollar
note.

A plausible issue that can be raised here is to what extent the problems
discussed so far are caused by the way fragments are decomposed in DOP
as opposed to being inherent in the notation adopted. Is HFrontier to blame
or is it that we use the extracted SLTG for parsing rather than full blown
feature structures? In other words, is all this any different to other types of
missing agreement relations in similar models?

synsem

cat

head noun

prd 1

val
spr []

comps

cont

indx
per 3rd

num sing

key 2 degree rel

rels 2 + 3 + 4

infl 1

l-dtr synsem

cat

head card adj

val comps

cont
indx 5

rels 3

r-dtr synsem

cat

head noun

val spr []

cont
indx 5

rels 4

infl 1 !

synsem

cat

head noun

prd 1

val
spr []

comps

cont

indx
per 3rd

num sing

key 2 degree rel

rels 2 + 3 + 4

infl 1

l-dtr synsem cont
indx 5

rels 3

r-dtr synsem
cont

indx 5

rels 4

infl 1

(a) Initial feature structure (before mofification)
(b) Feature structure produced by HFrontier

Figure 8: Possible fragments of a “true” HPSG-DOP model.

5 Conclusions and Future work

From the analysis presented in this paper we conclude that unheaded constructions need special
treatment in the case of head-driven NLP models. When percolation of information breaks down
along the path of the head chain issues of grammaticality and overgeneration arise. We need
to ensure that this information is explicitly incorporated as part of the grammar since it is not
always possible to predict it otherwise. In SLTGs this can be achieved during the creation of
the grammar by not abstracting nodes that do not have a fully functional head daughter (see
section 4). As a result, not only we have an adequate description of unheaded constructions in
the grammar, but we also avoid unification in places where it is bound to fail. Future work in
this area will address the issue of whether modification constructions are dealt with e!ciently
in the current head-driven version of DOP. In parallel, we will further investigate the possibility
of a formal description of a DOP model employing feature structures.
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9

The reason why we distinguish the above structures is that they still pose
a problem in what we envisage as a possible DOP model working directly
with feature structures. Fig 4(a) shows a feature structure for the string “two
mile”. We assume that the equivalent of marking a node for substitution in
this model is to abstract from the feature structure all information derived
from the daughter in question, other than re-entrancies. Re-entrancies are
left intact because they seem to be determined by the rule identifying the
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construction and not by the specific signs taking part in the formation of the
sign serving as the mother. If both daughters are marked for substitution
in unheaded constructions, the resulting feature structure is as in Fig 4(b).
One issue about this structure is that it directly contradicts one of the most
salient characteristics of HPSG, its being a highly lexicalist formalism. In
addition, the INFL and PRD values of the SYNSEM of the mother are bound
to the same object as the INFL value of the SYNSEM of the right daughter,
but we do not have any other information about the nature of the object
(i.e. whether it is + or −). As a result, when parsing the ill-formed string
“two miles race”, “two” can unify with [INFL +] “miles” to form the [PRD
+] “two miles”, which of course will only lead to unification failure later
since the noun-noun compound rule requires its left daughter to be [PRD −].
Conversely, if HFrontier is forced to leave both daughters intact the fragment
in Fig 4(b) can no longer be produced, at least not from the initial fragment
in Fig 4(a).

5 Conclusions and Future work

From the analysis presented in this paper we conclude that unheaded con-
structions need special treatment in the case of head-driven NLP models.
When percolation of information breaks down along the path of the head
chain issues of grammaticality and overgeneration arise. We need to ensure
that this information is explicitly incorporated as part of the grammar since it
is not always possible to predict it otherwise. In SLTGs this can be achieved
during the creation of the grammar by not abstracting nodes that do not
have a fully functional head daughter (see section 4). As a result, not only
we have an adequate description of unheaded constructions in the grammar,
but we also avoid unification in places where it is bound to fail. Future work
in this area will address the issue of whether modification constructions are
dealt with efficiently in the current head-driven version of DOP. In parallel,
we will further investigate the possibility of a formal description of a DOP
model employing feature structures.
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ABSTRACT. Following Bierwisch (1989) and Kennedy’s (1999) analysis of 
antonymous scalar adjectives in polar opposition, this paper argues that the inference 
patterns and acceptability judgments used to justify the differentiation between positive 
and negative terms extend to antonymous prepositions, such that those prepositions 
denoting that the distance between a figure and reference object is greater than or equal 
to zero are positive, while those denoting distance greater than zero are negative.  After 
a brief discussion of cross-linguistic motivations for this distinction, this paper contends 
that antonymous prepositional pairs, in particular, the to(wards)/ (away) from complex, 
parallel their adjectival counterparts with respect to complementarity of terms, 
lexicalization patterns,  cross-polar anomaly, NPI-licensing and the default status of the 
positive term.   

1 Polar Opposition in Antonymous Adjectival 
Pairs 
While the general principle of markedness has been used to account for a 
multitude of linguistic phenomena, in subfields as diverse as phonology, 
morphosyntax, and semantics, for the purpose of the current paper, it is useful to 
focus on the sense of markedness that has been traditionally employed to deal 
with the semantics of pairs of gradable antonyms.  Under this analysis, pairs such 
as tall/short, wide/narrow, and safe/dangerous, that are related to a single scale 
or property P (e.g., height, width, safety), have an “unmarked” term, which 
relates an object to a relatively high degree of P and a “marked” term, which 
relates an object to a relatively low degree of P (Lehrer & Lehrer 1982, Lehrer 
1985).  For example, both members of the pair tall/short relate an object to a 
degree of height; short (marked) to a relatively low degree of height and tall 
(unmarked) to a relatively high degree of height.   

This sense of markedness is closely related to the notion of polar opposition, 
as it applies to antonymous pairs such that the unmarked member of a pair is 
                                                        
1 I would like to thank the two anonymous reviewers for taking the time to read and offer 
constructive feedback on this paper.  Additionally, I am grateful to Martin Hackl for 
many insightful discussions.  Any shortcomings that remain are, of course, my own. 

Proceedings of the Tenth ESSLLI Student Session 
Judit Gervain (editor) 
Chapter 16, Copyright © 2005, Elspeth Llewellyn 



 

 186 

positive, and the marked member is negative.  There are a number of 
characteristics of antonymous pairs in polar opposition that support this 
demarcation.  For example, marked terms are differentiated from unmarked terms 
in that, if a member of a pair bears an overt marker, in this case, a 
morphosyntactic marker, it will be the marked term (Greenberg 1966, Zwicky 
1982).   The semantics of this morphosyntactic marker is usually related to the 
semantics of NOT.  Moreover, even if a negative term lacks an overt negative 
morphosyntactic marker, its semantic decomposition is argued to reveal the 
presence of an implicit negative semantic marker differentiating it from its 
positive counterpart; the semantics of the positive term are equivalent to an 
affirmation of the presence of P, while the negative term, denotes a comparative 
absence of P, or, semantically decomposed, is equivalent to NOT P (Jakobson 
1939, Heim 2000).   For the antonymous pair tall/short, a simplified form of the 
semantic decomposition of short is, under this analysis, equivalent to the 
semantic value of NOT tall.  There are a number of characteristics common to 
these adjectival pairs supporting the division into unmarked and marked and/or 
positive and negative terms, including lexicalization asymmetries, inference 
patterns, and acceptability judgments. 

1.1  Lexicalization patterns 

Horn (1989:38) notes that negative terms are less likely to be lexicalized than 
their positive counterparts.  Cases in which we find one term serving as the 
negation of multiple positive terms (tall/short, long/short; wide/narrow, 
broad/narrow; near/far, close/far), or where a positive term exists with a clear 
intuitive counterpart that has no obvious lexicalization (e.g., white/(non-white) 
(Horn 1989:38), steep/ (not steep)), thus support the claim that these adjectives 
are in a markedness relationship. 

1.2 Complementarity  
Members of each adjectival pair designated as conforming to this analysis are 
found in complementary distribution such that where A+ denotes the positive 
adjective and A- the negative one, an object x can be more A+ than an object y if 
and only if y is more A- than x.  This is illustrated in the following sentences from 
Kennedy (1999: 5): 
 
(1) a.   Carmen is taller than Alice if and only if Alice is shorter than  

    Carmen. 
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 b.   A Volvo is safer than a Fiat if and only if a Fiat is more  
    dangerous than a Volvo.      

1.3 NPI-licensing  
In addition, one of the hallmarks of adjectives in polar opposition is that negative 
adjectives can license negative polarity items (NPIs) while positive adjectives 
cannot, e.g.: 

 
(2) a.   It is difficult/*easy for Tim to admit that he has ever been wrong. 

 b.   It was foolish/*clever of her to even bother to lift a finger to help. 
 c.   It’s sad/*great that you even have to talk to any of these people at  

    all.              
Kennedy (2001: 201) 

1.4 The default status of the positive term and further  
semantic asymmetry 

In inquiring as to degree to which an object x has a property, when the speaker 
has no knowledge of whether x would be most appropriately related to a positive 
or negative degree, A+ is used but carries no presupposition that x is related to a 
positive degree.  However, if instead A- is used, there is a presupposition that x is 
best described in relation to a negative rather than a positive degree (Lehrer 
1985; Bierwisch 1989; Kennedy 1999).  This contrast is clearly highlighted by 
the following questions: 

 
(3) a.   How tall is John? !≠ John is tall. 

 b.   How tall IS John? != John is tall. 
 c.   How short is/ IS John? != John is short. 
 
In (3a) there is no presupposition that John is tall rather than short (and thus 

related to a positive degree along the scale of height); emphasis must be placed 
on is to yield such a presupposition, as in (3b).  However, as demonstrated in 
(3c), when the negative adjective is used in the question, there is the 
presupposition that John is best related to a negative degree along the scale, 
whether is is focused or not.  

The question diagnostics suggest that within an antonymous adjectival pair, 
the positive adjective is unmarked in that it can be used to relate an object to a 
scale in general without necessarily referencing to any particular interval along 
the scale, while the negative adjective is marked in that it can only range over the 
negative degrees along the scale.   

Moreover, this diagnostic suggests that the notion described by A+ is more 
basic or primitive than that described by A-.  Whether John is tall or short in 
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context, he is tall in the sense that he has some degree of tallness, or height.  In 
this sense, the notion described by the negative term is perhaps best thought of as 
a composition of A+-ness and negation rather than as an atomic entity (Heim 
2000).  This intuition is further supported by the high degree of morphological 
similarity between the lexicalization of the positive term in an antonymous pair 
and that of the scale addressed by the pair (e.g., long and length, wide and width, 
high and height).  

2 Polar opposition in antonymous adjectival pairs 
I propose that the polar opposition analysis of antonymous adjectival pairs be 
extended to antonymous prepositional pairs.  As I see the core meanings of the 
relevant prepositions as spatial, I will focus on their spatial senses rather than on 
their temporal or metaphorical extensions, though this does not mean that the 
reasoning expanded on do not apply to other senses.  I contend that there are 
three antonymous complexes, of which both positive and negative terms are 
lexicalized in English: to(wards)2/(away) from, on(to)/off (of), 
in(side/to)/out(side) (of), which are related in that they describe, to varying 
extents, the degree of distance between the figure (object), the object being 
oriented, and the reference object, the object  to which the figure is being 
oriented3 (see Llewellyn 2004 for an analysis pitting in(side) and out(side) (of) in 
polar opposition).  These pairs are all related in that the positive terms 
(to(wards), on(to), in(side)) specify that the difference between the figure and 
reference object is greater then or equal to zero, while the negative terms (away 
(from), off (of), out(side) (of)) specify that the distance between the reference and 
figure objects is greater than (but not equal to) zero4. 

The current study deals in particular with the to(wards)/(away) from complex, 
which includes the subpairs towards/away from and to/from, and is set apart from 
the other antonymous prepositional complexes in that all the prepositions 
associated with it are inherently directional (see Bierwisch 1988 for a discussion 
of the directional feature in prepositions); rather than locating a stationary object 

                                                        
2 Towards and toward are dialectical variants; towards is the more common in British 

English and toward in American English.  There is no semantic distinction between the 
two. 

3 Other prepositional pairs that appear at first pass as though they too might be in 
polar opposition (e.g., above/below, left (of)/ right (of)) will not be included in the present 
analysis because it is, at least, less clear that they conform to the patterns observed in the 
three pairs given above.   

4 Given this relationship between positive/negative prepositions and distance, a 
parallel can immediately be drawn to antonymous adjectives as positive adjectives are 
said to relate objects along a scale beginning at and including zero while negative 
adjectives only relate objects along a scale departing from zero (Bierwisch 1989) 
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with respect to another object, they describe how the trajectory of an object in 
motion relates to the position of another object.   

Coinciding with the notion of distance as described above, towards and away 
from relate an object in motion to another object5 with respect to either increasing 
or decreasing distance in the most general terms: 
 
(4) a.   [[towards]] (R) (F) (T) = 1 iff ∀t [t ∈ T & ∃t’ (t’ ∈ T & t < t’)  ∃t’’  

   (t’’ ∈ T & t < t’’ & D(R)(F) at t > D(R) (F) at t’’)] 
 b.  [[away from]] (R) (F) (T) = 1 iff ∀t [t ∈ T & ∃t’ (t’ ∈ T & t’ < t)  ∃t’’  
   (t’’ ∈ T & t’’ < t & D(R)(F) at t’’ < D(R)((F) at t)] 
 

An object F is moving towards an object R along an interval of time T, if and 
only if, for all values of t, such that t is an element of T, for which there is at least 
some time t’ such that t’ is an element of T and t precedes t’, it is true that there is 
at least some time t’’, such that t’’ is an element of T and t precedes t’’, such that 
distance between F and R at t is greater than the distance between F and R at t’’.   
More simply put, an object F is moving towards an object R if all non-final 
values of t are followed by at least some time t’’, such that the distance between 
F and R at t is greater than the distance between F and r at t’’.  An object F is 
moving away from an object R along an interval of time T if and only if for all 
values of t such that t is an element of T for which there is at least some time t’ 
such that t’ is also an element of T and t’ precedes t, there is at least some value 
t’’ such that t’’ is an element of T and t’’ precedes t, such that the distance 
between F and R at t’’ is less than the distance between R and F at t; that is, F is 
moving away from R if all non-initial elements of T, t, are preceded by at least 
one value of T, t’’, such that the distance between R and F at t is less than the 
distance between R and F at t’’.  Notably, it is possible to say F is moving 
towards or away from R even if R is not located along the trajectory of F though, 
for pragmatic restraints, this is not often done.   

In contrast, F can be described as moving to or from R if and only if R is the 
goal or source, respectively, of the path along which F is traveling: 

 
(5) a.   [[to]] (R) (F) (T) = 1 iff ∀t [t ∈ T & ∃t’ (t’ ∈ T & t < t’)  ∃t’’ (t’’ ∈ T  
   & t < t’’ & ¬∃t’’’ (t’’’ ∈ T & t’’’> t’’) & D(R)(F) at t > 0 & D(R) (F)  
   at t’’ = 0)]  

 

                                                        
5 For the purpose of simplification, the following definitions will assume that the 
reference object, R, is stationary.   this definition is only meant to apply to situations in 
which the reference object, R, is stationary.   
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 b.  [[from]] (R) (F) (T) = 1 iff ∀t [t ∈ T & ∃t’ (t’ ∈ T & t’ < t)  ∃t’’ (t’’ ∈ 
T & t’’ < t & ¬ ∃t’’ (t’’’ ∈ T & t’’’< t’’) & D(R)(F) at t’’ = 0 & < 
D(R) (F) at t > 0)]  

 
It is true that an object F is moving to an object R if and only if for all values of t 
such that t is an element of T for which there is at least some element of T, t’, 
such that t precedes t’, there is some element of T, t’’, such that there is no value 
of T, t’’’, which follows it, such that the distance between F and R at t is greater 
than zero, and the distance between F and R at t’’ is equal to zero; that is, at all 
non-final values of t, the distance between F and R is greater than zero, while the 
distance between F and R at the final value of T is equal to zero.  It is true that an 
object F is moving from an object R if and only if for all values of t such that t is 
an element of T, for which there is some value t’ such that t’ is an element of T 
and t’ precedes t, there is some value of T, t’’, such that t’’ is an element of T, t’’ 
precedes t,  and there is no value t’’’ such that t’’’ is an element of T and t’’’ 
precedes t’’, and the distance between F and R at t’’ is zero and the distance 
between F and R at t is greater than zero; that is, F is moving from R along T if 
the distance between F and R at the initial element of T is zero and the distance 
between F and R at all non-initial elements of T is greater than zero. 

3 Parallels between Antonymous Adjectives and 
To(wards)/(Away) from 

3.1  Morpho-syntactic markedness and lexicalization patterns 
While both positive and negative terms of each of the three prepositional 
complexes listed above are lexicalized in English, it is not even necessary to 
leave Indo-European to find languages that don’t have negative terms lexicalized 
for all of them: 
(1) Cross-linguistic lexicalization of antonymous P-complexes (Directional  
 root forms boldface) 

 
Language  TO/           FROM 

+                - 
ON/   OFF 
+         - 

IN/        OUT 
+             - 

a. English      
            
           

to               from 
towards     away from 

on        off               
onto    off of 

in                 out   
inside          out of  
into             outside                                                       

             outside of         
b. German zu               von 

nach           ab 
auf        von 
an 

in                 aus                                     

c. French à                 de 
vers        

sur        de         dans             hors de                  
en                 de 
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In even this small sampling, we find that only English has a unique 
lexicalization for off.  In French and German, a “catchall” preposition specifying 
necessary distance is used to express each of the two concepts lexicalized in 
English as from and off.  Like the stronger tendency for lexicalization of the 
unmarked term in adjectives, the stronger tendency for lexicalization of the 
unmarked term in prepositions lends support to the proposed division thereof into 
unmarked and marked terms.    

Moreover, a separation between inherently directional and non-directional 
terms nearly parallels the proposed fault-line between positive and negative, with 
positive terms having the greatest frequency of non-directional core meanings 
and negative terms having the greatest frequency of directional core meanings.  
The most obvious exceptions to the rule are the various instantiations of TO.  
Indeed, English to is very strongly directional and appears to be directional in the 
entirety of its distribution as a locative preposition.  Likewise, German zu has a 
strong bias towards directionality.  However, there is at least one case in which 
zu has a non-directional usage: that of the idiom zu Hause ‘at home’: 

 
(6) Hans ist zu Hause. 

 S       is   to house-dat 
   ‘Hans is at/ #going home.’ 
 

Nach Hause, another idiom, must be used to communicate direction towards 
home.  In contrast, the core meaning of the French à, which, depending on the 
context, may express either TO or AT, may well be non-directional, considering 
that it is interpreted non-directionally except in combination with verbs that most 
likely select a mandatory goal argument (e.g. aller ‘go,’ or, in the case of a 
possibly non-spatial sense, donner ‘give’).  Thus, counter-intuitive though it is to 
native English speakers, even some cross-linguistic equivalents for to conform to 
the tendency of the positive term towards non-directionality.  The reason for the 
greater tendency of inherent directionality in terms designated as negative is not 
clear at this point; one would hope that a decompositional analysis of the 
negative terms would reveal that negation of the positive term mechanistically 
contributes directionality. Such an analysis, however, has yet to be proposed. 

3.2  Complementarity of terms 

Just as the positive and negative terms within an antonymous adjectival pair are 
complements, so are the positive and negative terms within an antonymous 
prepositional pair.  If the semantic value of a positive term within an antonymous 
prepositional pair, P+, is a function which takes a figure object, F, a reference 
object, R, and a time, t, it is true if and only if the truth value of the function 
defined by the semantic value of the negative term in the pair, P-, and applied to 
F, R, and t is false and vice versa: 
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(7) a.   [[P+]] (F) (R) (t) = 1at t iff [[P-]] (F) (R) (t) = 0 at t 

 b.   [[P-]] (F) (R) (t) = 1 at t iff [[P+]] (F) (R) (t) = 0 at t 
 
Thus, for to(wards)/(away) from, F can only be moving to(wards) R if and 

only F is not moving (away) from R and vice versa.  This stems from the 
tautology yielded by the notion of distance as it relates to antonymous 
prepositions that  For all values of x, y, and t, x cannot be both necessarily distant 
and not necessarily distant from y at t. 

3.3  NPI-licensing 

Furthermore, the prepositions parallel the adjectives in that negative 
prepositions license negative polarity items while positive prepositions do not: 

 
(8) a.  The FBI agents operated outside/*inside any constraints of the law. 

 b.  John moved away from/*towards any thoughts of suicide. 
 
(8) makes use of metaphorical extensions of spatial senses, rather than basic 

spatial senses, of these prepositions.  Interestingly, it is much more difficult to 
come up with examples demonstrating NPI licensing by spatial senses than it is 
to come up with examples using metaphorical extensions.  At least with any, this 
may possibly be attributed to the fact that they presuppose that the object of the 
preposition is plural, and in terms of actual spatial configurations, it is not clear, 
e.g., what it would mean to say an object is moving away from multiple objects 
at once (unless they are all located in the same general area).  

3.4  Cross-polar anomaly 

The phenomenon of cross-polar anomaly in adjectives is largely dependent on 
the ability of adjectives to form comparatives.  As prepositions in general are 
more resistant to being put into comparative constructions than adjectives, it is 
difficult to demonstrate the occurrence of cross-polar anomaly with antonymous 
prepositional pairs.  However, I think the contrast between the following 
sentences is intuitively clear, even if they are not perfectly formed syntactically: 

 
(9) a.  John’s route is carrying him more towards the school than (towards)  
   the bakery. 

 b.  John’s route is carrying him more away from the school than (away 
from) the bakery. 

 c. ? John’s route is carrying him more towards the school than away from  
   the bakery. 
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The contrast in (9) then suggests a conceptual parallel between antonymous 
adjectives and the to(wards)/(away) from complex and lends support to the 
analysis of to(wards) and (away) from as polar opposites. 

3.5  The default status of the positive term  

Just as questions shed light on the default member of antonymous adjectival 
pairs, they show evidence that to is the default of the to and from pair, but in a 
different form.  In English, a “bare” where-question with a motion verb, that is, 
one which is unspecified by a directional PP, is often interpreted as asking for the 
path goal of the object undergoing motion.  Indeed, if one is inquiring as to the 
goal of a path, it is often more acceptable to not include to: 

 
(10) a.   Where is John running? 

 b.   ? Where is John running to? 
 c.   ?? To where is John running? 
 
This preference for letting it be inferred that the speaker is asking for the path 

goal rather than specifying it overtly with a goal-specifying preposition is 
perhaps even more clear in French, which does not allow stranded prepositions: 

 
(11)   (*À) où       court-Jean? 

                   To   where runs   S 
   ‘Where does Jean run (to)?’  
 
However, if the speaker is actually inquiring as to the path source, this must 

be overtly specified, in both English and French. Notably, this is true even with 
verbs like come, which are generally accompanied by a contextually provided 
goal tied to the position of the speaker or addressee.  One might expect that if the 
path goal is already known, where should be interpreted as asking for the path 
source.  What we find instead is that bare where-questions with motion verbs are 
unacceptable because they are interpreted as inquiring after the identity of an 
already known goal and if source inquiry is intended, it must, once again, be 
overtly specified with from:   

 
(12)       ?? Where is John coming? 

       # ‘Where is John coming from?’ 
(13)   *(D’)    où      vient-  Jean? 

   (From) where comes S 
         ‘#(From) where is Jean coming?’  
 
Thus, this “question test” supports the claim that to is the unmarked term 

while from is the marked term, as it is assumed that bare where-questions with a 
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motion verb are asking for a path goal unless from is spelled out in which case 
they are interpreted as asking for a path source.   

3.4  Distributional Asymmetry 

In considering the distribution of to and from, apparent opposites, the null 
hypothesis might be that the two share a parallel distribution: in any case in 
which an object is described as moving along a non-trivial path, one should be 
able to specify the path source equally as well as specify the path goal.  However, 
if this were the case, the following sentences would be equally acceptable: 

 
(14) a.   ? John ran from the ice cream parlour 

 b.   John ran to the school. 
 c.   John ran from the ice cream parlour to the school. 
 

As demonstrated by the acceptability of (14b), goal-specification with a to-phrase 
can occur equally well in conjunction with source-specification by a from-phrase 
as without it.  In contrast, as demonstrated by the contrast between (14a) and 
(14c), source-specification by a from-phrase must be accompanied by 
specification of the path goal.  (There are a few exceptions to this generalization, 
the most salient being cases in which there is a clear motivation for movement 
away from the source, and cases in which the figure is not intentionally moving 
away from the source.)  

4 Conclusion 
The analysis of antonymous adjectives as existing in polar opposition can be 
extended to antonymous prepositional complexes, including to(wards)/(away) 
from, which relate a figure to a reference object with respect to distance, such 
that the positive terms denote a distance between the figure and reference object 
greater than or equal to zero while the negative terms denote a distance greater 
than zero.  Towards)/(away) from conform to a number of patterns observed in 
antonymous adjectival pairs, including lexicalization patterns, complementarity, 
cross-polar anomaly, and NPI-licensing.  In addition, there is a distributional 
asymmetry between the two such that from-PPs need to be licensed by contextual 
goal specification while to-PPs do not need to be licensed by source 
specification. 
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Abstract. Motivated by the absence of rigorous experimentation in the area of
spam filtering using realistic email data, we present a newly-assembled corpus of gen-
uine and unsolicited (spam) email, dubbed GenSpam, to be made publicly available.
We also propose an adaptive model for semi-structured document classification based
on smoothed n-gram language modelling and interpolation, and report promising re-
sults when applying the classifier to the spam filtering problem using a specifically
assembled test set to be released as part of the GenSpam corpus.

1 Introduction

The well-documented problem of unsolicited email, or spam, is currently of serious and
escalating concern1. In lieu of effective legislation curbing the dissemination of mass un-
solicited email, spam filtering, either at the server or client level, is a popular method for
addressing the problem, at least in the short-term. While various spam filters have begun
to find their way onto the market, little in the way of rigorous testing has been carried out
to evaluate their relative effectiveness. This is due, in part, to the lack of a realistic, hetero-
geneous corpus of email data containing both spam and genuine messages. In this paper,
we present such a corpus, dubbed GenSpam2, along with an adaptive LM-based classifica-
tion model for spam filtering, or more generally semi-structured document classification,
that builds on recent work in the field.

1See research by MessageLabs (www.messagelabs.co.uk) and Ferris (www.ferris.com).
2The corpus is available from http://www.cl.cam.ac.uk/users/bwm23/
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2 Related Work

Some of the first published work on statistical spam filtering was carried out by Sahami
et al. (1998) using a multi-variate Bernoulli NB model; however the training and test sets
are small (less than 2000 total messages), and not publicly available, thus rendering the
experiments non-replicable.

Androutsopoulos et al. (2000) present results for spam filtering on the most widely-used
spam filtering data set, the LingSpam corpus. They compare a multinomial NB classifier
with a kNN variant, the results favouring NB. Carreras and Marquez (2001) build on this
work, publishing improved results on the same corpus using boosting decision trees with
the AdaBoost algorithm.

The LingSpam corpus consists of messages drawn from a linguistics newsgroup, and
as such the genuine messages are largely homogeneous in nature (linguistic discussion)
and thus non-representative of the general spam-filtering problem, where genuine messages
typically represent a wide range of topics. Additionally, the corpus consists predominantly
of genuine messages (2412 genuine, 481 spam) whereas in reality the balance is more often
in favour of spam, and is too small to allow experimentation into the important issue of
how a classifier adapts as the nature of spam and/or genuine email changes over time and
between different users.

Drucker et al. (1999) publish results comparing the use of SVM’s with various other
discriminative classification techniques on the spam filtering problem, with binary-featured
SVM’s and boosting decision trees performing best overall. Unfortunately the test sets they
used are not publicly available.

Some researchers have noted that the structured nature of email permits the spam fil-
tering problem to be set in a semi-structured document classification framework. Bratko
and Filipic̈ (2004) take this approach on the LingSpam corpus, reporting a significant re-
duction in error rate compared with the flat text baseline. The semi-structured document
classification framework is of course applicable to a wider range of problems than just
spam filtering, as in (Yi and Sundaresan 2000; Denoyer and Gallinari 2004; Bratko and
Filipic̈ 2004). In all these cases the NB classification model is extended to take account
of the componential document structure in question. We note that the limiting condi-
tional independence assumption of NB can be relaxed in a classification framework based
on smoothed higher-order n-gram language models. This is also recognised by Peng and
Schuurmans (2003), who report state-of-the-art results using a higher-order n-gram based
LM text classifier on a number of data sets. We define a similar classification model, but
extend it into an adaptive semi-structured framework by incorporating recursive struc-
tural component interpolation. We apply the resulting classification model to the newly
assembled GenSpam email corpus.
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3 A New Email Corpus

The need for a large-scale corpus of realistic email data is evident from the lack of rigorous
experimentation and comparison in the area of spam filtering. The corpus we have assem-
bled consists of 9072 genuine messages and 32,332 spam messages. The imbalance in the
number of messages is partly due to the difficulty of obtaining genuine email, though on
the whole, spam messages tend to be significantly shorter than genuine ones, so in terms
of actual content the balance is more even.

The genuine messages are sourced from fifteen friends and colleagues and represent a
wide range of topics, both personal and commercial in nature. The spam messages are
sourced from sections 10-29 of the spamarchive3 collection, as well as a batch of spam
collected over recent months.

Releasing personal, potentially confidential email data to the academic community
requires an anonymisation process to protect the identities of senders and recipients, as
well as those of persons, organisations, addresses etc. referenced within the email body.
We have investigated various anonymisation procedures utilising NER and other statistical
NLP techniques, which will be discussed in detail in a subsequent paper.

Fig 17.1 gives an example of the GenSpam email representation in XML format.

Figure 17.1: GenSpam representation

The corpus is split into a Training set (39,253), an Adaptation set (600) and a Test set
(1551).

We source the adaptation and test sets from the contents of two users inboxes, col-
lected over a number of months, retaining both spam and genuine messages. We take this

3http://www.spamarchive.org
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approach rather than simply extracting a test set from the corpus as a whole, so that the
test set represents a real-world spam filtering instance. The 600 messages making up the
adaptation set are randomly extracted from the same source as the test set, facilitating
experimentation into the behaviour of the classifier given a small set of highly relevant
samples and a large background corpus.

4 Classification Model

4.1 Introduction

We use the following terminology and definitions:

• Document : a discrete item of information (i.e. a single email message).
• Token: an atomic unit within a document.
• Component : a section of a document. A component can either be recursive, consisting

of one or more sub-components, or non-recursive, consisting of a finite set of tokens.
A document is itself a recursive component.

• Field : a non-recursive component within a document (eg. the Subject field in an
email message).

• Class : a well-defined (possibly infinite) set of documents.

Given these definitions, a semi-structured document is a tree with nodes as recursive
components and leaves as non-recursive components, as illustrated in Figure 17.2.

Figure 17.2: Semi-structured document example

The classification model we present is an interpolated generative model. That is, recur-
sive component posterior probabilities are computed as an interpolation of sub-component
posteriors, while non-recursive component (field) posteriors are estimated in the traditional
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generative fashion. The interpolation weights are estimated under the discriminative clas-
sification function; consequently the model bears some relation to the class of Hybrid
Generative/Discriminative classifiers, eg. (Raina, Shen, Ng, and McCallum 2004). By
incorporating smoothed higher-order n-gram language models4, local phrasal dependen-
cies are captured without the undesirable independence violations associated with mixing
higher and lower-order n-grams in a pure Näıve Bayesian framework (Tan, Wang, and
Lee 2002). Additionally, through the use of interpolation, we incorporate a well-studied
technique for combining probabilities to exploit document structure.

4.2 Formal Classification Model

We make the following assumptions:

1. A document belongs to exactly one class (though the model can be extended to the
multi-class variant).

2. Classification is carried out within a single domain, and within that domain, all
documents have the same structure.

Given a set of documents D and a set of classes C, we seek to discover a set of classifica-
tions of the type Di → Cj for i = 1 . . . |D| where j ranges from 1 . . . |C| (given assumption
1).

By analogy to the standard generative classification model, the interpolated generative
decision rule chooses the class with the highest interpolated posterior probability for the
document in question:

Decide(Di → Cj) where j = arg max
k

[P (Ck|Di)] (17.1)

The posterior probability of a recursive component (such as a document) is calculated
as a weighted linear interpolation of the posterior probabilities of its N sub-components:

P (Cj|Di) =
N∑

n=1

λn[P (Cn
j |Dn

i )] (17.2)

where Cn
j is the nth sub-component of class Cj, Dn

i is the nth sub-component of doc
Di and λn is the nth sub-component weight. The formula is applied recursively to each of
the recursive sub-components. An interpolation scheme is used to find the optimal values
for the λ’s (4.4).

The non-recursive component (field) posterior probability is expanded using Bayes
Rule:

4We use n-grams for efficiency and simplicity, though more advanced LM technology could be investi-
gated.
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P (Cn
j |Dn

i ) =
P (Cn

j ) • P (Dn
i |Cn

j )

P (Dn
i )

(17.3)

Cn
j represents a specific field within class Cj, and Dn

i the corresponding field within
the document. Under the structure uniformity assumption (2), these fields are necessarily
equivalent.

P (Cn
j ) is the prior probability for the field in question. We take all field priors within

a given class to be equal to the class prior. The denominator, P (Dn
i ), is constant with

respect to class and thus often ignored in Bayesian classification models; however, valid
interpolation requires true probabilities; thus we retain the denominator. Dividing by
P (Dn

i ) can also be seen as normalising for unequal field lengths, i.e. scaling the class-
conditional probability of a field (dependent on the length of the field by virtue of the fact
that probabilistic intersection equates to multiplication) by a value constant with respect
to class but multiplicatively proportional to the length of the field.

P (Dn
i ) can be expanded to

∑|C|
k=1 P (Cn

k ) • P (Dn
i |Cn

k ) which is the sum over all classes
of the prior times the class-conditional likelihood for the given field.

P (Dn
i |Cn

j ) is the language model probability of the field Dn
i given Cn

j . In other words,
it is the likelihood that the LM chosen to model field Cn

j generated the sequence of tokens
comprising Dn

i . Bearing in mind the definition of a field, we represent the LM probability
by the following formula:

P (Dn
i |Cn

j ) = P (Dn
i = {ti . . . tK}|LMCn

j
) (17.4)

For our experiments we use backed-off n-gram LM’s (Katz 1987) with mixed Good-
Turing/Linear discounting (Chen and Goodman 1996).

4.3 Adaptivity

A realistic classification model for spam filtering must be able to accomodate the evolving
nature of spam and the variation in genuine email between different users. In light of this,
we extend our classification model to incorporate a top-level interpolation of posteriors
from both a static and dynamic element.

The decision rule (17.1) is thus expanded to:

Decide(Di → Cj) where j = arg max
k

[λsPs(Ck|Di) + λdPd(Ck|Di)] (17.5)

This is equivalent to adding a new binary-branching recursive top-level node to the doc-
ument structure, one branch representing the static information, the other the dynamic
(as in Fig. 17.3). The subscripts s and d denote the static and dynamic elements respec-
tively, and the probabilities are interpolated such that λs + λd = 1 (see 4.4). In practice,
the static element represents a classification model built from a large background corpus,
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while the dynamic element represents a much smaller model that is regularly retrained on
newly-classified data.

Figure 17.3: Adaptive document structure

4.4 Interpolation

The purpose of an interpolation scheme is to optimise the weights of two or more interpo-
lated components with respect to their performance on a given data set, under a specified
objective function, eg. (Jelinek and Mercer 1980). In our case, a component is the pos-
terior probability for a particular recursive or non-recursive structural component. We
choose the classification function itself (under a suitable evaluation metric) as the objec-
tive function, which has the advantage of precisely reflecting the nature of the problem.
On the negative side, the classification function is non-differentiable, thus optimality of
the interpolation weights cannot be derived using differential-motivated optimisation tech-
niques which converge to optimality in a reasonably efficient manner. Rather, we must
use an approximation algorithm to achieve near-optimality. In our experiments we only
interpolate two components (see 5) so a simple hill-climbing algorithm suffices. However
if a greater number of fields were available, a more complex algorithm would need to be
investigated.

To maintain efficiency, we estimate interpolation weights in a bottom-up fashion, propa-
gating upwards through the structural tree rather than iteratively re-estimating throughout
the whole structure.
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5 Experimental Method

Our experiments consisted of two phases:

• Phase 1 : divide the GenSpam Training Set into two disjoint sections, one for training
the classifier and the other for measuring performance, facilitating experimentation
with basic model features such as term-capitalisation and n-gram cutoff.

• Phase 2 : train the classifier using the Training Set and Adaptivity Set, classify the
Test Set and record results.

To train the classifier we extract a number of messages from the training data for each
class to estimate the interpolation weights, and use the rest to estimate LM parameters.

Our experiments make use of only two email fields - Subject and Body. These are of
primary interest in terms of content, though other fields such as From, To, Date etc. might
also be marginally informative. This could potentially be an avenue of further research.

6 Evaluation Measures

The 2-class classification task is often evaluated using the accuracy measure, which com-
bines precision and recall for both classes and represents a percentage of correctly classified
documents. We report accuracy, as well as recall and precision for both classes separately,
defined in the usual manner:

accuracy =

∑N
i=1 TPCi∑N
i=1 TCi

recall(C) =
TPC

TC precision(C) =
TPC

PC

where:

• N is the number of classes
• TPC is the number of true positives for class C
• TC is the total number of documents in class C
• PC is the number of positives for class C, both true and false.

Assessing the performance of the classifier on spam and genuine email separately is vital
in the area of spam filtering, where high recall of genuine messages is of utmost importance.

7 Results and Analysis

We present results and analysis for our classifier using unigram and bigram language mod-
els. Experiments with higher order n-gram models resulted in degraded performance,
perhaps due to insufficient quantity of data, noise, inconsistency and/or over-fitting.

204



Genuine Spam
LM type Recall Precision Recall Precision Accuracy
unigram 98.94 96.01 96.11 98.97 97.49
bigram 98.94 98.66 98.75 98.99 98.84

Table 17.1: Results for adaptive LM classifier on GenSpam corpus.

7.1 Phase 1 Experiments

During the phase 1 experiments we varied certain features of the language models and ob-
served results on held-back sections of the training data to determine the better-performing
configurations. We also ran experiments to assess the advantage of modelling fields sepa-
rately. The results led us to draw a number of conclusions:

• In both the unigram and bigram cases, modelling each field with a specific language
model is more effective than using a combined LM.

• Ignoring tokens that occur only once in the training data provides a marginal increase
in performance. This is intuitive, as such tokens are unlikely to well-represent the
language being modelled, especially when dealing with noisy data. Ignoring single
occurrences is also beneficial for reducing LM size, especially in the spam case where
noise is deliberately introduced to confuse filters.

• Case normalisation has a detrimental effect in the unigram case, presumably because
the positive effect in terms of reducing sparsity is outweighed by the negative effect of
losing certain intended semantic distinctions. However, in the bigram instance case
normalisation has a marginally positive effect on performance, due, we suspect, to
the extra contextual information in the bigram model making up for the lost semantic
information in certain cases.

• Intuitively, we might expect spam to contain more unknown words than genuine
email, due to the additional lexical noise. Thus, by assigning a slightly higher prob-
ability to unknown words in the SPAM class, we would expect some performance
gain. This was borne out in the bigram case, but not in the unigram case (perhaps
due to the prior removal of single word occurences). We suspect that a more princi-
pled, data-driven method for assigning unknown event probabilities would evidence
an improvement in performance across the board.

7.2 Phase 2 Experiments

We now present results for our experiments on the unseen test data using the Training
and Adaptivity sets. Given a small amount of data for adaptivity (300 messages per class
in our case), we are unlikely to be able to estimate from it reliable interpolation weights
for the adaptivity decision rule (17.5). In practice, therefore, we might choose to set these
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Genuine Spam
Recall Precision Recall Precision

bigram 99.07 98.81 98.87 99.12

Table 17.2: Results for bigram classification of unanonymised GenSpam corpus.

manually. Given that the distribution of interpolation weights can itself be interpreted as
a probability distribution with each weight representing the probability that a particular
component contains relevant information, we choose the distribution that is most uncertain,
governed by the principle of maximum entropy. Without any prior knowledge about the
optimal weight distribution, this equates to balancing the weights across all components
(two in this case).

Table 17.1 shows the performance of the classifier on the Test Set from the phase
2 experiments, with balanced static/dynamic weights as described above. The bigram
classifier cannot improve on the unigram in terms of genuine email recall, though it reduces
the error rate for spam significantly by around 68%. Most of the misclassified genuine
messages were either corporate circulars or ’impersonal’ automated responses, and thus
hard to distinguish as genuine. We suspect that a short whitelist of trusted corporations
would eliminate almost all such mistakes.

Figure 17.4 shows how classification performance varies as the adaptive interpolation
weight distribution ranges from static to dynamic. Primarily this highlights the fact that
a combination of static and dynamic models performs better than either of the models
separately. We can also see that the unigram classifier is quite skewed towards genuine
messages in the dynamic case, making its behaviour less predictable as the weights vary.
Finally, it is interesting to note that the recall distribution for genuine messages is sig-
nificantly more rounded than the corresponding distribution for spam (especially in the
bigram case), suggesting that combining static and dynamic information about genuine
email is particularly important. This may reflect the fact that genuine email varies more
between users than spam.

7.3 Unanonymised Data

To faciliate comparison, all experiments we have presented thus far were carried out on
the anonymised GenSpam corpus. However, it is important to gauge the impact that
anonymisation has on classification performance, bearing in mind that real spam filtering
is done using unanonymised data. We expect anonymisation to make the spam filtering
task more difficult due to the fact that potentially discriminating information is removed
by the anonymisation process. To test this hypothesis, we re-ran the bigram experiments
using the GenSpam data in its original, unanonymised state. The results, presented in
table 17.2, suggest that anonymisation does indeed make the task slightly harder, and thus
we would expect our approach to perform marginally better in practice on unanonymised
data.
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8 Conclusions

We have presented a new corpus of genuine and unsolicited email, GenSpam, which we
believe represents a more realistic test-bed for the spam filtering problem than anything
currently available. Obtaining spam is relatively easy, thus the corpus can be updated
to include the latest unsolicted email without a great deal of effort. We believe that the
anonymised genuine email content represents a significant contribution in itself, and may
be useful for a wider range of NLP tasks than just spam filtering.

We have also presented an adaptive classification model for semi-structured documents
that builds on similar work in the semi-structured and hybrid generative/discriminative
classification fields. We achieve quite promising results when applying the classifier to the
spam filtering task on the new corpus, demonstrating the benefit of using smoothed n-gram
language models and exploiting document structure.
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Figure 17.4: Classifier Recall (GEN and SPAM) and Accuracy under adaptive weight
interpolation
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ABSTRACT. The +Pron version of a Hebrew nominal sentence is felt to express
a “definitional” or “essential” property assignment. This interpretive effect is ex-
plained by considering the semantic composition of a +Pron sentence to involve a
kind-level predication. By contrast, -Pron sentences expressing “accidental” prop-
erty assignments are viewed as involving a spatiotemporally localised object-level
predication in semantic composition. To maintain this picture a Dual Reference Hy-
pothesis is suggested according to which the introduction of an object-level discourse
referent is necessarily accompanied by the introduction of some kind-level discourse
referent (of which the object-level referent is an instance).

1 Introduction
Like many other languages1, Modern Hebrew has at its disposal two grammatical con-
structions in order to contrast what one can loosely call “essential predications” with “ac-
cidental predications”. Specifically, Modern Hebrew displays two different types of nom-
inal sentences (copula sentences) in present tense. The relevant data have been carefully
presented in Greenberg (1994). Greenberg (1998) and, in particular, Greenberg (2002)
have offered a semantic analysis for the two constructions. In this paper, I draw atten-
tion to a conceptual weakness in Greenberg’s analysis and offer an alternative semantic
account.

Based on Greenberg (1994), section 2 briefly introduces the two constructions called
+Pron and -Pron and illustrates their distribution. Section 3 outlines Greenberg’s (2002)
explanation of the presence of Pron which is nonuniform: +Pron in identity sentences
and +Pron in predicative sentences are explained along entirely different lines. Section
4 draws attention to the problem of kind predications and criticises the way Greenberg
tries to solve it. In section 5 I outline my alternative proposal. Since it can account also
for +Pron identity sentences, I consider my proposal to be a uniform analysis of the two
Hebrew constructions.

1For example: Spanish (Maienborn 2003), Russian (Geist 1999), Bangla (Finch 2001), Scottish Gaelic
(Ramchand 1996), Odia (Mahapatra 2002).

Proceedings of the Tenth ESSLLI Student Session
Judit Gervain (editor)
Chapter 18, Copyright c© 2005, Olav Mueller-Reichau

210



2 The Data
(1) a. ha-Samayim

the-sky.pl
kxulim.
blue

[Greenberg 1994]

‘The sky is blue (at the moment)’
b. ha-Samayim

the-sky.pl
hem
Pron

kxulim.
blue

‘The sky is blue (by nature)’

(2) a. ‘aba
father

Seli
mine

Sikor.
drunk

[Greenberg 2002]

‘My father is drunk’
b. ‘aba

father
Seli
mine

hu
Pron

Sikor.
drunk

‘My father is a drinker’

In present tense, Modern Hebrew displays two different copula-predicative comstruc-
tions. In the -Pron construction the subject and the predicate are juxtaposed, in the +Pron
construction a pronominal element appears in between of subject and predicate agreeing
with the former with respect to number and gender2. Not every -Pron sentence has a
+Pron counterpart or vice versa. The Hebrew translations of the following English sen-
tences must be +Pron sentences:

(3) +Pron only
a. Lying is immoral.
b. Two and two is four.
c. Black is a colour.

(4) +Pron only
a. Linguists are smart. [English bare plural corresponds to Hebrew bare plural]
b. A raven is black. [bare singular subject in Modern Hebrew]
c. Ravens are black (creatures).
d. Rabbits’ eyes are red.
e. Sailors are intelligent.
f. A wolf is dangerous. [bare singular subject in Modern Hebrew]
g. Plants are green.

Interestingly, minimally manipulating upon the subject expressions makes the -Pron
construction an alternative option:

(5) +Pron and -Pron
a. Linguists in this university are smart.
b. Sara´s eyes are red.
c. These sailors are intelligent.

2Inventory of forms: hu (masculine, singular); hi (feminine, singular); hem (masculine, plural); hen
(feminine, plural); ze (neuter).
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d. The wolf is dangerous.
e. These plants are green.
f. My ravens are black.
g. The ravens sitting on this tree are black

It seems that bare plurals and bare singulars cannot appear as subjects of -Pron sen-
tences. Additional linguistic material is required to make -Pron an available option. The
impression is that for +Pron sentences it suffices if the subject refers to potential ravens,
linguists, sailors, etc., whereas the -Pron construction requires the existence of actual
ravens, ravens and sailors. This suggests the following working hypothesis: Bare nom-
inals in Modern Hebrew by themselves cannot refer to actual individuals, but “only” to
potential individuals. To refer to actual individuals, the description of a bare nominal must
somehow be anchored in the actual world. The anchoring of a description in the actual
world can be achieved by various means, compare (5).

There are also obligatory -Pron sentences. Specifically, +Pron is excluded in those
cases where an interpretation relative to the actual world is forced3 by some temporal
adverbial or by the lexical semantics of the predicate:

(6) -Pron only
a. The winter is long this year
b. Dani is tired
c. My father is hungry

3 Greenberg’s (2002) analysis
Greenberg’s proposal in a nutshell: With identity sentences, Pron shows up for purely syn-
tactic reasons. With predicative sentences, Pron signals the presence of a generic quanti-
fier in semantic structure. Thus, whereas predicative sentences are capable of contrasting
+Pron versus -Pron, identity sentences are syntactically restricted to +Pron (s. Greenberg
2002:293). Accordingly, the similarity in surface structure between identity and predica-
tive +Pron sentences must be a mirage. Following Rothstein (1995), Greenberg assumes
that predicative +Pron sentences are based on small clauses and that Pron is the manifes-
tation of Infl. The generation of Pron forces the argument of the small clause, the subject,
to move to the specifier position of the IP. Identity sentences, however, cannot be based
on small clauses, because they encode relations among two argument expressions. In this
case it is assumed that Pron does not select for a small clause, but for a NP with the second
NP (the subject) being base-generated in the specifier position of IP.

(7) +Pron only
a. Dani is Mr Cohen
b. Today the duty nurse is Rina

3The term “forced” is actually too strong. As pointed out by a reviewer, The winter was long in the 70s
is acceptable as kind predication despite the presence of a temporal adverbial. More appropriate would be
“strongly suggested (so that a native speaker is led to reject the +Pron sentence if it is uttered in isolation)”.

212



Being no syntactic necessity in predicative sentences, the contrast between +Pron and
-Pron may be used to signal a difference in interpretation: +Pron predicative sentences are
interpreted generically, -Pron predicative sentences are interpreted episodically. Green-
berg (2002) models the genericity of predicative +Pron sentences in terms of a quantifica-
tion structure4. Specifically, Greenberg assumes the following: (i) +Pron sentences are to
be logically represented as tripartite quantification structures. (ii) The relevant quantifier
is the universal quantifier ∀. (iii) The restrictor stores a conceptual condition R which
determines all those non-actual worlds w’ being “accessible” from the actual world w.
Worlds accessible from w are all those worlds “where what is known in our world holds”
(Greenberg 2002:270). (iv) The restrictor furthermore stores a conceptual condition C
bringing about that only “contextually relevant” situations (with their individual partic-
ipants) enter the domain of quantification. Whether or not a situation is “contextually
relevant” depends on the property noted in the nuclear scope. If, for example, the prop-
erty of flying is assigned to an individual bird, then only those situations are relevant
where nothing hinders the bird from doing what it normally does, flying. That is to say,
all those situations are filtered out where the bird is sleeping, put in a small cage etc. (v)
Universal quantification ranges over neighbour worlds, situations and individuals.

Given this, a generic sentence like ravens are black has the following semantic repre-
sentation:

(8) ∀x,s,w’[restrictorRAVEN(x) inw’&C(s,x) inw’&R(w,w’)] [nuclear scopeBLACK(s,x) inw’]

‘Every contextually relevant situation containing an element of the set of ravens is,
with respect to all worlds accessible from the actual world, a situation in which the re-
spective raven is black’.

Explaining identity sentences and predicative sentences along different lines traces
over the intuitive similarity between predicative copula sentences like this animal is a ze-
bra and identity sentences like Dani is Mr Cohen, as pointed out by Greenberg herself.
According to Greenberg’s (2002) analysis, this animal is a zebra expresses that every con-
textually relevant situation containing this animal is, with respect to all worlds accessible
from the actual world, a situation in which this animal is a zebra. It seems plausible to
analyse Dani is Mr Cohen by the same token: every contextually relevant situation con-
taining Dani is, with respect to all worlds accessible from the actual world, a situation in
which Dani is identical to Mr Cohen5.

The reason why Greenberg nevertheless wants to separate identity sentences from
her genericity analysis are obligatory +Pron examples like (7b): “Identity sentences [. . . ]
are +Pron even when they are clearly nongeneric” (Greenberg 2002:293). In section 5
I will isolate a peculiarity of sentences such as (7b) which, arguably, is responsible for
the obligatory presence of Pron as an exponent of genericity even though these sentences
seem to be nongeneric.

4“+Pron sentences [. . . ] are semantically tripartite structures headed by a universal modal, unselective
operator, and are interpreted as generic and modalized. In contrast, -Pron sentences [. . . ] are not headed by
such a Gen operator, and are interpreted as accidental and extensional.” (Greenberg 2002:291)

5“The identity relationship or the property of being identical to oneself, seems to be one which is true
not only in the actual world, but in all possible, close enough worlds as well. In other words, being Mr.
Cohen seems to strongly ‘define’ the identity of Danny.” (Greenberg 2002:293)
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Note, by the way, that copula sentences relating two proper names need not be +Pron
on every occasion (cf. Greenberg 1994)6:

(9) +Pron and -Pron
a. Today, Dani is Ben Gurion and Roni is MoSe Saret
b. Robert Redford is Nixon in this film

4 The Problem of Kind Predicates
+Pron sentences involving a kind predicate undermine Greenberg’s attempt to make a
single meaning component responsible for the presence of Pron in generic sentences.

(10) +Pron only
a. Blue whales are rare creatures
b. Smoking is a dangerous habit

It is impossible to capture the truth conditions of (10a) along the following lines: every
contextually relevant situation containing a particular member of the set of blue whales
is, with respect to all worlds accessible from the actual world, a situation in which the
respective blue whale is a rare creature. The problem is that being rare is a kind-level
property that cannot be true or false of a particular individual. Here is how Greenberg
herself puts the problem: “The best we can say is that all +Pron sentences are either quan-
tificational generic or ‘kind generic’. But this leaves us in a rather descriptive position.
It is not clear why a single syntactic construction will manifest two different semantic
structures”. (Greenberg 2002:281)

Greenberg attempts to solve this problem by analysing kind generics as modalised
quantification structures on a par with her treatment of “normal” generics. This way she
hopes to reduce all instances of Pron in predicative sentences to a single semantic trigger.
I repeat Greenberg’s line of argumentation step by step: [step 1:] Greenberg diagnoses
that both “normal” generalisations over instances like ravens are black creatures and kind
predications like blue whales are rare creatures express some sort of definition7. [step 2:]
Greenberg points out that not all sentences involving a kind predicate have this definitional
character. This is witnessed by the following sentences which describe episodic states-of-
affairs even though their subject expressions refer to kinds (cf. Krifka et al. 1995:12):

(11) a. Rats reached Australia in 1876.
b. Man set foot on the moon in 1969.

[step 3:] Greenberg concludes that the meaning component bringing about the defi-
nitional interpretation of many kind generics cannot be a necessary part of the semantic
structure of kind generics in general. This leads her to claim “that the sentences in (10)
express, not merely that a certain property is true of a kind in the actual world, but that this

6One reviewer draws attention to the fact that as an answer to What role does Redford play in this movie?
the (Hebrew version of the) sentence Redford is Nixon must be +Pron.

7“[E]ven the ‘kind generic’ cases [. . . ] seem to express some kind of definitional, nonaccidental state-
ments, namely statements which are taken to be true in general, in other sets of circumstances (i.e. in other
worlds) besides the actual one”. (Greenberg 2002:281-282)
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is some sort of necessity. In other words the predication holds in other worlds as well and
specifically, in all worlds where the language is interpreted as in our world.” (Greenberg
2002:282; number adjusted)

Therefore, the appropriate representation is not the usual one as given in (12a) (cf.
Carlson 1977) but rather the representation given in (12b):

(12) a. RARE CREATURE(BLUE WHALE)
b. ∀w’[R(w’,w)][RARE CREATURE(BLUE WHALE)inw’]

[step 4:] Greenberg (2002:282) uses (13) to illustrate that “non-modalised kind pred-
ications” as in (11) must be realised along the lines of the -Pron construction. This is
counted as evidence for her claim that a distinction must be drawn between generic/modalised
and pure (i.e. nongeneric/nonmodalised) kind predications.

(13) -Pron only
Gray sparrows are rare here lately

But are the sentences under (11) really kind predications? No, they are object-level
predications with the peculiarity that a kind term appears in the object-level argument slot
of the predicate (cf. Chierchia 1998). The same holds for (13). Now, if these cases are no
kind predications then there is no ground for positing a distinction between definitional
modalised kind predications and nondefinitional nonmodalised kind predications. Instead
I claim that every kind predication has a definitional character, i.e. involves an essential
property assignment. The reason for this is not the presence of a modal-generic universal
quantifier. Instead, the definitional character of kind predications results from the very
nature of kinds.

The set of all worlds “where what is known in our world holds” is exactly the set of
worlds defined by the kind domain of our world. A world accessible from our world is one
correctly describable by the conditions registered in the kind domain of our world. There-
fore, furnishing kind predications with a modalised-generalised quantification structure is
a pleonasm.

Rejecting Greenberg’s solution leaves us with the problem that Greenberg has tried
to solve by “intensionalising” kind predications. Pron seems to be the manifestation of
two independent kinds of genericity. In some cases the appearance of Pron is triggered
by modalised-generalised quantification structure, in some cases by a kind predication.
Whereas Greenberg aims at reducing kind predications to generalised quantification struc-
tures, I suggest to go the other way. My proposal will be to reinterpret the apparent cases
of generalisations over instances as kind predications. As a consequence, sentences like
blue whales are mammals and blue whales are rare mammals will be treated as belonging
to one and the same sentence type and the presence of Pron in their Hebrew counterparts
will gain a single explanation.

5 Towards an Alternative Analysis
I think we can overcome the problems of Greenberg’s approach if we do not treat kinds
simply as another sort of entity besides objects, but pay more attention to what kinds
are. So what is a kind? Following Krifka (1995) I take kinds to be concepts. Unlike
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Krifka, I use the term “kind” not only to refer to well established concepts, but also to ad
hoc concepts. This terminological practice is in line with Chierchia (1998:348) who uses
“kind” as a category term licensed whenever one can impute to certain things a sufficiently
regular behavior. Thus, being a concept, we should think of a kind as the accummulated
knowledge about a type of thing in the world (cf. Barsalou 2000).

Kinds/concepts are abstract entities related to “real objects” (Krifka 1995) which are
specimens of the kind. Often, kinds are indeed formed by way of abstraction away from
things existing in the actual world which show a sufficiently regular behavior. Often, how-
ever, kinds are construed by imagination or logical operations of the mind (cf. Carlson
1991 on natural kinds versus nominal kinds). Fictional kinds such as UNICORN or MER-
MAID have no specimens in the actual world, but worlds are imaginable where unicorns,
mermaids etc. exist. For certain kinds like, for instance, SQUARE CIRCLE there can be no
specimen, neither in the actual nor in some fictional world.

As any entity, a kind is associated with a bundle of properties true of it. By virtue
of these properties, kinds are organised in taxonomic hierarchies. The overall architec-
ture of the kind domain belonging to some real world w characterises the set of exactly
those possible worlds where every member of the kind domain is true of exactly the same
properties as in the real world w (i.e. where what is known in the real world holds).

Thus, natural language ontology entertains both objects and kinds and, generally
speaking, predications may report on relations among kinds8 or among objects. Here
is my proposal in a nutshell: (i) Essential interpretations result from kind predications,
accidental interpretations result from from object predications. (ii) In present tense with
nonverbal predicates, kind predications are realised as +Pron constructions in Modern
Hebrew whereas object predications are realised as -Pron construction.

Maybe strange at first sight, I believe my proposal gains plausibility against the back-
ground of the following two hypotheses:

Dual Reference Hypothesis Every object referring expression automatically
also refers to a kind of which the object referent is an instance. Whenever an
object term contributes to the semantic composition of a sentence, its contri-
bution does not only involve an object referent, but also an “underlying” kind.
This underlying kind is a possible target for semantic operators to apply to.

Kinds-first Hypothesis Content words, i.e. nouns, verbs and adjectives, are by
virtue of their basic lexical meaning kind-level predicates. To function as an
object-level predicate, the basic meaning of a lexical predicate must become
semantically enriched (“spatiotemporally localised”) by means of cotextual
or contextual information.

Support for the Kinds-first Hypothesis comes from Krifka (1995:399) and Dölling
(1993:138) who state that kinds are ontologically prior to objects. Based on the conviction
that “the possible is essential to describe the real” Macnamara, La Palme Reyes, and
Reyes (1994) conclude that any reference to an object involves a kind, suggesting the
Dual Reference Hypothesis.

Given the assumption that +Pron sentences always express kind predications an ex-
planation for why the sentences under (3) are obligatory +Pron comes for free:

8Relations among kinds express default rules, cf. Cohen (2004).
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+Pron only Rule If the subject expression is chosen such that only reference
to kinds is possible, then the sentence will have to be realised along the lines
of the +Pron construction. After all, only kind predications are possible in
this case.

I suggest that this rule covers not only the cases (3) but also those where the subject
is represented by a bare nominal (4). Here is how the argument goes: According to the
Kinds-first Hypothesis, common nouns are lexical kind predicates. To form a phrasal ar-
gument expression on the basis of a common noun requires the semantic application of
some functor converting the nominal predicate into a term. As a matter of principle, such
a functor may appear overtly (lexicalised) or it may apply covertly. For overt functors
(surfacing as articles) it holds that they may apply either prior to or after spatiotempo-
ral localisation, that is prior to or after the step from the kind-level to the object-level.
Application prior to spatiotemporal localisation results in a kind term. Application af-
ter spatiotemporal localisation, by contrast, results in an object term: in a first step, the
kind-level predicate is promoted to an object-level predicate, in a second step, the object
predicate is converted into an object term. For covert functors, the situation is slightly
different: being a repair mechanism (type shifter), a covert functor has to apply “as soon
as possible”. As a consequence, the covert functor always applies prior to spatiotemporal
localisation, i.e. on the kind-level9. This is my explanation of why bare NPs are always
kind terms (cf. Carlson 1977) and, due to the +Pron only rule, why (4) can only be +Pron.

There are however systematic exceptions: Let us assume that the role of the functor
described above, be it an overt article or a zero, is to draw the derivation of the NP to
a close. Prior to the syntactic step from N to NP (or NP to DP under a different termi-
nology), the basic nominal predicate may be modified, e.g. by attributive adjectives or
relative clauses. Now, if such a modifier happens to shift the interpretation from the kind-
level to the object-level (because it involves some indexical component), then the covert
type shifter applying “as soon as possible” applies on the object-level, leading to bare
nominals in object referring use. An illustrative example is (5a) allowing for both +Pron
and -Pron.

With object-level subjects Pron is optional. According to my analysis this means that
either an essential property (+Pron) or an accidental property (-Pron) may be assigned
to the referent of the subject. These two options are available due to the dual reference
of the object-level subject as stipulated above. Since an object-level term at the same
time introduces an object referent and a kind referent into the discourse, it is semantically
compatible not only with an object-level predicate, but also with a kind-level predicate.

The syntactic combination of an object term with a kind predicate results in an inter-
pretation according to which an object is identified as an instance of a kind of which the
predicate is asserted to be true. Take This bird is a raven as an example. The subject term
is object-level; it is referring to a bird-object and at the same time to a bird-kind. The
grammatical predicate is kind-level; it is assigning the property of being a raven to a kind.
What the semantic composition of subject and predicate amounts to is the proposition that
the bird-object (instantiating a bird-kind) instantiates a raven-kind.

9At least if the sentences are uttered out of the blue as are Greenberg’s examples involving a bare singular
or bare plural subject
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My way of treating sentences with object-level subjects and kind-level predicates ex-
tends to sentences with proper names as subjects:

(14) a. Dani
D.

‘acbani.
nervous

[Greenberg 2002]

‘Dani is nervous (at the moment)’
b. Dani

D.
hu
Pron

‘acbani.
nervous

‘Dani is nervous (by nature)’

While descriptive NPs (e.g. this bird) explicitly restrict the kind underlying the object
referent to a certain class (e.g. the class of bird-kinds), proper names leave their under-
lying kind underspecified. The -Pron sentence expresses that the object individual Dani
belongs to the set of nervous objects (in the given spatiotemporal frame). In contrast,
the +Pron sentence expresses that the object individual Dani is an instance of a (no fur-
ther specified) kind which is asserted to belong to the set of kinds characterised by the
kind-level predicate nervous. This leads to the different readings – once accidental, once
essential – as indicated in the translations.

A +Pron identity sentence like (7a) expresses that whatever kind underlies the object
bearing the name Dani is a kind underyling the object bearing the name MrCohen.

Let us then turn to the examples (6). With (6a), an explanation for the absence of
+Pron lies at hand: (spatio)temporally localising the description of the predicate long,
the temporal adverbial converts this basic kind-level predicate into a derived object-level
predicate10. With respect to (6b) and (6c), I believe that the conceptual structure of the
predicates hungry and tired is such that an object-level interpretation is the more likely op-
tion, even in out-of-the-blue contexts. A kind-level interpretation is not excluded, though:

(15) a. A cat having gone without food for a whole day is hungry.
b. A person having been awake for two days is tired.

We are left with the problem of sentence (7b). I claim that this sentence is generic
in the sense relevant here. Specifically, the sentence involves a kind predication: What is
expressed is the identity among two kinds. The impression that the sentence is nongeneric
arises from the framesetting temporal adverbial today. Compare the following sentences:

(16) a. Today, the duty nurse is Rina. (short period)
b. Today, the European champion is Greece. (4-years-period)
c. Today, the pope is Benedict IV. (probably more than 4-years-period)
d. Today, the highest mountain on Earth is Mount Everest. (very long period)

Mikkelsen (2004) observes that specificational sentences like (16) have “non-referential”
subject-NPs. If we, following Krifka 1995, take kinds to be conventionalised concepts
and if we allow for kinds being restricted to an instantiation set of cardinality one (con-
tra Chierchia 1998), we can count ‘duty nurse’, ‘European champion’, ‘pope’, ‘high-
est mountain on Earth’ as kinds. Being “non-referential” turns out to be being kind-
referential. In specificational sentences, the subject refers to some well-established kind

10But recall footnote 3
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which is known to have no more than one instance and the predicate identifies the one
and only instance. Thus, (7b) means that, at present, the kind ‘duty nurse’ is identical to a
kind of which Rina is the instance11.

6 Summary
Greenberg makes a modalising-generalising semantic component responsible for the pres-
ence of Pron in the syntactic structure of Hebrew nominal sentences (cross-cutting the
kind-object distinction). Moreover, this meaning component is supposed to explain the
“essential” character of +Pron predications. Identity sentences remain outside of the scope
of this explanation. Greenberg’s view on the distribution of +Pron and -Pron in Hebrew
present tense nominal sentences can be summarised as follows:

(17) a. Blue whales are whales. → modalised-generalised object-level predication [+Pron]
b. Blue whales are rare creatures. →modalised-generalised kind-level predication [+Pron]
c. My father is hungry. →pure object-level predication [-Pron]
d. Gray sparrows are rare here lately. →pure kind-level predication [-Pron]

As an alternative, I consider essential readings to result from kind predications con-
trasting with accidental readings resulting from object predications. This amounts to the
following picture:

(18) a. Blue whales are whales. → kind-level predication [+Pron]
b. Blue whales are rare creatures.→ kind-level predication [+Pron]
c. My father is hungry.→ object-level predication [-Pron]
d. Gray sparrows are rare here lately.→ object-level predication [-Pron]

The present proposal makes sense only if one accepts the Dual Reference Hypothesis
together with the assumption that common nouns (as well as adjectives) are expressions
that basically apply to kinds. Because identity sentences can be subsumed under the
present approach, it is legitimate to call it a uniform analysis.

11The cardinality of the kind-level subject need not be restricted to one as witnessed by cases with indef-
inite specificational subjects as in A philosopher who seems to share Kiparsky’s intuitions on some factive
predicates is Unger (1972), who argues that . . . (cf. Mikkelsen 2004).
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Abstract. A consequence relation is de�ned for independence

friendly logic (IF-logic). The consequence relation is examined in a

fragment of IF-logic that contains existential formulas and is closed

under classical conjunction and disjunction. For a part of the frag-

ment the consequence is characterised by a condition that matches

subformulas of IF-formulas. For this part, consequence proves to be a

recursive relation.

1 IF-logic

Independence friendly logic (IF-logic) was introduced by Hintikka and Sandu
(Hintikka 1996) even though its roots were presented already over thirty years
earlier by Henkin (Henkin 1961). IF-logic improves on �rst order logic by
providing means to have independence between two quanti�ed variables, one
of which lies in the scope of the other. An illustration of the relationship
between �rst order logic and IF-logic comes from analysis (Dechesne 2005).
It is the comparison of the de�nitions of continuity and uniform continuity.
Continuity of a function is de�ned by the formula

∀x∀ε(ε > 0 → ∃δ(δ > 0 ∧ ∀y(|x− y| < δ → |f(x)− f(y)| < ε))). (19.1)

Uniform continuity modi�es the above de�nition only by adding that the
choice of δ must not depend on which x is being considered. In other words,
δ must be independent of x. In the notation of IF-logic this addition can be
expressed by replacing in (19.1) the quanti�cation ∃δ by ∃δ/x.
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Uniform continuity can of course be de�ned also by a �rst order sentence.
However, IF-logic is more powerful than �rst order logic. This can be shown
by a classical example. It is well-known that in�nity cannot be expressed in
�rst order logic in the equational language {=}. But there is an IF-sentence
in the equational language that holds only in in�nite models as was shown
by A. Ehrenfeucht (Henkin 1961) and also Hintikka (Hintikka 1996).

Just as the expressiveness of the logic is increased by the possibility to
express more complex patterns of independence, also the logic's level of com-
plexity rises. Notably, the classical negation ceases to exist for proper IF-
formulas (Hodges 1997b). There are also other unexpected features. For
example, there is an IF-formula φ(x) such that

∀x
(
φ(x) ∨ φ(x)

)
6|= ∀xφ(x).

This observation is due to Janssen (Janssen 1997). The work behind this
paper aims to �nd general rules that decide under which conditions an IF-
formula logically implies another.

It is well known that logical consequence of formulas (even sentences)
of IF-logic is not e�ectively axiomatisable. This is due to A. Ehrenfeucht
(Henkin 1961). Actually, the consequence is as complicated as for full second
order logic (Väänänen 2001). Thus the investigation has to be focused on
some su�ciently limited collection of IF-formulas. The conjecture is that
logical consequence is decidable for IF-formulas obtained from existential IF-
formulas by means of classical disjunction and conjunction. This may seem
like a modest goal, but it should be contrasted with the fact that IF-logic
is not closed under negation, and every IF-sentence is equivalent1 with one
that is universal-existential (Enderton 1970; Walkoe 1970). We give below an
algorithm for formulas that are disjunctions of conjunctions (or conjunctions
of disjunctions) of IF-formulas of the form ∃y/xR(x, y), where R is a binary
relation symbol.

The truth de�nition of IF-logic used in this paper is the trump semantics
of Hodges (Hodges 1997a). The notation is from Väänänen (Väänänen 2002).
Satisfaction under this truth de�nition di�ers slightly from that of the original
game theoretical semantics (GTS) by Hintikka and Sandu (Hintikka 1996,
Appendix). The di�erence comes from Hintikka's slashing convention: in
GTS every existential quanti�cation is implicitly independent of all earlier
existential quanti�cations. In trump semantics all independences are explicit.

Denote by LIF the set of IF-formulas. It is the least collection that con-
tains all atomic �rst order formulas, all negations of atomic �rst order formu-
las, and all formulas of the forms φ∧ψ, φ∨/V ψ, ∀vnφ, and ∃vn/V φ, where φ

1In this paper, logical equivalence means being true in the same models.
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and ψ are already in the collection, n < ω, and V is a set of variables. Below,
precision is compromised for convenience by talking about sets of variables
as if they were sets of indices of variables.

Whereas the semantics of �rst order logic is often de�ned using the con-
cept of an assignment � a function that assigns values to variables � the
semantics of IF-logic needs to refer to a set of assignments in order to de�ne
what the independence of an assigned value from another really means.

An assignment is a partial function s : ω → M , where s(n) is the value
assigned to the variable vn. For an assignment s, element a ∈M , and n < ω,
denote by s[a/n] the assignment satisfying s[a/n](n) = a and, for all k 6= n,
s[a/n](k) = s(k). In this paper, X is used to denote a set of assignments
s : ω → M for some model M. Because this paper focuses on formulas
over one free variable, for notational convenience, sets of assignments de�ned
only on one variable, v0, are treated as if they were subsets of the model's
domain. The connection between any such assignment set X ⊆ M that
is written down and the assignment set X ′ that is actually meant is that
X ′ = {sa : a ∈ X}, where sa maps sa(0) = a and is unde�ned elsewhere.
The seemingly technical requirement that assignments be partial is actually
necessary to avoid signalling (Caicedo and Krynicki 1999; Dechesne 2005).
Signalling is an unwanted semantical side-e�ect that cancels intended pat-
terns of independence between variables. However, this is not a central point
in this paper.

The truth de�nition uses the concept of uniformity of a function. When
X is a set of assignments of elements to variables, F a function de�ned on
X, and V ⊆ ω a set of variables, then F is V -uniform if for all s, s′ ∈ X it
holds that if s(n) = s′(n) for all n 6∈ V then F (s) = F (s′). In other words,
a function is V -uniform when it is independent of the values of the variables
in V .

De�ne an IF-formula φ to be satis�ed in the modelM by the assignment
set X, denoted M |=X φ, in the following way.

1. If φ is an atomic �rst order formula or the negation of an atomic �rst
order formula, then M |=X φ i� M |=s φ for all s ∈ X.

2. If φ = ψ0 ∧ ψ1 for some ψ0, ψ1 ∈ LIF, then M |=X φ i� M |=X ψ0 and
M |=X ψ1.

3. If φ = ψ0 ∨/V ψ1 for some ψ0, ψ1 ∈ LIF, then M |=X φ i� there
is a V -uniform function F : X → {0, 1} such that M |=F−1{0} ψ0

and M |=F−1{1} ψ1. Here, the function F is just a technical way to
partition the assignment set X into two. The partition must be done
V -uniformly.
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4. If φ = ∀vnψ for some ψ ∈ LIF, then M |=X φ i� M |=X[M/n] ψ,
where X[M/n] = {s[a/n] : s ∈ X, a ∈ M}. In other words, each
assignment in the assignment set X is extended at vn for all elements
in the universe.

5. If φ = ∃vn/V ψ for some ψ ∈ LIF, then M |=X φ i� there is a V -
uniform function F : X →M such thatM |=X[F/n] ψ, where X[F/n] =
{s[F (s)/n] : s ∈ X}. Here, the function F chooses for each assignment
how it should be extended at vn. The choice must be done V -uniformly.

An IF-sentence φ is true in the modelM, denotedM |= φ, ifM |={∅} φ.
In items 3 and 5 above, the set V can also be empty. In this case the
corresponding formulas can be written as ψ0 ∨ψ1 and ∃vnψ, just like in �rst
order logic. Also the de�nition of satisfaction gets simpli�ed as an ∅-uniform
function is just a function.

2 IF-consequence

This section de�nes the fragment of IF-logic this paper focuses on, de�nes
IF-consequence, and lists some properties of IF-consequence. Also some basic
de�nitions and conventions used later in the paper are introduced.

IF-formulas are denoted by Greek letters such as φ, ψ, θ, φ′. Sets of
IF-formulas are denoted by capital Greek letters such as Φ, Ψ, Φ′. As will be
noted below, due to properties of IF-consequence, sometimes the multiplicity
of a given formula is of importance. Hence, multisets are needed. Multisets
are denoted like sets but with an additional asterisk like in Φ∗. Formally, a
multiset Φ∗ is built from a set Φ and a function µΦ : Φ → ω with µΦ(φ) > 0
for all φ ∈ Φ in the following way.

Φ∗ = {(φ,m) : φ ∈ Φ and m < µΦ(φ)}

Thus a multiset is itself just a set, so it is clear what the usual membership
and subset relations, and the di�erence operation mean for multisets. The set
Φ is the basis of the multiset Φ∗, specifying exactly which elements appear in
the multiset. The function µΦ is the multiplicity of the multiset Φ∗, specifying
how many copies of each member there are in the multiset. An element
(φ,m) ∈ Φ∗ can be thought of as the m'th copy of φ in Φ∗.

The considered fragment of IF-logic is denoted by L. It is the least
collection that contains the IF-formulas ∃v1/v0Rn(v0, v1) for all n < ω, and
all formulas of the forms φ∧ψ, and φ∨ψ, where φ and ψ are already in the
collection. Thus all formulas φ ∈ L have v0 as their only free variable.
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For IF-formulas φ and ψ, ψ is an IF-consequence of φ, denoted φ |=IF ψ,
if M |=X φ ⇒ M |=X ψ holds for all models M and assignment sets X.
IF-formulas φ and ψ are IF-equivalent, denoted φ ≡IF ψ, if φ |=IF ψ and
ψ |=IF φ.

The following two lemmas show some basic properties of satisfaction and
IF-consequence and justify the later rede�nition of the fragment L in terms
of sets and multisets. The lemmas are easily provable from de�nitions.

Lemma 1 For any model M and IF-formula φ it holds that M |=∅ φ.
Furthermore, for any assignment set X and subset X ′ ⊆ X it holds that
M |=X φ⇒M |=X′ φ.

Lemma 2 The following claims hold for all IF-formulas φ, ψ and θ.

φ ∧ ψ ≡IF ψ ∧ φ (φ ∧ ψ) ∧ θ ≡IF φ ∧ (ψ ∧ θ)
φ ∨ ψ ≡IF ψ ∨ φ (φ ∨ ψ) ∨ θ ≡IF φ ∨ (ψ ∨ θ)
φ ∧ ψ |=IF φ (φ ∧ ψ) ∨ θ |=IF (φ ∨ θ) ∧ (ψ ∨ θ)
φ |=IF φ ∨ ψ (φ ∨ ψ) ∧ θ |=IF (φ ∧ θ) ∨ (ψ ∧ θ)
φ |=IF φ ∧ φ

Note however that φ∨ φ |=IF φ does not hold for an arbitrary IF-formula
φ, as was pointed out by Väänänen (Väänänen 2002). For example, let
M = (M,R) be the model of the language {R0} where the domain is M =
{0, 1} and the interpretation of the only binary relation symbol is the identity
relation, R = idM . Let X = M and φ = ∃v1/v0R0(v0, v1). Then M |={0} φ
and M |={1} φ, so M |=X φ ∨ φ. But M 6|=X φ. As can be seen from the
example, φ ∨ φ |=IF φ fails also in the fragment L. Furthermore, neither
(φ∨ θ)∧ (ψ∨ θ) |=IF (φ∧ψ)∨ θ nor (φ∧ θ)∨ (ψ∧ θ) |=IF (φ∨ψ)∧ θ holds for
arbitrary formulas φ, ψ, θ ∈ L. For example, let M, X and φ be as above,
and let ψ = θ = φ. Then M |=X (φ ∧ θ) ∨ (ψ ∧ θ), and because M 6|=X θ it
also holds that M 6|=X (φ ∨ ψ) ∧ θ.

Because of the above mentioned facts, an alternative notation for L is used
from here on. Due to commutativity of conjunction and disjunction in re-
spect of IF-consequence, the order of formulas joined by connectives does not
matter. In the sequel conjunctions are taken over sets of formulas. Because
idempotency does not hold for disjunction in respect of IF-consequence, the
number of occurrences of each formula in a disjunction matters. Therefore
disjunctions will be taken over multisets of formulas.

3 Characterising IF-consequence

In this section a characterisation is given for IF-consequence. The charac-
terisation covers only a part of the considered fragment L. All models and
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IF-formulas that are constructed in this section are of a binary relational
language {Rn : n < ω}. The models involved are all �nite.

Rede�ne the set L of IF-formulas in a way equivalent to the original
de�nition. First, let L0 = L∧0 = L∨0 = {∃v1/v0Rn(v0, v1) : n < ω}, and for
each n < ω let

L∧n+1 =
{∧

Φ : Φ ⊆
⋃

k<n+1

L∨k �nite nonempty and Φ ∩ L∨n 6= ∅
}
,

L∨n+1 =
{∨

Φ∗ : Φ∗ �nite nonempty, Φ ⊆
⋃

k<n+1

L∧k and Φ ∩ L∧n 6= ∅
}
.

The set of all formulas is L =
⋃
n<ω(L∧n ∪ L∨n).

De�ne S0 = S∧0 = S∨0 = L0, and for all n < ω

S∧n+1 = {
∧

Φ : Φ ⊆ S∨n �nite nonempty},

S∨n+1 = {
∨

Φ∗ : Φ∗ �nite nonempty and Φ ⊆ S∧n}.

For each n < ω and ⊕ ∈ {∨,∧}, the formulas in S⊕n are called balanced
formulas. The type of a balanced formula is the unique set S⊕n that it belongs
to.

The newly introduced set notation of L requires a new de�nition of sat-
isfaction. The following rede�nition is equivalent to the original one. For a
�nite set Φ of IF-formulas, �nite multiset Ψ∗ of IF-formulas, model M, and
assignment set X, rede�ne

M |=X

∧
Φ ⇐⇒ M |=X φ for all φ ∈ Φ,

M |=X

∨
Ψ∗ ⇐⇒ there exists F : X → Ψ∗ such that

M |=F−1{(ψ,m)} ψ for all (ψ,m) ∈ Ψ∗.

The goal is to characterise IF-consequence by the relation `IF. De�ne
φ `IF ψ for balanced formulas φ, ψ ∈ L of the same type as follows.

1. If φ, ψ ∈ S0, then φ `IF ψ ⇔ φ = ψ.

2. If
∧

Φ,
∧

Ψ ∈ S∧n+1, then
∧

Φ `IF

∧
Ψ ⇔ there exists a function f∧n+1 :

Ψ → Φ with f∧n+1(ψ) `IF ψ for all ψ ∈ Ψ.

3. If
∨

Φ∗,
∨

Ψ∗ ∈ S∨n+1, then
∨

Φ∗ `IF

∨
Ψ∗ ⇔ there exists an injection

f∨n+1 : Φ∗ → Ψ∗ with φ `IF ψφ for all (φ,m) ∈ Φ∗, where f∨n+1(φ,m) =
(ψφ,m

′).
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The relation `IF is recursive because the formulas are �nite and it is
possible to decide on the existence of a required function by going through
all functions that have as their domain and range the �nite sets in question.
The relation `IF is a in a sense a generalisation of the subset relation ⊆. This
fact will be used in this paper only in the form of the following lemma.

Lemma 3 For
∨

Φ∗,
∨

Ψ∗ ∈ S∨1 , the condition
∨

Φ∗ `IF

∨
Ψ∗ holds i� the

condition Φ∗ ⊆ Ψ∗ holds.

The above lemma is easy to prove from the de�nition of `IF. One may
also note that for

∧
Φ,

∧
Ψ ∈ S∧1 , the condition

∧
Φ `IF

∧
Ψ holds i� the

condition Φ ⊇ Ψ holds.
The following theorem shows that the relation `IF is at least as strong as

IF-consequence.

Theorem 4 For balanced formulas φ, ψ ∈ L of the same type it holds that
φ `IF ψ ⇒ φ |=IF ψ.

Proof. The claim is proved by induction on the type of the formulas. The
induction hypothesis is that when proving the claim for type S⊕n+1 for some
⊕ ∈ {∨,∧} then the claim holds for all types S∨k and S∧k with k ≤ n. As the
induction's base case, if φ, ψ ∈ S0, then φ `IF ψ ⇒ φ = ψ ⇒ φ |=IF ψ.

Assume then that
∧

Φ,
∧

Ψ ∈ S∧n+1 for some n < ω,
∧

Φ `IF

∧
Ψ, and

for some model M and assignment set X it holds that M |=X

∧
Φ. By

de�nition, M |=X φ for all φ ∈ Φ and there is a function f∧n+1 : Ψ → Φ such
that f∧n+1(ψ) `IF ψ for all ψ ∈ Ψ. NowM |=X

∧
Ψ because by the induction

hypothesis it holds for all ψ ∈ Ψ that

M |=X f∧n+1(ψ) ⇒M |=X ψ.

Finally assume that
∨

Φ∗,
∨

Ψ∗ ∈ S∨n+1 for some n < ω,
∨

Φ∗ `IF

∨
Ψ∗,

and for some modelM and assignment set X it holds thatM |=X

∨
Φ∗. By

de�nition, there is a function FΦ : X → Φ∗ with

M |=F−1
Φ {(φ,m)} φ

for all (φ,m) ∈ Φ∗, and there is an injection f∨n+1 : Φ∗ → Ψ∗ with φ `IF ψφ for
all (φ,m) ∈ Φ∗, where f∨n+1(φ,m) = (ψφ,m

′). Let FΨ = f∨n+1 ◦ FΦ. For any
(ψ,m′) ∈ Ψ∗ the set Θ = (f∨n+1)

−1{(ψ,m′)} contains at most one element.
If Θ = {(φ,m)} for some (φ,m) ∈ Φ∗, then by the induction hypothesis it
holds that φ |=IF ψ, so from M |=F−1

Φ Θ φ it follows that

M |=F−1
Ψ {(ψ,m′)} ψ. (19.2)
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Otherwise Θ is empty, therefore also F−1
Ψ {(ψ,m′)} = F−1

Φ Θ is empty. Then
(19.2) holds by lemma 1. Thus M |=X

∨
Ψ∗. �

The following two theorems give the counterpart to theorem 4 for a part
of the fragment L.

Theorem 5 For φ, ψ ∈ S∨2 it holds that φ |=IF ψ ⇒ φ `IF ψ.

Proof. Let
∨

Φ∗,
∨

Ψ∗ ∈ S∨2 , and assume that
∨

Φ∗ |=IF

∨
Ψ∗. Construct

a model M as follows. Let the domain be M = Φ∗. For an arbitrary
n < ω, construct the interpretation RM

n of the relation symbol Rn as follows.
Consider the corresponding formula ∃v1/v0Rn(v0, v1) and its occurrences in∨

Φ∗. That is, let Θ∗ = {(
∧

Φ′,m) ∈ Φ∗ : ∃v1/v0Rn(v0, v1) ∈ Φ′}. For each
x ∈ Θ∗ set (x, x) ∈ RM

n . These are all the pairs in RM
n .

Let the assignment set be X = Φ∗. Now for each x = (φ,m) ∈ Φ∗, where
φ =

∧
{∃v1/v0Rnj

(v0, v1) : j < k}, it holds that M |={x} φ because, for each
j < k, (x, x) ∈ RM

nj
. Therefore by letting FΦ : X → Φ∗ be the identity

function it can be seen that M |=X

∨
Φ∗.

Thus, because
∨

Φ∗ |=IF

∨
Ψ∗, it also holds that M |=X

∨
Ψ∗. By

de�nition there is a function FΨ : X → Ψ∗ such that

M |=F−1
Ψ {x} ψ for all x = (ψ,m′) ∈ Ψ∗. (19.3)

Let f∨2 = FΨ.
If X ′ ⊆ X and M |=X′ ψ for some (ψ,m) ∈ Ψ∗, then, because each RM

n

is a subset of the identity relation on M, it holds for all x, y ∈ X ′ that x = y.
Therefore X ′ has at most one element. From this and (19.3) it follows that
f∨2 is injective.

Let (φ,m) ∈ Φ∗, and denote (ψ,m′) = f∨2 (φ,m), φ =
∧

Φ′, and ψ =
∧

Ψ′.
Then M |={(φ,m)} ψ, that is, M |={(φ,m)} ψ

′ for all ψ′ ∈ Ψ′. But because M
was constructed so that any (

∧
Φ′,m) ∈ Φ∗ satis�es only the formulas in Φ′,

it follows that Ψ′ ⊆ Φ′. Therefore by choosing f∧1 to be the identity function
it can be seen that

∨
Φ∗ `IF

∨
Ψ∗. �

Theorem 6 For φ, ψ ∈ S∧2 it holds that φ |=IF ψ ⇒ φ `IF ψ.

Proof. Let
∧

Φ,
∧

Ψ ∈ S∧2 , where Φ = {
∨

Φ∗
0, . . . ,

∨
Φ∗
n−1} and assume

that
∧

Φ `IF

∧
Ψ does not hold. Construct a model M as follows. Let the

domain be M = Φ∗
0 × · · · × Φ∗

n−1. For each i < n choose some ξi ∈ Φ∗
i .

The particular values of ξi are not important. Now, for an arbitrary k < ω,
construct the interpretation RM

k of the relation symbol Rk as follows. For
x = (x0, . . . , xn−1), y = (y0, . . . , yn−1) ∈M , let (x, y) ∈ RM

k i� for some i < n
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and m < ω it holds that xi = yi = (∃v1/v0Rk(v0, v1),m) and yj = ξj for all
j 6= i.

Let the assignment set be X = M . For an arbitrary i < n, try to show
that M |=X

∨
Φ∗
i . De�ne FΦ : X → Φ∗

i by FΦ(x0, . . . , xn−1) = xi. Now,
for an arbitrary z = (∃v1/v0Rk(v0, v1),m) ∈ Φ∗

i it holds that F−1
Φ {z} =

{(x0, . . . , xn−1) ∈ M : xi = z}. By the construction of RM
k , for all y =

(y0, . . . , yn−1) ∈ M , where yi = z and yj = ξj for all j 6= i, it holds that
F−1

Φ {z} ⊆ {x ∈ M : (x, y) ∈ RM
k }. Therefore, by choosing any such y

and a constant function G : F−1
Φ {z} → M that maps G(x) = y for all

x ∈ F−1
Φ {z}, and observing that G is {v0}-uniform, it can be seen that

M |=F−1
Φ {z} ∃v1/v0Rk(v0, v1). This holds for every z ∈ Φ∗

i , thusM |=X

∨
Φ∗
i .

Because this holds for every i < n it follows that M |=X

∧
Φ.

As
∧

Φ `IF

∧
Ψ does not hold, there is no function f∧2 : Ψ → Φ satisfying

f∧2 (ψ) `IF ψ for all ψ ∈ Ψ. Using lemma 3 we see that there exists
∨

(Ψ′)∗ ∈ Ψ
such that for every i < n it holds that Φ∗

i 6⊆ (Ψ′)∗. Choose for each i < n
some xi ∈ Φ∗

i \ (Ψ′)∗. Let x = (x0, . . . , xn−1). For all z = (ψ′,m) ∈ (Ψ′)∗,
y = (y0, . . . , yn−1) ∈ M and i < n with yj = ξj for all j 6= i it holds that
if yi = xi then yi 6= z by the choice of xi. Thus, for all (ψ′,m) ∈ (Ψ′)∗,
M 6|={x} ψ

′, so it follows from lemma 1 that x 6∈ X ′ for any subset X ′ ⊆ X
with M |=X′ ψ′. Thus there is no function FΨ : X → (Ψ′)∗ with M |=F−1

Ψ {z}
ψ′ for all z = (ψ′,m) ∈ (Ψ′)∗. Therefore M 6|=X

∨
(Ψ′)∗, so M 6|=X

∧
Ψ.

Thus
∧

Φ |=IF

∧
Ψ does not hold. �

Now, for the fragment S∨2 ∪ S∧2 ⊆ L, IF-consequence has been charac-
terised by the recursive relation `IF. The result can be generalised also
to some non-balanced formulas. Namely, any given formulas φ, ψ ∈ L can
be padded with conjunctions and disjuctions over singletons to form bal-
anced formulas φ0 and ψ0 such that φ0 and ψ0 are of the same type, φ0

is equivalent with φ, and ψ0 is equivalent with ψ. For example, denoting
θn = ∃v1/v0Rn(v0, v1), the formulas

φ =
∧ {∨

{θ0, θ1}∗, θ0

}
∈ L∧2 and ψ =

∨
{θ0, θ0}∗ ∈ L∨1

can be padded into the balanced formulas

φ0 =
∧ {∨

{θ0, θ1}∗,
∨
{θ0}∗

}
∈ S∧2 and ψ0 =

∧ {∨
{θ0, θ0}∗

}
∈ S∧2 .

It can be seen that φ ≡IF φ0 and ψ ≡IF ψ0.
The problem is that the type of the resulting balanced formulas may be

higher than S∧2 and S∨2 . This happens especially when φ, ψ 6∈ L∨2 ∪L∧2 . How-
ever, when this is not the case, the following theorem extends the equivalence
between `IF and |=IF. The theorem follows directly from theorems 5 and 6.
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Theorem 7 Let φ, ψ ∈ L, and assume there is ⊕ ∈ {∨,∧} and formulas
φ0, ψ0 ∈ S⊕2 with φ0 ≡IF φ and ψ0 ≡IF ψ. Then it holds that φ |=IF ψ i�
φ0 `IF ψ0.

4 Conclusions

Above it was shown that the consequence relation de�ned for IF-formulas is
recursive in the fragment S∧2 ∪S∨2 of IF-logic. The result shows way to but falls
short of the conjecture that logical consequence is decidable for IF-formulas
obtained from existential IF-formulas by means of classical disjunction and
conjunction.

The approach taken in this paper does not adapt to S∨3 as it is. For
example, denoting θn = ∃v1/v0Rn(v0, v1), consider the formulas

φ =
∨ {∧ {∨

{θ0}∗,
∨
{θ1}∗

}
,
∧ {∨

{θ2}∗
}}∗

and

ψ =
∨ {∧ {∨

{θ0, θ2}∗,
∨
{θ1, θ2}∗

}}∗
.

We see that φ, ψ ∈ S∨3 . Furthermore, by lemma 2, φ |=IF ψ because φ ≡IF

(θ0 ∧ θ1)∨ θ2 and ψ ≡IF (θ0 ∨ θ2)∧ (θ1 ∨ θ2). But clearly φ `IF ψ cannot hold
because there is no injection from a two-element set to a singleton.

It seems reasonable to suppose that a fairly simple set of characterising
rules is enough to grasp IF-consequence in all of L. One could try to tweak the
de�nition of `IF by expanding the range of the involved functions. Another
approach would be to try to prove that the simple IF-consequences listed in
lemma 2 are su�cient for building all IF-consequences in L.

An interesting generalisation would be to study IF-consequence for for-
mulas that have more than one free variable. This could be done for example
by letting L0 = {∃x/vkRn(vk, x) : k, n < ω}.

Finally, the author would like to thank his supervisor Jouko Väänänen for
guidance, the anonymous referees for helpful, interesting and thorough com-
ments on an earlier version of this paper, and Ryan Siders for his comments
and advice on the English language.
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Abstract. In this paper we introduce XMG1 (eXtensible Meta-
Grammar), a system dedicated to the production of wide coverage
lexicalised grammars. In particular, we show that XMG provides a rep-
resentation language suitable for describing different linguistic dimen-
sions and different grammatical formalisms. Furthermore, we briefly
sketch the architecture of the XMG compiler showing that it encodes
a theoretically sound processing of the XMG formalism.

1 Introduction

We are concerned with the production of grammars for strongly lexicalised
formalisms. In such formalisms, the linguistic knowledge is included in the
lexicon, which can be seen as a function mapping words to the set of gram-
matical structures reflecting their usages in sentences. So, in order to get a
realistic coverage of natural languages, this mapping must reflect as many
behaviours of the word as possible (e.g. interrogative, active, passive. . . ).
For instance, in Tree Adjoining Grammars (tag), the word mange (eats) is
associated with the following structures (among others):

1freely available at http://sourcesup.cru.fr/xmg.
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Chapter 20, Copyright c© 2005, Yannick Parmentier & Joseph Le Roux
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We note that in such lexicons:

1. a given structure can be associated with several words (e.g. a large
number of structures are shared by transitive verbs) ;

2. structures have many fragments in common (e.g. the S–V chunk on
the above structures).

This redundancy leads to the following problems: (a) it is hard to preserve
consistency between grammatical structures when changes2 are made, and
(b) we cannot express linguistic generalisations.

In order to avoid such drawbacks, one would like to automatically pro-
duce the grammar from a highly factorised description of the linguistic con-
cepts underlying the grammar (the metagrammar).

The paper is structured as follows. First (section 2), we show how a wide
coverage tag can be automatically produced with XMG. This includes the
presentation of XMG’s representation language. We then compare this work
with existing approaches. Secondly (section 3), we show how to extend XMG
to cover other linguistic dimensions (e.g. semantics). Finally we present the
modular architecture of XMG.

2 Production of wide coverage TAG with XMG

In this section, we introduce the XMG formalism3 showing how it can be
used to describe the main linguistic and formal properties encoded in a tag4

and comparing it with existing approaches to factorising tags.
2such as the modification of the representation of the verb agreement.
3We present the XMG abstract language, for lack of space we do not introduce the

high-level concrete syntax, please see (Duchier et al. 2004).
4Note that we do not introduce the tag grammatical formalism here, please see (Joshi

and Schabes 1997) for such an introduction.
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2.1 XMG’s core language

A wide coverage tag is composed of thousands of trees. To avoid redun-
dancy, the first improvement is to consider not complete trees but tree frag-
ments. Each fragment is represented by means of a tree description language
(see (Rogers and Vijay-Shanker 1992)). Furthermore, these fragments can
reuse others, for instance by means of inheritance as presented in (Vijay-
Shanker and Schabes 1992). Then, these fragments are combined to build
tag trees. Two issues have to be solved: (a) how to split the trees into frag-
ments to reach a good factorisation, and (b) how to control the combination
of these fragments to produce the appropriate trees.

The XMG formalism tackles these issues by providing a representation
language where tree fragments can be (1) referred to by abstractions, and
(2) combined using conjunctive and disjunctive composition.

Representation of the combinations of fragments One important
underlying idea in XMG is that the combination of pieces of information in
a metagrammatical description can be compared with rewriting rules.

To illustrate this, let us consider the combination of the tree fragments
used to produce the tree associated with the French lexical item voit (sees),
i.e. a transitive verb. This combination involves 3 fragments, namely the
one representing the subject, the one representing the verbal morphology
(active) and the one for the object:

Another way to state this is that the combination of subject, active, and
object can be rewritten as transitive:

transitive → subject ∧ active ∧ object

This rewriting system corresponds to the formalism of Definite Clause Gram-
mars (dcg) with a difference: terminal symbols are not limited to words,
but can be tree fragments. A dcg performs an accumulation of the terminal
symbols encountered during the derivation (i.e. application of the rewriting
rules).
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The language used to describe combinations of fragments in XMG is
defined by:

Clause ::= Name → Goal (20.1)
Goal ::= Description | Name | Goal ∨Goal | Goal ∧Goal

(20.2)

Query ::= Name (20.3)

As mentioned above, this language includes abstraction (20.1) that al-
lows one to reuse a fragment, conjunction and disjunction (20.2). With
such a language, one can define precisely and flexibly the combinations nec-
essary to build the grammar. For instance, one can refine the transitive
example by stating that the subject can be realised in different ways, such
as a canonical subject, a relativised subject, etc:

subject → canSubject ∨ relSubject ∨ . . .

That is, the following tree fragments describe the possible realisations of
a subject:

Note that this can be done thanks to the indeterminism provided by the
disjunction operation.

During compilation, the XMG system computes all derivations of the
corresponding dcg, starting from a query (20.3). With the above example,
the query would be transitive and the associated trees would be described
by the following clause, where each conjunction corresponds to a solution to
the query:

transitive → (canSubject ∧ active ∧ object)
∨ (relSubject ∧ active ∧ object)
∨ . . .

Thus, we obtain for each query the enumeration of all satisfying tree
descriptions.

Representation of the content of the fragments With XMG, the
tree fragments of a tag metagrammar are expressed by means of a tree
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description language including the following operators:

Description ::= x → y | x →+ y | x →∗ y | x ≺ y | x ≺+ y |
x ≺∗ y | x[f :E] | x(p:E)

(20.4)

where x, y represent node variables, → immediate dominance, →+ strict
dominance, →∗ large dominance, ≺ is immediate precedence, ≺+ strict
precedence, and ≺∗ large precedence. x[f :E] constrains feature f with as-
sociated expression E on node x (a feature can for instance refer to the
syntactic category of the node), while x(p:E) specifies its property p (node
properties are used to add control on fragment combinations, see section
4). An expression E can either be a constant, or a variable, or a complex
structure.

Note that these descriptions contain variables that can refer not only to
nodes, but also to feature values or node properties, and that these variables
can be shared with other fragments.

Information sharing between fragments As mentioned above, the
descriptions of tree fragments can use variables. In other words, the de-
scriptions introduced in (20.2) and therefore the clauses in (20.1) contain
variables. By default, the scope of these variables is limited to the clause.
Nevertheless the XMG language supports the management of variable scope
by means of an export concept. An export defines which variables are visible
when the clause is called. More precisely, an export associates a dedicated
feature structure containing the exported variables with the clause. Thus
(20.1) is extended in the following way:

Clause ::= 〈V1, . . . , Vn〉 ⇐ Name → Goal (20.5)

and conversely, the Goal expression (20.2) is extended to specify that at each
invocation of a clause, the exported feature structure is made accessible via
an identifier (here Var):

Goal ::= Description | Var ⇐ Name |
Goal ∨Goal | Goal ∧Goal

(20.6)

Reusing a variable Vi of the fragment whose abstraction is named Name can
then be done by using the dot operation: V ar.Vi.

For example, let us consider the class classA containing 2 nodes x and y
with x dominating y, both nodes being exported.

〈x, y〉 ⇐ classA → (x → y )

A second class classB may access any of them as illustrated below, where
the category of the x node is specified inside the classB fragment:

classB → (A ⇐ classA ∧ A.x[cat : s])
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2.2 Comparison with related work

In the field of compact representation for lexicalised tags, two trends have
emerged:
1. systems based on lexical rules,
2. systems based on fragments and combinations (i.e.

metagrammars).
Thus, (Becker 2000) uses lexical rules (called metarules) to produce au-

tomatically the trees of a tag. One drawback of this approach is that it
leads to the definition of complex ordered application schemes (see (Prolo
2002))5.

The second trend was first investigated by (Candito 1996). She used the
ideas of fragments and combinations along with a structuring of the fragment
inheritance hierarchy according to linguistic motivations. The combining
process follows an algorithm dependent on this structuring. One important
drawback of this proposal is that her representation language makes use of
global names to refer to nodes, so that the same tree fragment cannot be
reused twice within the same call.

Close to Candito’s approach, (Xia et al. 1998) propose an abstract
representation of the lexicon using fragments (called blocks). Xia’s proposal
is more flexible than Candito’s as the blocks can be arbitrarily combined.
Nevertheless her representation language suffers from a lack of expressivity
and thus overgenerates (see (Crabbé and Duchier 2004)).

Note that all these approaches are closely linked to the tag formalism.
None of them have been used in a multi-formalism context.

The first attempt to provide a flexible metagrammatical framework is
(Gaiffe et al. 2002). The authors depart from Candito’s approach by sep-
arating the fragment specification and the combination process. The latter
is controlled by means of needs and resources. Hence Gaiffe’s metagrammar
compiler has been used to produce automatically lexical functional gram-
mars (lfg, see (Clément and Kinyon 2003)). However, this production of
lfgs corresponds to a diverted use of the compiler by decorating tag trees
with functional annotations. After compilation of the metagrammar, tag
trees are produced, that need to be interpreted to extract the lfg rules.
Even if the linguistic properties are encoded at a metagrammatical level,
why not make the metagrammar compiler generate the rules ? Another
point is that this approach still makes use of global names, so that (1) the
development of real size grammars remains difficult (cf name conflicts), (2)
it does not provide an efficient way to deal with argument deletion (e.g.
passive without agent), and (3) one cannot reuse the same fragment several

5Nevertheless a broad-coverage hpsg, which is based on lexical rules, exists for English,
along with a development kit containing generalisations over the components of such a
grammar. We do not detail these results here, please see (Copestake and Flickinger 2000)
and (Bender et al. 2002).
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times (e.g. verbs with 2 prepositional phrases).
Recently, a new metagrammatical framework has been developed by

Thomasset and De La Clergerie (see (Thomasset and Villemonte de la Clerg-
erie 2005)). A key point of this approach is that the metagrammar can
produce factorised trees, thus allowing a better structure sharing (compact
grammar). But, we do not have information yet concerning the usability of
this system.

3 From TAG to multi-formalism

In order to reach a certain degree of extensibility, we need to be able to
describe not only tree descriptions but also other levels of linguistic descrip-
tion, each with its own representation (e.g. attribute-value matrices (avms),
semantic formulas, etc).

To support such a multi-level description, the combination must process
distinguished types of description which we will call dimensions. Above,
we compared the metagrammar with a dcg, where tree fragments are accu-
mulated instead of words. Following this idea, we can refer to the formalism
of Extended Definite Clause Grammars (edcg, see (Van Roy 1990)) to have
several named accumulators. Thus we will be able to manage several dimen-
sions. More precisely, we extend our representation language by replacing
Description in (20.6) with Dimension+=Description:

Goal ::= Dimension+=Description | Var ⇐ Name |
Goal ∨Goal | Goal ∧Goal

(20.7)

where += is an accumulation operation, its semantics depends on the di-
mension processed (e.g. conjunction).

At the time of this writing, 3 dimensions are implemented in the XMG
system, namely syn for syntactic descriptions (based on tree descriptions,
presented above), sem for semantic representations (based on Hole Seman-
tics, see (Gardent and Kallmeyer 2003)), and dyn corresponding to an open
avm whose role is double: (a) allowing to access some information in the
syn or sem dimensions through coindexation, and (b) associating specific
information to the grammar entries (such as morpho-syntactic information).

Therefore, we can define classes containing tree fragments and other
containing semantic information. Then we can specify a syntax / semantics
interface by using the dimension dyn to share unification variables between
syn and sem. On the figure 20.1, we represent the syntactic and semantic
information for intransitive verbs (e.g. tree and unary relation), and then use
dyn to state that the subject corresponds to the argument of the semantic
relation.

By using the syn and dyn dimensions, we have been able to automati-
cally produce an Interaction Grammar (ig, (Perrier 2003)) which is currently
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Figure 20.1: A multi-dimensional fragment of the metagrammar

used within the LEOPAR parsing system6. Similarly, we develop a wide cov-
erage French tag which encodes both syntactic and semantic information
(see (Gardent and Parmentier 2005)).

XMG can furthermore be extended to other syntactic or semantic for-
malisms by defining new dimensions, each described by a specific language.
The XMG user would be able to dynamically define a metagrammatical
framework that suits its target formalism by loading the adequate dimen-
sions.

4 A modular architecture

In this section, we present the architecture of XMG. Indeed, an important
feature of the XMG approach is that metagrammars are processed in the
same way as artificial languages. More specifically, the XMG system is
composed of 3 parts7, namely:

• a compiler that parses XMG’s concrete syntax to produce core lan-
guage code ;

• a virtual machine (vm) performing accumulation of dimensions,
along with unification. This vm is inspired by the Warren’s Abstract
Machine (wam, see (Ait-Kaci 1991)). As in edcgs, the vm computes
the derivations by evaluating queries ;

• a third part for additional processings of the accumulated structures.
6freely available at http://www.loria.fr/equipes/calligramme/leopar/
7A more detailed presentation of XMG’s architecture is given in (Duchier et al. 2004).
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This third part is completely modular, that is to say users can chose
which modules they need to include. These modules perform various tasks
on the accumulated structures:

Resolution of descriptions The vm yields as output a snapshot of its ac-
cumulators for each successful derivation, say (D1, ..., Dn) for n dimensions.
For instance, in the D1 dimension (syn), this snapshot corresponds to tree
descriptions. In the tag formalism the elements of the grammar are trees.
Hence, the structures produced by the vm (i.e. tree descriptions) need to
be further processed so that we obtain trees. To complete this processing,
we use a description solver such as the one introduced in (Duchier 2000).
This solver is implemented through constraints on set of integers. First,
each node of the description is assigned an integer. Then, we define for each
node N i the sets N i

Eq, N i
Up, N i

Down, N i
Left, N i

Right representing respectively
the nodes that are unified with N i, above N i in the model, below N i, on
the left, and on the right of N i. Finally, the relations between nodes are
represented by means of constraints on these sets of integers. For instance,
if a node N i dominates a node N j , then the following constraint holds8:

N i → N j ≡ [N i
EqUp ⊆ N j

Up ∧ N i
Down ⊇ N j

EqDown ∧
N i

Left ⊆ N j
Left ∧N i

Right ⊆ N j
Right]

where N i
EqUp = N i

Eq ∪N i
Up and N j

EqDown = N j
Eq ∪N j

Down

That is, the set of nodes that are above a mother node is included in the set
of nodes that are strictly above its daughter node and the set of nodes that
are below a mother node contains the set of nodes that are strictly below
its daughter node and the set of nodes that are on the left (respectively the
right) of the mother node is included in the set of those that are on the left
(respectively right) of the daughter node.

Actually each dimension is processed by a solver computing its realisa-
tion according to a given predicate Ri (that may be equality). Note that,
since dimensions may share variables, we want all simultaneous solutions of
(R1(D1), . . . , Rn(Dn)).

Extended control on combinations of fragments When developing
a metagrammar for a wide coverage grammar, one may want to constrain
the fragment combining semi-automatically, i.e. without having to define
every node equality. This can be done for instance by using a resource
sensitivity tree language whose role is to prevent some combinations
and force others. For instance such a language can be a colour language,
where the elements are (red, black, white), and the combination rules9:

8See also (Duchier and Niehren 2000) for a detailed presentation.
9⊥ represents failure.
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•b •r ◦w ⊥
•b ⊥ ⊥ •b ⊥
•r ⊥ ⊥ ⊥ ⊥
◦w •b ⊥ ◦w ⊥
⊥ ⊥ ⊥ ⊥ ⊥

Thus, by labelling the nodes of the description with adequate colours,
we can prevent some node from merging and force others to do so. Tech-
nically, the tree descriptions output by the vm are solved by an extended
solver, which corresponds to the tag solver introduced above, coupled with
a specific module for colour constraints solving. The details of the use of
such a language to prevent tree overgeneration when producing a tag are
given in (Crabbé and Duchier 2004) .

Furthermore XMG makes use of additional operations to constrain the
produced structures. For example, these structures may be filtered ac-
cording to linguistic principles such as the unicity of extraction in French
(see (Crabbé and Duchier 2004)). Actually, a library of constraining prop-
erties has been implemented. The metagrammar designer may select and
parameterise the operations needed (at the time of this writing, namely
unicity(X) or rank for clitics ordering).

Formatting of the output As a result of a metagrammar compilation,
XMG produces entries of a grammar (at the moment, trees for tag and tree
descriptions for ig). These entries can either be printed through a graphical
user interface or translated to an XML format, so that they can be easily
used by NLP tools such as natural language generators or parsers.

5 Conclusion

We have presented here a new metagrammatical framework that can sup-
ports several grammatical formalisms (tag and ig at the moment).

The XMG system is freely available at http://sourcesup.cru.fr/xmg
under the terms of the CeCILL license10. It has been developed in Oz/Mozart11.
The supported platforms are Linux, Mac and Windows.

XMG has been used successfully to develop a wide coverage tag for
French (see (Crabbé 2005a), (Gardent and Parmentier 2005), and (Crabbé
2005b)) and a medium size ig. This tag metagrammar, containing 285
classes, produces about 5,000 non-anchored tag trees (that is, tree schematas
where a node is distinguished to receive the lexical item). It is currently eval-

10See http://www.cecill.info for more details on this license, which follows the prin-
ciples of the GNU GPL.

11See http://www.mozart-oz.org.
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uated in syntactic parsing on the tsnlp12. The first results are encouraging
since the success rate is about 75%. To give an overview of the efficiency of
the system, it takes 5 minutes to compile this grammar on a Pentium 4 -
2.66 Ghz processor with 1 Go RAM.

We plan to develop a library of dimensions, each equipped with a spe-
cific language. This will allow the description of an arbitrary number of
grammatical formalisms by using adequate dimensions.

We are also working on the use of the automatically produced wide
coverage tag with semantic information in the context of parsing (Gardent
and Parmentier 2005) and generation (Gardent and Kow 2004).
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ment lexicalisées - Application à la grammaire d’arbres adjoints. Ph.
D. thesis, Université Nancy 2. To appear.
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ABSTRACT. This paper discusses the interaction between two types of verbal derivation 
in Russian: formation of deverbal nouns and modification of Aktionsart (aka internal 
aspect, actionality, eventuality type)1 with prefixes and suffixes. After considering 
observed restrictions on the co-occurence of nominalization affixes and other verbal 
derivational morphology, we propose a model of verbal stem formation accounting for 
the phenomena in terms of layers of functional structure within the verbal stem.  

The examined data show need for a wider variety of projections for verbal 
derivational morphology than usually assumed, and give additional arguments for the 
hypothesis of VP and some higher aspectual projections embedded in Slavic 
nominalizations. 

 

1 The Problem 
 

Verbal prefixation and suffixation in Slavic languages and patterns of 
nominalization are both problems much accounted for in the literature, but they 
have not been studied together before. But, it is easy to show that these 
phenomena closely interact, being mutually restricting: in many cases the 
nominalized verbal stem doesn’t allow for the prefixes and suffixes easily found 
in the corresponding verb, consider (1)-(2): 
 
(1) sidet’ ‘to sit, to be sitting’ — po-sidet’ ‘to have been sitting (for some time)’ 
 sidenije ‘sitting’ — *po-sidenije ‘intended: sitting for some time’ 
(2) klevat’ ‘to peck, to be pecking’ — s-klevat’ ‘to peck (all the stuff available)’ 
 klev-ok ‘a peck’ — *s-klev-ok 
 

                                                        
1 This sense is a little broader than traditional Slavic views (Isachenko 1960, 

Maslov 1984) on Aktionsart as meaning of some Slavic prefixes. 
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Example (1) illustrates the inattestedness of delimitative prefix po- in 
nominalizations; (2) shows that perfective prefix s-, quite natural with the verb 
klevat’ ‘to peck’, is excluded from its –ok-nominalization. 

As I am going to show, a closer look at the interaction of nominalizations and 
prefixation-suffixation patterns can help to understand the mechanisms involved 
in Russian verb formation and, particularly, its aspectual dimension, helping to 
resolve some crucial problems concerniong Russian and Slavic verbs and 
nominalizations: different types of verbal prefixes, their contribution to the verb 
meaning, level of attaching of verbal prefixes, and the amount of verbal material 
embedded in nominalizations. 

Before doing that, I will set forth, as a general background, a brief overview 
of Russian aspectual and Aktionsart sysems and of different attested patterns of 
nominalization. Of course, the picture described below is a simplification of the 
reality, as I will address only the facts relevant for the present discussion, leaving 
out such problematic issues as aspectual composition, semantics of Russian 
aspects, exact meaning of every single of the whole range of Russian verbal 
prefixes, sintactic properties and argument structure within nominalizations2.  

 

2 General background 

2.1 Verbs: aspect, Aktionsart, prefixes, suffixes 
 

As is well known, Russian verbs grammatically distinguish two aspects, that is, 
can be perfective and imperfective. We adopt here the distinction between 
grammatical aspect as an inflexional category and Aktionsart characteristics of a 
verbal stem in terms of telicity/atelicity, stativity/dynamicity etc, articulated in 
Smith 1991, Bache 1985, Dik 1994, Dowty 1979, Durst-Andersen 1994 et al. In 
what follows we will be concerned with the second parameter only, leaving out 
the verbal inflexion and narrowing our scope to the semantics of the verbal stem 
and properties shared by verbs and deverbal nouns, that is, to Aktionsart 
distinctions. 

The crucial Aktionsart opposition is the difference between telic and atelic 
situations, verbs and verbal stems. The classical test for telicity within verbal 
predicates is the test on compatibility with time span/measure adverbials: telic 

                                                        
2 Detailed accounts for problems of (not only) Slavic aspect can be found, 

among many others, in Forsyth 1970, Filip 1994, 1999, 2000, 2003, Borik 2002, 
Isačenko 1960, Krifka 1989, 1992, 1998, Maslov 1984, Młynarczyk 2004, Rothstein 
2004, Piñon 2001, Paducheva 1996, Verkuyl 1993, 1999. Nominalizations are discussed 
in Alexiadou 2001, 2004, Grimshaw 1990, Rappaport 2001, 2002, Rozwadowska 1997, 
Schoorlemmer 1998 and others. 
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situations allow for adverbials such as za dva časa ‘in two hours’, while 
atelic situations are compatible with adverbials like dva časa ‘for two hours’: 

 
(3) Petja napisal pis’mo za dva časa/*dva časa — Peter wrote a 

letter in two hours/*for two hours 
(4) Petja poguljal dva časa/*za dva časa Peter walked for two 

hours/*in two hours 
 
All the telic predicates in Russian in non-habitual uses are perfective, while 

atelic predicates can be both imperfective and perfective, with specific 
delimitative or perdurative prefixes:  

 
(5) guljat’ dva časa ‘to walk (ipfv)’ — po-guljat’ dva časa ‘to have 

a walk (pfv delimitative)’, ždat’ dva časa ‘to be waiting for two hours’ — 
pro-ždat’ dva časa (pfv perdurative) ‘to have been waiting for two 
hours’.  

 
Underived Russian verbs can be both telic and atelic, cf. guljat’ ‘to walk’ in 

(5) above and (6): 
 

(6) Petja rešil zadaču za dva časa — Peter solved a problem in two 
hours 

 
Almost all the prefixes make the verb they attach to telic and perfective; 

delimitative and perdurative prefixes make it perfective leaving it atelic (5). 
Prefixes that change the teicity of the initial stem we are referring to as 
Aktionsart prefixes. Prefixes can attach both to atelic and telic verbs:  

 
(7) čitat’ ‘to read, to be reading’ (atelic imperfective) – pro-čitat’ ‘to read, 

to have read’ (telic perfective), kupit’ ‘to buy’ (telic perfective) – na-kupit’ ‘to 
buy (lots of things)’ (telic perfective). 

 
Aktionsart changing suffixes are –nu-, –(y)va- and -a-. The former is 

telicizing and the two latter are atelicizing: 
 

(8) sviste-t’ ‘to whistle’ — svist-nu-t’ ‘to give a whistle’, tolka-t’ ‘to push’ — tolk-
nu-t’ ‘to give a push’ 

(9) pro-smotret’ ‘to look through’ — pro-smatr-iva-t’ ‘to be looking through’ 
(10) reš-it’ (zadaču) ‘to solve (a problem)’ — reš-a-t’ zadaču ‘to be 

solving a problem’ 
 
Suffixes –(y)va- and -a-, actually, come in two varieties: imperfectivizing, 

attaching to perfective telic verbs, and co-called generic, making imperfective 
atelic verbs habitual: sidet’ ‘to sit, to be sitting’ — siž-iva-t’ ‘to sit from time to 
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time, habitually, episodically’. See arguments for distinguishing between them in 
Filip 2001. 

 

2.2 Nominalizations: different patterns and their 
Aktionsart characteristics 

 
Russian has a great variety of deverbal noun suffixes, different in their 
productivity, semantics of the resulting noun and restrictions on the basic verbal 
stem. Let us classify them by the parameter of the Aktionsart characteristics of 
the basic stem and the resulting nominal. Tests for telicity of the verb are 
described above in 2.1, and for nominals we adopt their slight modification: only 
atelic nouns are compatible with adjectives like 
trexdnevnyj/trexčasovoj ‘lasting for three days/hours’, and only telic 
nouns can be subjects of the verb zanjat’ <time> ‘occupy, take’.  
 

2.1 Suffixes attaching to atelic stems only 
 

A lot of low-productive affixes can attach only to atelic stems without changing 
their telicity:  

 
(11) -ot(a) ikat’ ‘to hiccup’ — ikota ‘hiccuping’  
(12) -n’ bojat’sja ‘to fear’  — bojazn’ ‘fear’ 
(13) -b(a) kosit’ ‘to mow (grass)’ — kos’ba ‘mowing’, rešit’ ‘to solve’ — *reš-ba 
(14) -ež grabit’ ‘to rob’ — grabež ‘robbery’, kupit’ ‘to buy’ — *kup-ež 
(15) -nje vrat’ ‘to tell lies’ — vranje ‘telling lies’, tkat’ ‘to weave’ — tkanje 

‘weaving’. 
 
One more type of the nouns derived from atelic verbal stems are –ok-nouns, 

attested in two types, depending on the meaning of the initial stem. When suffix 
–ok attaches to sound verb stems, the resulting noun is atelic:  

 
(16) svistet’ ‘to whistle’ — ‘whistling’; zvonit’ ‘to ring’ — zvonok ‘ringing’.  

 
This suffix can also attach to stems that denote a multiplicative situation, that 

is, to a situation consisting of a sequence of short events (quanta), similar to one 
another. In this case the derived noun will refer to one such quantum of the 
multiplicative situation and, therefore, be telic: 

 
(17) kivat’ ‘to nod’ — kivok ‘a nod’, klevat’ ‘to peck’ — klevok ‘a peck’. 
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This suffix, thus, brings in a specific semantic contribution that can be 
described as picking out a minimal, atomic portion of the situation denoted by the 
stem: in the case of a situation explicitly composed of small similar portions it 
selects one such protion, and in the case of a sound situation verbal stem it gives 
rise to a delimited situation of sound emission. The restriction for sound verbs 
only can be explained by that these are the only situations allowing for a well 
attestable result even being delimited: there always will be some sound emitted3.  

 

2.2 Suffixes attaching to telic and atelic stems 
 
Other Russian nominalizing suffixes can attach to both telic and atelic stems: 
 

(18)  -ø(a): tratit’ ‘to spend’ — trata ‘spending’, ras-tratit’ ‘to have spent (all the 
available resources)’ — ras-trata ‘spending, peculation’, 

(19) -ø4: smotret’ ‘to look at, to examine’ — smotr ‘examination, review’, pro-
smotret’ ‘to look through’ — pro-smotr ‘looking through’, o-smotret’ ‘to 
examine totally’ — o-smotr ‘total examination’.  

(20) -ka: kovat’ ‘to forge’ — kovka ‘forging’, pod-kovat’ ‘to shoe (a horse)’ — 
podkovka ‘shoeing (of a horse)’. 

(21) -’: pečatat’ ‘to print’ — pečat’ ‘printing’, za-pisat’ ‘to write down, to 
record’ — zapis’ — ‘recording’. 

(22) -cija: registrirovat’ ‘to register’ — registracija ‘registration’, pere-registrirovat’ 
‘reregister’ — pereregistracija ‘reregistration’  

(23) -nie: pisat’ ‘to write’ — pisanie ‘writing’, na-pisat’ ‘to write down — na-
pisanie ‘writing down’, reshit’ ‘to solve’ — reshenije ‘solving’. 

 
Now let us consider in detail restrictions on combinations of verbal 

derivational morphemes and different types of nominalizational suffixes. 

3 Compatiblity of verbal morphemes and 
nominalizational suffixes 
There are some generalizations to be drawn about cooccurence of verbal 
derivational morphemes with nominalizers. First, certain verbal derivational 
morphemes are excluded in all nominalizations patterns. These are so-called 
“generic” –yva- (24), semelfactive –nu- (25), delimitative po- (26), and 
perdurative pro- (27): 

                                                        
3 This is confurmed by the fact that these sound nominals are usually used to 

refer to some siuation of information transfer: gudok parovoza ‘hooting of a steam-
engine’, but *gudok shmelja ‘hooting of a bumblebee’. 

4 There are two zero-nominalizers in Russian: -ø(a), giving feminine nouns with 
–a in nominative case, and -ø, resulting in masculine nouns with zero inflexion in 
Nominative. 
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(24) sidet’ ‘to sit, to be sitting’ — siž-iva-t’ ‘to sit from time to time, habitually, 

episodically’ 
 sidenije ‘sitting’ — *siživanie  
(25) ikat’ ‘to hiccup’ — ik-nu-t’ ‘to give a hiccup 
 ikota ‘hiccuping’ — *ik-nu-ta  
(26) guljat’ ‘to walk’ — po-guljat’ ‘to have a walk’ 
 guljanije ‘walking’ — *poguljanie 
(27) žit’ ‘to live’ — pro-žit’ ‘to have been living (some time)’ 
 žitje’ ‘living’ — *prožitje 
 

All the nominalizational suffixes attaching to atelic stems exclude all the other 
derivational morphemes in the stem, ruling out therefore not only prefixed stems, 
which would be vacuously true, as they are all telic, but also stems with –yva-: 
 
(28) s-kosit’ ‘to mow down (grass, pfv) — *skos’ba, s-kaš-iva-t’ ‘to be mowing 

down (grass, ipfv)’ — *skašivba 
(29) klevat’ ‘to peck’ — klevok ‘a peck’, s-klevat’ ‘to peck up (pfv)’ — *sklevok, 

s-klev-yva-t’ ‘to peck up (ipfv)’ — *sklevyvok 
 
Suffixes that can attach to both telic and atelic stems, with two exceptions, 

allow for prefixes, but not for suffix –yva-: 
 

(30) tratit’ ‘to spend’ — ras-tratit’ ‘to have spent’ — ras-trach-iva-t’ ‘to be 
spending’  

 trata ‘spending’ — ras-trata ‘spending, peculation’,— *ras-trach-iva 
 
The two exceptions are nominalizers –cija and –nije. In fact, –cija is 

compatible with only one telicizing prefix — pere-: 
 

(31) orientirovat’ ‘to orientate’ — pere-orientirovat’ ‘reorientate, redirect’ — 
s-orientirovat’ ‘to give someone guidance’ 

 orientacija ‘orientation’ — pereorientacija ‘reorientation redirecting’ — 
*sorientacija 

 
Nominalizer –nije shows the widest range of possibilities, attaching both to 

prefixed stems and to stems with atelicizing –a- and –yva-: 
 

(32) pisat’ ‘to write’ — o-pisat’ ‘to describe’ — o-pis-yva-t’ ‘to be describing’ 
 pisanie ‘writing’ — o-pisanie ‘description’ — opisyvanie ‘process of 

describing’ 
(33) pilit’ ‘to saw — ras-pil-iva-t’ ‘to be involved in sawing into pieces’  
 pilenie ‘sawing’ — raspilivanie ‘sawing into pieces’ 

 
Now let us imagine what a model of deriving a verbal stem should look like to 

account straightforwardly for the observed facts. 
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4 Discussion and hypothesis 
The core of our proposal accounting for the phenomena described above is 
assuming successive stages of derivation of verbal stem, each nominalizing 
suffix being specified for the stage it can apply at. 

Together with Rappaport 2001, Schoorlemmer 1998, Alexiadou 2001 we 
assume here that Russian deverbal nouns have at least a VP under the 
nominalization suffix. This is all that is available for the suffixes allowing for 
unprefixed stems only. The derivational structure for nouns of this type is as 
follows (noun kos’ba ‘mowing’): 

 
(34)   NP 

 
 N  VP 
 -b(a) 
   V 
   kos’- 
 (following Rappaport 2001, 2002, Tatevosov, Pazelskaya 2004) 
 
Besides these structural restrictions, deverbal nouns of the type in question 

have also semantic ones: they cannot attach to inherently telic perfective 
unprefixed stems: rešit’ ‘to solve’ — *reš-ba. These suffixes do not change the 
meaning of the basic stem; their semantics (except for the –ok nominalizer)can be 
represented like (35): 

 
(35) λeλe’[Activity(e)&e’=e]. 
 

Now let us turn to the nominals allowing for both prefixed and unprefixed 
stems, leaving for the time apart –cija and –nije nominals. Consider, for example, 
palatalizing suffix, exemplified in (21) above, repeated here as (36): 

 
(36) -’: pečatat’ ‘to print’ — pečat’ ‘printing’, za-pisat’ ‘to write down, to 

record’ — zapis’ — ‘recording’. 
 
Structure for unprefixed deverbal nouns of this type (like pečat’ ‘printing’) 

is analogous to that in (34). For the structure of prefixed stems at least three 
hypotheses are logically possible, depending on the position we assign the prefix 
in (take, for instance, zapis’ zvuka ‘sound recording’): 
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(37)  NP    (38) NP 

 
N  TelP   N  VP 
-’     -’   
 Tel  VP   V  PP 
 za-     pis-   
  V  DP   DP  P 
  pis-       za- 
    zvuk-   zvuk-  
      

(39)    NP 
 
 N  VP 
 -’   
  V  DP 
  za-pis  
    zvuk-  
 -  
    
 
That is, prefix can be interpreted as a modifier (Telicizer) of the internal VP 

within the nominal (37) (following Slabakova 2001, Verkuyl 1999), as a 
preposition belonging to the PP subordinated by the VP (38) (following 
Svenonius 2003, 2004), or as a modifier of the V itself (39), applying possibly in 
the lexicon, before its insertion in the structure (Filip 1997 and subsequent 
papers). Our material forces to adopt the first hypothesis, because it helps to 
explain the impossibility for a whole range of affixes to co-occur with Aktionsart 
prefixes: these affixes can be assigned a structural property to attach only below 
the TelP. Indeed, if we assume rather structure like that in (38) or (39), we would 
somehow have to keep the information about the prefix right up to applying the 
nominalizer. 

Now let us turn to the –cija nominals and the position of pere-. It is the only 
prefix that is compatible with these nouns, it can also co-occur, among other 
prefixes, with other deverbal noun suffixes in (18-21, 23) — see (40), and, 
moreover, it is compatible with other perfectivizing prefixes within verbal stem 
and derived noun (41): 

 
(40) pere-kovat’ ‘to re-forge’ — perekovka ‘re-forging’ 
(41) pere-za-pisa-t’ ‘to rewrite, to rerecord’ — perezapis’ ‘rerecording’ 

 
The most natiral way to account for these facts is to assign pere- its proper 

projection (let us name it ReP), different from that for other prefixes, TelP. 
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Because of the exclusive co-occurrence with –cija, pere- projection should be 
under TelP5. This will give us structure for pere-registracija ‘reregistration’ (and 
pere-kovka ‘re-forging’) as in (42) and structure for pere-za-pis’ ‘rerecording’ as 
in (43): 

 
(42)    NP 

 
 N  ReP 
 -cija 
  Re  VP 
  pere- 
   V  DP 
   registra-   

 
 
(43)   NP 

 
 N  TelP 
 -’ 
  Tel  ReP 
  za- 
   Re  VP 
   pere- 
    V  DP 
    pis-   
      zvuk- 
 
Deverbal suffixes of this type generally do not change semantic properties of 

the stem.  
The structure of a –nije deverbal noun containing a suffix and a prefix can be 

represented as follows (for noun raspilivanie ‘sawing into pieces’): 

                                                        
5 See Alexiadou 2001, 2004, van Hout and Roeper 1998 and Gaeta 1997 for 

examples of accounting for problems of co-occurrence of different types of nominalizers 
with characteristics of the basic stems in terms of stages of derivation. 
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(44)    NP 

 
 N  AtelP 
 -nie 
  Atel  TelP 
  -yva- 
   Tel  VP 
   ras- 
    V  DP 
    pil-   
 

To account for the real order of the morphemes in the phonetic word, the stem 
should rise from its initial position to a higher position attaching the derivational 
morphemes in AtelP, TelP. 

This nominalization suffix in general doesn’t change semantic properties of 
the initial verbal stem; deverbal noun behaves differently with respect to 
aspectual composition (in the sense of Filip 1999, Krifka 1992, 1998) — see 
details in Pazelskaya, Tatevosov 2003. 

 

5 Conclusion 
 

Our discussion of deverbal noun formation led us to a following scheme of 
Aktionsart verbal derivation in Russian: 

 
(45)    v’ 

 
 v  AtelP 
  
  Atel  TelP 
   
   Tel  ReP 
    
    Re  VP 
 
     V  DP 
        
 
 
 

-b(a) 
etc 

-cija 

-’ etc 

-nie 



 257 

Deverbal noun suffixes differ with respect to the projection they can nominalize: 
suffixes -b(a), -ot(a), -n’, -ež, -ot, -nje nominalize VP without Aktionsart, -cija 
attaches to ReP, -ø(a), -ø, -’, -ka to TelP, and –nie to AtelP. Delimitative and 
perdurative prefixes, generic –yva- and telicizing suffix –nu- reside even higher, 
in the projections that cannot be nominalized in Russian; we don’t have here 
enough evidence to locate them precisely. The innermost nominalizers impose 
not only structural, but also semantic restrictions on the basic stem. 
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Non-Deterministic Multi-Context Systems

Floris Roelofsen
Institute for Logic, Language, and Computation

University of Amsterdam

Abstract. The multi-context system framework implicitly rests on the assumption
that the information flow it models is deterministic. In many natural situations, this
is not a valid assumption. We propose an extension of the framework to account
for non-determinism and provide an algorithm to compute the semantics of non-
deterministic systems.

1 Introduction

The representation of contextual information and inter-contextual information flow has
been formalized in several ways. Most notable are the propositional logic of context devel-
oped by McCarthy, Buvač and Mason (1993, 1993, 1998), and the multi-context systems
devised by Giunchiglia, Serafini, Ghidini, and Roelofsen (2001, 1993, 1994, 2004, 2005).
Serafini and Bouquet (2004) and Benerecetti et.al. (2000) argue that multi-context systems
constitute the most general framework. However, the multi-context system framework im-
plicitly rests on the assumption that information flow is deterministic. In many situations,
this is not a valid assumption. In a multi-agent scenario, for example, upon establishing
a certain piece of information, an agent may decide to pass this information on to either
one of a group of other agents. His choice as to which agent he will inform could be made
non-deterministically. Another typical situation in which information flow is inherently
non-deterministic is when the information channels between different contexts are subject
to temporary failure or unavailability. Consider the case of online repositories. If informa-
tion is obtained in one repository, the protocol may be to pass this information on to any
one of a number of associated “mirror repositories”: if the communication channel with
one of these is defective, another one is tried, until at least one successful communication
is established. In this paper defines non-deterministic multi-context systems, and provides
a way to generate, from a non-deterministic system S, a number of deterministic systems,
the semantics of which completely determines the semantics of S.
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Figure 22.1: A magic box.

2 Preliminaries

A simple illustration of the main intuitions underlying the multi-context system framework
is provided by the situation depicted in figure 22.1. Two agents, Mr.1 and Mr.2, are looking
at a box from different angles. The box is called magic, because neither Mr.1 nor Mr.2 can
make out its depth. As some sections of the box are out of sight, both agents have partial
information about the box. To express this information, Mr.1 only uses proposition letters
l (there is a ball on the left) and r (there is a ball on the right), while Mr.2 also uses a
third proposition letter c (there is a ball in the center).

In general, we consider a set of contexts I, and a language Li for each context i ∈ I.
Henceforward, we assume I and {Li}i∈I to be fixed, unless specified otherwise. Moreover,
for the purpose of this paper we assume each Li to be built over a finite set of proposition
letters, using negation (¬), conjunction (∧), and disjunction (∨).

To state that the information expressed by a formula ϕ ∈ Li is established in context i
we use so-called labeled formulas of the form i : ϕ (if no ambiguity arises, we simply refer
to labeled formulas as formulas, and we even use capital letters F , G, and H to denote
labeled formulas, if the context label is irrelevant). A rule r is an expression of the form:

F ← G1 ∧ . . . ∧Gn (22.1)

where F and all G’s are labeled formulas; F is called the consequence of r and is denoted
by cons(r); all G’s are called premises of r and together make up the set prem(r). Rules
without premises are called facts. Rules with at least one premiss are called bridge rules. A
multi-context system (system hereafter) is a finite set of rules. A fact describes information
that is established in a certain context, independent of which information is obtained in
other contexts. A bridge rule specifies which information is established in one context,
if other pieces of information are obtained in different contexts. So a system can be
seen as a specification of contextual information available a priori plus an inter-contextual
information flow.

Example 1 The scenario in figure 22.1 can be modeled by the following system:

1 : ¬r ←
2 : l ←
1 : l ∨ r ← 2 : l ∨ c ∨ r
2 : l ∨ c ∨ r ← 1 : l ∨ r

Mr.1 knows that there is no ball on the right, Mr.2 knows that there is a ball on the left,
and if any agent gets to knows that there is a ball in the box, then he will inform the other
agent about it.
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A classical interpretation m of Li is called a local model of context i. A set of local models
is called a local information state. Intuitively, every local model in a local information state
represents a “possible state of affairs”. If a local information state contains exactly one
local model, then it represents complete information. If it contains more than one local
model, then it represents partial information: more than one state of affairs is considered
possible. A distributed information state is a set of local information states, one for each
context. In the literature, distributed information states are generally called chains.

Example 2 The situation in figure 22.1, in which Mr.1 knows that there is no ball on the
right but does not know whether there is a ball on the left, is represented by a chain whose
first component {{l,¬r} , {¬l,¬r}} contains two local models. As such, the chain reflects
Mr.1’s uncertainty about the left section of the box.

A chain c satisfies a formula i : ϕ (denoted c |= i : ϕ) iff all local models in its ith

component classically satisfy ϕ. A rule r is applicable w.r.t. a chain c iff c satisfies every
premiss of r. A chain c complies with r, iff, whenever r is applicable w.r.t. c, then c satisfies
r’s consequence; c is a solution chain of a system S iff it complies with every rule in S. A
formula F is true in S (denoted S |= F ) iff it is satisfied by all solution chains of S.

Chains can be ordered according to the amount of information they convey. The more
local models a chain component contains, the more possibilities it permits, so the less
informative it is. Formally, c is less informative than c′ (c � c′), if for every i we have
ci ⊇ c′i. If, moreover, for at least one i we have ci ⊃ c′i, then c is strictly less informative
than c′ (c ≺ c′). We call c minimal among a set of chains C, if c is in C and no other chain
c′ in C is strictly less informative than c. In particular, c is a minimal solution chain of a
system S, if it is minimal among the set of all solution chains of S. It can be shown (see
(Roelofsen and Serafini 2005)) that every system S has a unique minimal solution chain
cS and that a formula F is true in S if and only if it is satisfied by cS.

3 Non-Determinism

The multi-context system framework, as defined above, implicitly rests on the assump-
tion that information flow is deterministic. There are many natural situations in which
information flow is inherently non-deterministic.

Example 3 Adriano is on holiday after having submitted his final school exams. He has
promised to call his father or his mother in case his teacher lets him know that he has
passed his exams. This situation can be modeled by a system S consisting of the following
rule:

m : p or f : p← a : p

Notice that Adriano may be conceived of as an agent in a multi-agent system, who non-
deterministically decides which other agents to inform when acquiring novel information.
Alternatively, Adriano’s parents may be conceived of as mirror repositories of information
about Adriano’s well-being (assuming that they tell each other everything they come to
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know about Adriano). Typical telephonic connections may be broken or temporarily un-
available. Analogous to the situation sketched in the introduction, Adriano will try to
reach his parents, until at least one of them is informed. In general, we would like to
consider systems in which rules r are of the form:

F1 or . . . or Fm ← G1 ∧ . . . ∧Gn (22.2)

where all F ’s and G’s are labeled formulas; all F ’s are called consequences of r and together
form the set cons(r); and as before, all G’s are called premises of r and together constitute
the set prem(r). A rule doesn’t necessarily have any premiss (n ≥ 0), but has at least
one consequence (m ≥ 1). We call a rule deterministic if it has only one consequence, and
non-deterministic otherwise. We call finite sets of possibly non-deterministic rules non-
deterministic multi-context systems (non-deterministic systems for short). Systems which
consist of deterministic rules only, are from now on referred to as deterministic systems.

A chain c complies with a non-deterministic rule r iff, whenever r is applicable w.r.t.
c, at least one of its consequences is satisfied by c. A chain is a solution chain of S iff it
complies with all rules in S. A formula F is true in S if and only if F is satisfied by all
solution chains of S.

Observation 1 Let S be a non-deterministic system, let c′ and c′′ be two solution chains
of S, and let c be the component-wise union of c′ and c′′. Then it is not generally the
case that c is again a solution chain of S. Therefore, S does not generally have a unique
minimal solution chain.

Example 4 Adriano is informed that he passed his exams.

a : p ←
m : p or f : p ← a : p

The resulting system S has two minimal solution chains:

cm = {{p}m, {p,¬p}f , {p}a}
cf = {{p,¬p}m, {p}f , {p}a}

whose component-wise union {{p,¬p}m, {p,¬p}f , {p}a} is not a solution chain of S.

Lemma 1 Let c and c′ be two chains, such that c � c′. Then any formula that is satisfied
by c is also satisfied by c′.

Proof. Suppose c |= i : φ. Then m |= φ for every m ∈ ci. As c′i is contained in ci, we
also have m′ |= φ for every m′ ∈ c′i. So c′ |= i : φ. �

Theorem 1 The meaning of a non-deterministic system S is completely determined by
the set CS of all its minimal solution chains, i.e., for any F :

S |= F ⇔ ∀cS ∈ CS : cS |= F
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Proof. (⇒) If F is satisfied by all solution chains of S, then it must in particular be
satisfied by all minimal solution chains of S. (⇐) For every solution chain c of S there is a
minimal solution chain cS of S. Assuming ∀cS ∈ CS : cS |= F , lemma 1 entails c |= F . �

3.1 Computing Minimal Solution Chains

Inspired by an idea originally developed for disjunctive databases (Sakama and Inoue 1994),
we generate from a non-deterministic system S a number of deterministic systems S1, S2,
. . . , Sn, in such a way that the minimal solution chains of S are among the minimal solution
chains of S1, S2, . . . , Sn (note that each Si has a unique minimal solution chain). Hereto,
we introduce the notion of a generated system. Let S be a non-deterministic system and
let r be a rule in S. Then we say that a deterministic rule r′ is generated by r if and
only if cons(r′) ∈ cons(r) and prem(r′) = prem(r). We say that a system S ′ is generated
by S if and only if it is obtained from S by replacing each rule r in S by some rule r′

generated by r. Notice that, indeed, a generated system is always deterministic, and that
any non-deterministic system S generates at most

∏
r∈S |cons(r)| different deterministic

systems.

Example 5 The non-deterministic system from example 4 generates two deterministic
systems: {a : p←, m : p← a : p} and {a : p←, f : p← a : p}. The only system generated
by a deterministic system is that system itself.

Lemma 2 A chain c is a solution chain of a non-deterministic system S if and only if it
is a solution chain of some system S ′ generated by S.

Proof.
(⇒) Suppose c is a solution chain of S. Then c complies with all rules in S. For each rule r
in S, if c complies with r, then there must be a rule r′ generated by r such that c complies
with r′ as well. Let S ′ be the system {r′ | r ∈ S}. Then c is a solution chain of S ′.
(⇐) Suppose c is a solution chain of a system S ′ generated by S. Then c complies with
every rule in S ′. Every rule r in S has generated some rule r′ in S ′, and clearly, if c complies
with r′ then it must also comply with r. So c is a solution chain of S. �

We call a chain c a potential solution chain of S if and only if c is a minimal solution
chain of some system S ′ generated by S.

Lemma 3 A minimal solution chain of a system S is also a potential solution chain of S.

Proof. Suppose c is a minimal solution chain of S. Then, by lemma 2, c is a solution
chain of some system S ′ generated by S. Let c′ be the minimal solution chain of S ′. Then
c′ is less informative than c′. By lemma 2 c′ must be a solution chain of S. But then, as c
is a minimal solution chain of S, c′ must be equal to c. So c is a minimal solution chain of
S ′, and therefore a potential solution chain of S. �
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Observation 2 It is not generally the case that a potential solution chain of S is also a
minimal solution chain of S.

Example 6 Suppose Adriano’s teacher also called Adriano’s mother to tell her the good
news. The resulting system S is given by the following rules:

a : p ←
m : p ←

m : p or f : p ← a : p

This system has two potential solution chains:

cm = {{p}m, {p,¬p}f , {p}a}
cmf = {{p}m, {p}f , {p}a}

But as cmf extends cm only the latter is a minimal solution chain of S.

We call c an essential solution chain of S if and only if c is minimal among all potential
solution chains of S.

Theorem 2 A chain is a minimal solution chain of S if and only if it is an essential
solution chain of S.

Proof.
(⇒) Suppose c is a minimal solution chain of S. Then, by lemma 3, c is a potential solution
chain of S. If c is minimal among all potential solution chains of S, then, per definition,
it is essential. Now, towards a contradiction, suppose that c is not minimal among all
potential solution chains of S. Then there must be another potential solution chain c′ of S,
such that c′ ≺ c. But, by lemma 2, c′ must also be a solution chain of S, which contradicts
the assumption that c is a minimal solution chain of S.
(⇐) Suppose c is an essential solution chain of S. Furthermore, towards a contradiction,
suppose that c is not a minimal solution chain of S. Then there must be a minimal solution
chain c′ of S, such that c′ ≺ c. By lemma 3, c′ is a potential solution chain of S. But this
contradicts the assumption that c is minimal among all potential solution chains of S. �

4 Conclusions

We observed that the multi-context system framework presupposes that information flow
is deterministic. We extended the framework so as to account for non-deterministic infor-
mation flow, and showed how to express the semantics of a non-deterministic system in
terms of the semantics of a number of associated, deterministic systems.1

1I am very grateful to Luciano Serafini, who invited me for a short visit to Trento this winter, where
most of this paper was written, and to the Institute for Logic, Language, and Computation in Amsterdam,
which financially supported both my visit to Trento and my ESSLLI participation.
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Evaluating Compound-to-compound Links
in a Sub-sentence Aligned Bilingual Corpus
through Example-based Element Recognition

Markus Saers
Department of Linguistics and Philology, Uppsala University

markuss@stp.ling.uu.se

Abstract. This paper will present an algorithm that evaluates links between
one-word compounds and two-word compounds in a bilingual corpus that has been
aligned at the sub-sentence level. The phenomenon of linking one-word compounds to
multi-word compounds is common when English is being linked to other Germanic
languages, and it is difficult to get the links right in the alignment process. The
algorithm has been tested on a Swedish–English bilingual corpus with encouraging
results.

1 Introduction

In this paper I will describe a novel approach to evaluating links between Swedish one-
word compounds and English free-form compounds. The basic idea is that the link is
valid if the Swedish compound can be segmented according to an example set by the
English compound. In order to achieve this, a novel approach to example based compound
segmentation in this particular context is presented.

When automatically aligning the English side of an English–Swedish bilingual corpus
with the Swedish side, a large part of the errors occur because English and Swedish use
different methods to compound words. Where English juxtaposes elements to form multi-
word compounds, Swedish (and other Germanic languages) concatenates them to form
one-word compounds. This means that there is no one-to-one correspondence between
words on the two sides of the corpus. There are two ways around this problem: aligning
several English words to one Swedish word, or aligning one English word to a Swedish
sub-word unit. The most common approach seems to be the first one (see e.g. Dagan et al.
1993, Melamed 1997 and Och and Ney 2000), with the notable exception of Koehn and
Knight (2003). The problem with the first approach is to find the boundaries of the English
multi-word unit, this causes between 2.5 and 5.6 % of the errors reported in Ahrenberg
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et al. (1998), who specifically report numbers on partial linkage. The algorithm in this
paper aims at weeding out these partial links from an automatically generated linking
material.

Needless to say, a faulty lexicon will affect the system it is used in, and a faulty bilingual
lexicon can have devastating effects on any machine translation system.

Please note that this paper reports findings that are more elaborately described in my
Master’s thesis (Saers 2005).

2 Identifying candidate compounds

In this paper, only morphemes that have a meaning of their own, and have a root that can
act as a word, will be considered compound elements. This means that the word lejonunge
‘lion cub’ will be considered a compound since both lejon ‘lion’ and unge ‘cub’ can appear
as separate words, whereas lejoninna ‘female lion’ will not be considered a compound,
since inna is a morpheme used to derive feminine form, and cannot be used as a word on
its own.

Also, a very crude method will be applied to identify candidate compounds in the
material. As the material consists of links between Swedish and English link units, a
candidate compound will be defined as a link connecting a Swedish one-word unit to an
English multi-word unit. All links fitting this description will be considered candidate
compounds.

3 Extracting sub-word strings – silhouettes

In this section a method for segmenting one-word compounds is presented, which is imper-
ative to this approach. It is loosely based on the Longest Common Sub Sequence (lcss),
a measurement of how similar two strings are, used mainly to identify cognates (see e.g.
Simard et al. 1992). Cognates are words that look very orthographically similar when
translated into another language. An example is the word example, which translates into
exempel in Swedish. The lcss between the two words would be exmpe or exmpl, in either
case five letters out of seven. When comparing the lcss of two concatenated compounds
containing the same element, it is possible to extract a string representation of that element
in the process. Creating silhouettes is a way of doing this.

To extract elements from compounds, two compounds, that both contain the same
element, are needed. All sub strings shared between the two compounds are potential
elements, and can be extracted by creating a table similar to that created when calculating
the lcss. Instead of filling the cells with the lcss so far however, the cells are filled with
ones and zeros, denoting a match and a mismatch respectively. Consecutive, diagonal
ones now denote extractable strings. Figure 23.1 shows such a table, with the extractable
strings encircled.

A silhouette does not only represent a sub string, but also where in the original string it
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Figure 23.1: The table produced when extracting sub strings. Encircled areas respresent
the extracted substrings.

was found. Therefore silhouettes must know how the original string looks. This relationship
is expressed in text as a silhouette over a word. To know where in the string the sub string
was found, a silhouette is constructed to be of the same length as the original string, and
consist of ones and zeros in the same way as they are distributed in the table. Figure
23.1 thus contains seven silhouettes over the two words (two which are identical). For the
word tryckvakt, the silhouettes would be a set like this: {111110000, 100000000, 010000000,
000000100, 000000010, 000000001}. The second silhouette, denoting the latter ‘t’ is found
twice in the table, but since a set is created, all identical silhouettes are collapsed into one.

To facilitate the reading of silhouettes, a one may be replaced by the corresponding
character, and a zero with a ‘•’. The above set would then look like this: { tryck••••,
t••••••••, •r•••••••, ••••••a••, •••••••k•, ••••••••t }. All of these six silhouettes
denote a possible element that is shared between the two compounds. The actual shared
element (tryck) is represented by the first silhouette: tryck••••.

4 Combining silhouettes

The silhouettes extracted in the previous section can be combined to model a whole com-
pound. To illustrate, assume there is a link looking like this:

tryckvakt : pressure monitor

Using the above method to extract silhouettes shared between tryckvakt ‘pressure monitor’
and other Swedish compounds which are linked to either pressure or monitor, silhouettes
can be obtained, which should correspond to the elements that translate into pressure
and monitor respectively. A compound linked to pressure might be tryckmätare ‘pressure
gauge,’ while one linked to monitor might be ångvakt ‘steam monitor’. The set of silhou-
ettes shared between tryckvakt and tryckmätare should contain the silhouette tryck••••,
while the set shared between tryckvakt and ångvakt should contain •••••vakt. There will
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probably be a lot more silhouettes, but in this example the focus will be on the two correct
ones. To combine these two silhouettes, exclusive-or is used. This is the notion of “a or
b but not both.” As seen in the example below, the two silhouettes combine to form the
original compound:

111110000 tryck....

000001111 .....vakt

========= ========= XOR

111111111 tryckvakt

It is important to use exclusive-or, since overlapping is unwanted. Overlapping segments
get cancelled out by the exclusiveness of the operator. However, not all compounds consists
of two elements, so a multi-argument exclusive-or operator is needed. This would be the
notion of “one of a1 , a2 , ..., an , but only one”.

A silhouette derived from the combination of other silhouettes will be called a complex
silhouette below, and it will be assumed that it has access to the silhouettes making it up.

5 Evaluating silhouette links

A silhouette link is a link from the automatic alignment process, where the link units on
both sides have silhouettes over them. The link “tryckvakt : pressure monitor” can be
expanded into this silhouette link:

{.......}* pressure........

{.......}* .........monitor

========= ================ XOR

tryckvakt pressure.monitor

The units marked with an asterisk are sets of silhouettes, all possibly fitting in the spot.
The silhouette set corresponding to “pressure” would, for example, be a superset of the
example set extracted in section 3. The problem now is to choose the correct silhouettes
from these sets. In this section, a method for evaluating silhouettes in this context is
presented.

One obvious measurement that should be considered is frequency. The more common
silhouettes should be preferred over the less common. Frequency has, however, a drawback:
the smaller the unit the more common it will be. The letter ‘a’ for example, is bound to
be in a lot of words, and will therefore occur more frequently than the correct element.
This has to be counterweighted by another measurement, in this case cover. Cover is a
measurement of how much of the compounds the silhouette covers. The one-character
silhouettes are now at a disadvantage to the longer, correct ones.

A third measurement that proved useful in the development process was to compare
the relative length of the Swedish candidate elements to the relative length of their corre-
sponding English elements. To do this, the likeness measurement was introduced. Likeness
is defined in terms of differences between the silhouettes, and is calculated as 1-difference.

270



The difference between silhouettes is calculated by summing up the relative length differ-
ences between the silhouettes on either language side, like this:

tryck.... 5/9=55.56% | pressure........ 8/16=50.00% | 55.56-50.00=5.56

.....vakt 4/9=44.44% | .........monitor 7/16=43.75% | 44.44-43.75=0.69

========= | ================ |

tryckvakt 9/9=100.00% | pressure.monitor 15/16=93.75% | 100.00-93.54=6.25

=====

12.50

The likeness of this silhouette link is thus 100 – 12.5 = 87.5 %. To use relative length
between two languages is not uncontroversial, but in this case, where the words compared
are Swedish and English technical terms, it works sufficiently well to deserve a try.

The final evaluation metric is a weighted mean between these three measurements,
called merit. The weights were established through training, and the findings are reported
in section 6.

To evaluate links, the silhouette link is evaluated as described above. If the merit value
is higher than “keep threshold” the link is kept, and if it is lower than a “discard threshold”
it is discarded. Should the merit value fall between the two thresholds, the evaluation is
inconclusive.

6 Training

Training consists of establishing the weights for the different measures used to calculate
merit value (section 6.1), and establishing thresholds for evaluating the merit value (section
6.2).

6.1 Training the silhouette evaluation

This section describes how the weights were trained for the different evaluation measure-
ments. The measurements are likeness to linked unit, frequency and link unit coverage. A
part of the plug-corpus (S̊agvall Hein 1999) was used as training material. The part used
consists of approximately 100,000 words of technical text (software manuals). The cor-
pus has been aligned at sub-sentence level using uwa (Uppsala Word Aligner, Tiedemann
1999). An a priori reference was created consisting of all candidate compounds (Swedish
one-word units linked to English multi-word units), and different settings were tried to see
which one recognized most elements correctly. The reference represents the judgement a
human would make.

When evaluating the simple silhouettes, likeness is the most important factor, followed
by frequency, and last cover.

Also, one has to keep in mind that the training process was carried out on a “contam-
inated” material, which might have influenced the process. Had the training been carried
out on a corrected material the method might have worked better.
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6.2 Training the link evaluation

The training of the link evaluation aims at establishing merit thresholds for when a link
is deemed acceptable, and when it is not. There may be a gap between the thresholds
which corresponds to a situation where the algorithm is unable to determine whether a
link should be kept or not.

To evaluate different threshold settings, an a posteriori reference was created from a
sample of the training material (same as for training silhouette evaluation). A total of 499
links were randomly selected, and a predetermined strategy was used to evaluate every
link by hand. It turned out that 390 of the 499 were acceptable and should be kept, while
109 were unwanted and should be discarded. This shows that compounds are especially
difficult to align correctly, as there is an accuracy of only 78.16 % in the material containing
only links between candidate compounds.

All threshold combinations, where the keep threshold was larger than or equal to the
discard threshold, were tested. The thresholds were never set to fractions of percent. In
the notation discard threshold/keep threshold, the tested threshold levels were: 0/0, 0/1,
0/2, ..., 0/100, 1/1, 1/2, ..., 1/100, ... 99/100, 100/100. A total of 5,151 different threshold
settings were thus tested. Needless to say, the comparison to the reference and calculation
of precision and recall worked automatically.

To be able to evaluate which threshold settings yielded the best results, the objective
of the process had to be specified. Three different objectives emerged, each potentially
needing different threshold settings:

1. To verify part of the material as correct. This means that the focus will be on the
links that are deemed acceptable, and there will be an emphasis on precision over
recall.

2. To clean out bad links from the material. This means that the focus will be on the
links that are deemed unacceptable, and there will be an emphasis on recall over
precision.

3. General performance, which can be used to compare the algorithm with future meth-
ods. The aim of this objective is to get a good f-score in total.

The settings that succeeded the best with the three objectives are found in table 23.1.
These are the settings that will be used in testing. As can be seen in the table, the second
objective (second row in the table, cleaning out bad links), does not fare well enough to
be considered a viable option. Even so, it will be tested below.

7 Testing

The method was tested on two additional corpora that had undergone the same processing
as the training corpus. The first corpus was the mats-corpus (S̊agvall Hein et al. 2002).
It consists of around 100,000 words of technical text (truck service manuals). The second
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Thresholds Total Keep Discard
discard keep prec. recall f-score prec. recall f-score prec. recall f-score

n/a 74 n/a n/a n/a 94.01 68.46 79.23 n/a n/a n/a
30 n/a n/a n/a n/a n/a n/a n/a 57.14 29.36 38.79
27 64 88.71 67.74 76.84 92.49 78.97 85.20 62.50 27.52 38.22

Table 23.1: Summary of the best threshold settings to achieve the three different objectives
(one on each row in numeric order). All numbers are in percent. The values marked as
“n/a” are of no interest, and may vary.

Thresholds Total Keep Discard
discard keep prec. recall f-score prec. recall f-score prec. recall f-score

n/a 74 96.47 54.60 69.73 96.47 60.40 74.29 n/a n/a n/a
30 n/a n/a n/a n/a n/a n/a n/a 23.08 25.00 24.00
27 64 87.72 70.00 77.86 95.77 75.22 84.26 22.73 20.83 21.74

Table 23.2: Test results for the three different objectives on technical text. All numbers
are in percent. Values set to “n/a” are of no interest to the respective objectives.

corpus was another part of the plug-corpus (S̊agvall Hein 1999); this part consisting of
about 132,000 words of literary text.

It is important to distinguish between text genres, as technical text contains far more
candidate compounds than literary text. When aligned, 17.6 % of the type links in the
technical text was candidate compounds, while only 5.6 % of the type links in the literary
text. This fact would suggest that the method presented in this paper would do better on
compound-rich, technical text than on literary text.

The results from test runs using the settings arrived at above on the two test corpora
can be seen in table 23.2 (technical text) and table 23.3 (literary text). As can be seen, the
second objective (cleaning out bad links) works as bad in test as in training, rendering it
unattainable. The first objective (verifying a part of the material) works approximately as
well as in training. Precision is higher but recall is lower. The literary text differs so much
that one has to ask the question whether the settings arrived at by the training process are
suitable to the literary genre. Perhaps the method needs to be trained specifically towards
a genre.

The third objective (general performance) shows a result that might be interesting to
use in order to attain the first objective. This depends on how much precision you are
willing to trade in for recall, and such a discussion is best taken when a real application
is developed. The thresholds presented here were chosen to meet hypothetical goals, not
real ones.
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Thresholds Total Keep Discard
discard keep prec. recall f-score prec. recall f-score prec. recall f-score

n/a 74 97.33 32.44 48.67 97.33 37.73 54.38 n/a n/a n/a
30 n/a n/a n/a n/a n/a n/a n/a 18.82 55.56 28.11
27 64 57.06 45.78 50.80 95.58 44.70 60.92 18.33 52.38 27.16

Table 23.3: Test results for the three different objectives on literary text. All numbers are
in percent. Values set to “n/a” are of no interest to the respective objectives.

8 Conclusions

The conclusion drawn from this experiment is that it is possible to segment one-word
compounds according to an example set by a translation into a language that uses free-
form compounds. It is also possible to evaluate links that a word aligner has established
between such compound pairs, based on the results from attempting such a segmentation
process.

Three objectives were set for the algorithm: to verify part of the material, to clean
out bad links and to test the general performance. The second objective, cleaning out
bad links, would have been the most useful, as it would allow for an automated process to
better an automatically generated bilingual dictionary. Unfortunately it failed. The first
objective succeeded, but does not have the immediate advantages of the second objective.
Still, it shows that a process as the one drawn up here can be useful, and one has to keep
in mind that this is only an initial experiment.

Also introduced in this paper is the novel approach of silhouettes, which could feasibly
be put to other uses than element extraction. One such thing is to pre-process a bilingual
corpus before aligning it at the sub-sentence level. The sentences on the English side of the
bilingual corpus could be compared word by word to all other sentences on the English side,
to extract suitable link units. Being able to identify entire English free-form compounds
could potentially help a word aligner in reducing the amount of partial links.
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ABSTRACT. In this paper we present a first implementation of a linguistic expert system, 
which combines Bayesian inference and the knowledge of a domain expert, the linguist. 
The system is capable of automatically deriving the gradations of four text types --
descriptive/narrative, explicatory/informational, argumentative/persuasive, 
instructional -- from web pages. The evaluation of the system against human 
assessment shows that the system is effective and promising. 

 

1 Introduction 

In this paper we present a first implementation of a computational model for 
automatic text analysis. This model is capable of automatically deriving the 
gradations of the different text types from web pages. It is a simple but effective 
linguistic expert system, which combines Bayesian inference and the knowledge 
of a domain expert, the linguist. The linguist decides the co-occurrence and the 
weight of the features relevant to a text type, following previous linguistic and 
rhetorical studies; the inference is based on the evidence found in a collection of 
web pages. As no benchmark exists for evaluating such a system, two tests 
comparing the judgment of the system with the judgment of human subjects have 
been set up. This prototype includes only a restricted number of widely 
acknowledged text types: descriptive/narrative, explicatory/informational, 
argumentative/persuasive, instructional.  
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By text types we refer to rhetorical/discoursal/linguistic patterns, which 
convey the purpose or the function of a text1. For instance, a text can be written 
to instruct, explain, describe, narrate, persuade, support an argument, and so on. 
These purposes or functions are consciously or unconsciously enacted by text 
producers, and identified by text receivers. The identification of text types is 
deeply rooted in our culture (cf. Faigley and Meyer 1983), and it is considered to 
be a basic skill, crucial in all activities involving text production and 
comprehension. It is so much so that the BBC has set up a website where web 
users can learn how to identify different types of text (descriptive, informative, 
persuasive, instructive)2. This is not an isolated case, for example the UK Adult 
Literacy website also focuses on the importance of identifying the purpose of a 
text3. Furthermore, many universities have online writing labs where students are 
taught how to deal with different types of texts, from argumentation to definition, 
description and so forth4.  

A number of text types are universally recognized and rely on standardized 
linguistic devices. For example, instructions are often delivered as sequences of 
paragraphs containing imperatives, conditions, a purpose, as in If the 
radiator is still not hot, try turning it off and wait 

to see whether it heats up. An argumentative text usually makes use 
of logical connectives and concessive clauses, as in Although the 
official policy was to help reconciliation, people did 

not trust the measures. However, a single text rarely contains only one 
purpose or function, i.e. a single text type. Most texts are mixed. For example, a 
DIY guide is predominantly instructional, but it can also contain descriptions of 
tools, together with tips and suggestions. The mixture of different purposes or 
functions is often exacerbated on the Web. Web pages are mostly multi-purpose 
or multi-functional documents. Thanks to the hypertextual structure, which gives 
greater freedom, a single web page can contain separate sections, each having a 
its own communicative function, namely a specific text type.  

However, detecting the gradations of text types is only an intermediate step. 
The final version of the system presented here is geared towards automatic genre 
identification of web pages. Genres are conventionalized types of documents 
bearing a socio-cultural connotation and showing standardized 
rhetorical/discoursal/linguistic patterns. One important aspect of genres is that 

                                                        
1 Text type is an ambiguous term. In this paper, we follow the rhetorical and corpus-linguistic tradition. Some scholars use the 
label “text types” to indicate instrumental or practical genres, as opposed to literary genres (e.g. Görlach, 2004). Others use 
"text types" and "genres" interchangeably, as synonyms (e.g. Stubbs, 1996). 
2 The BBC Skillwise, Types of text website is at: http://www.bbc.co.uk/skillswise/words/reading/typesoftext/index.shtml 
3 See http://members.aol.com/twittwoo/grpdfs/purpose.pdf 
4 For instance, see  www.ucalgary.ca/applied_history/write/Contenteg.html, http://owl.english.purdue.edu/, and 

http://www.longleaf.net/ggrow/modes.html 
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they raise expectations. For instance, in a personal home page we expect to find a 
narration of the 'self', a description of interests, hobbies, etc. We suggest that 
knowing the gradations of different text types within a single web page is 
important not only for text analysis itself, but also because it helps identify 
genres. In fact, a genre often shows a predominant text type together with other 
minority text types. The combination of different text types and their gradations 
might contribute to the identification of a specific genre. For example, an online 
tutorial is predominantly instructional and to a lesser extent descriptive, while a 
tourist guide is mainly descriptive and to a lower extent instructional. New or 
different gradations of text types might signal novel genres. 

The paper is organized as follows: in section 2 two previous approaches to 
text type analysis are compared; section 3 describes the linguistic expert system 
and includes the evaluation of the results; in section 4 conclusions are drawn and 
a number of future tasks are suggested. 

2 Two Approaches to Text Type Analysis 

Nearly all classifications of texts by purpose or function derive directly or 
indirectly from Aristotle’s Rhetoric. However, there is no agreed palette of text 
types. The range of text types suggested by different linguists depends on the 
goal of the text typology and the approach with which this typology has been 
worked out (for an overview, see Lee 2001). The system presented in this paper 
was inspired by two authors with opposite stances: Egon Werlich and Douglas 
Biber.  

Werlich belongs to the tradition of German text linguistics which has not 
filtered into the English linguistic tradition. Germany experienced a boom of 
research in text typology in the 70s. Unfortunately most of these studies remain 
untranslated into English. Werlich is unusual in this respect because he wrote a 
Text Grammar of English in English (Werlich, 1976). His approach is neither 
corpus-based nor quantitative; he follows the descriptive tradition based on 
selected examples extracted from exemplar texts. Werlich’s five text types are 
very intuitive and reflect cognitive processes: perception in space (description), 
description in time (narration), comprehension of general concepts (exposition), 
creation of relations among concepts through the extraction of similarities, 
contrasts etc. (argumentation); planning of future behaviour (instruction). He has 
the merit of methodically listing many linguistic and textual features that interact 
and co-occur in each single text type. His text analysis is based on 
presuppositions about a well-formed text in the adult’s mind. We call his 
approach deductive, because the interpretation of the actual text depends on 
premises about cognitive processes.  

Biber has instead an inductive approach. His text typology (Biber, 1988 and 
1989) is based on his working corpus (the LOB corpus plus the London-Lund 
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Corpus of Spoken English). He thoroughly reviews previous (socio-)linguistic 
studies and selects 67 linguistic features that can be interpreted functionally. For 
example, nominalizations co-occurring with passives convey abstract information 
(Biber 1988: 227). His basic assumption is simple and powerful: if certain 
features co-occur consistently, then it is reasonable to think that they share an 
underlying function that encourages their use. In this way the functions of a text, 
instantiated in text types, are not posited on an a priori basis; rather they are 
required to account for the observed co-occurrence patterns among linguistic 
features. He uses factor analysis to identify these co-occurring patterns. His 
approach was novel and suggestive, but, leaving aside the statistical doubts that 
factor analysis might raise, it has two main weaknesses. First, his text typology is 
too corpus-dependent. For instance, the instructional text type is not included in 
his typology because no instructional genres were included in his working corpus 
(cf. Biber, 1988: 67). Second, some of the text type labels remain opaque, such as 
“situated reportage” or “intimate interpersonal interaction” (Biber, 1989). They 
are indeed interesting interpretations of the linguistic phenomena found in a 
corpus, but they are more similar to learned language analysis than intuitive types 
of text. 

3 A “Linguistic Expert System” 

The computational model presented here is a linguistic expert system which is 
based on an intuitive text typology, four sets of co-occurring features related to 
four text types, and computationally tractable features. This system tries to 
combine the advantages of both deductive and inductive approaches. It is 
deductive because it starts from a limited number of widely acknowledged text 
types. Moreover, the co-occurrence of features in each text types is decided a 
priori by the linguist on the basis on previous studies, and not derived by a 
statistical procedure, which is too biased towards high frequencies (some 
linguistic phenomena can be rare, but they are nonetheless discriminating). It is 
also inductive because the inference process is corpus-based. In fact, like all 
expert systems, it contains the knowledge of experts (linguists) along with an 
inference procedure based on a large pool of data used to predict some events 
(text types of web pages). Inferences are based on the calculation of the 
probability value for a hypothesis (a text type) given one or more pieces of 
evidence (the frequencies of some features). 

This expert system is based on the technique introduced in PROSPECTOR 
(Duda and Reboh, 1984). PROSPECTOR uses a form of Bayes’ theorem called 
“odds-likelihood” to work out the probability of an event happening based on 
prior probability and new evidence. Odds and probabilities contain exactly the 
same information, and are interconvertible. Odds, also called likelihood ratio, is a 
number that tells us how much more likely one hypothesis is than the other. Two 
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confidence measures are used in this approach: Logical Sufficiency (LS) and 
Logical Necessity (LN). LS is used when the evidence is known to exist, while 
LN is used when evidence is known NOT to exist. These two measures are 
weights which can be tuned according the data and the expert’s knowledge.  

3.1 Four Intuitive Text Types 

In this first implementation of the system the aim is to analyze web pages 
according to four intuitive text types: descriptive/narrative, 
explicatory/informational, argumentative/persuasive and instructional. These 
text types are coarse conglomerates, but they can be easily refined in future. 

The descriptive/narrative type includes features that relate primarily to 
phenomena in space and in time. In narration these two aspects are tightly related 
(for example, in a news story), while in description the time dimension can be 
omitted (for example, in a technical description). The descriptive/narrative text 
type conflates the descriptive type of text from the BBC Skillwise website (see 
footnote 2), the descriptive and narrative types from Werlich (1976), and 
imaginative narrative from Biber (1989). 

The explicatory/informational text type includes features related to nouns. A 
high frequency of noun indicates high density of information because nouns bear 
most of the referential meaning in a text. This type conflates the informative type 
of text from the BBC Skillwise website, the explicatory type from Werlich 
(1976), and informational interaction from Biber (1989). 

The argumentative/persuasive text type includes features that relate to logical 
reasoning and emotional appeal. It conflates the persuasive type of text from the 
BBC Skillwise website, argumentation from Werlich (1976), and involved 
persuasion from Biber (1989) 

The instructional text type includes features related to activities and verbs 
(especially imperatives and necessity modals). It conflates the instructive type of 
text from the BBC Skillwise website, and instruction from Werlich (1976). 

Web pages contain many other text types, not only these four. However, we 
start identifying the gradations of this restricted but intuitive text typology to test 
whether the system reliably matches human judgment in this task. 

3.2 Web Pages  

The web corpus used in the system is the SPIRIT collection, which is a random 
crawl of the Web carried out in 2001 by a Canadian university (Clarke et al. 
2002). It represents a genuine unclassified slice of the real Web, "frozen" in a 
collection for research purposes. 1000 web pages written in English were 
extracted from this collection and included in the system. Since the SPIRIT 
collection does not bear any text type classification, a different source had to be 
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used for evaluation. The evaluation set is made of 78 web pages downloaded 
primarily from websites suggested by the BBC Skillwise website (tutor page5) as 
sources of additional examples. The evaluation set includes 20 BBC articles 
selected as representatives of the explicatory/informative text type6; 20 BBC 
pages about historic figures chosen as representatives of the narrative/descriptive 
text type7; 20 BBC DIY pages downloaded as representatives of the instructional 
text type8; 18 between leaders and comments downloaded from The Guardian 
website as representatives of the argumentative/persuasive text type9. The final 
working corpus contains a total of 1078 web pages. 

3.3 Features 

More than 100 features were employed for the four text types. Two different 
types of features were expressly devised: functional cues and syntactic patterns. 
Both can be interpreted in a functional way, and both are parser-dependent.  

Functional cues are word-based, and are represented by lexical items or 
functional tags. For example, the functional cue "communication verbs" is widely 
used in reported speech, while the cue "nominals" includes nouns, adjectives, 
appositions, prepositional phrases, etc. and highlights the density of information 
in a text (cf. also Biber 1988: 104).  

Syntactic patterns include a limited number of subclause patterns and six main 
clause patterns. The set of subclause patterns includes clauses that give a hint 
about the type of a text, such as "verbless temporal clause with until in final 
position", represented by the pattern IMP[ERATIVE] OBJ UNTIL ADJ (as in Beat 
the mixture until fluffy), which is common in instructional texts 
(Quirk et al. 1985: 1079. Main clause patterns were suggested by Werlich (1976: 
216 ff.) to give account for the referential context in a text. Werlich suggested six 
phenomenon sentences for his five text types.  

3.4 Methodology 

The system performs the following steps: 
1. Feature extraction and normalization by document length of 1078 web pages. 

                                                        
5 http://www.bbc.co.uk/skillswise/words/reading/typesoftext/tutor.shtml, under the section BBCi Text sources. 
6 http://www.bbc.co.uk/science/hottopics/ 
7 http://www.bbc.co.uk/history/historic_figures/ 
8 http://www.bbc.co.uk/gardening/basics/techniques/archive.shtml and http://www.bbc.co.uk/homes/diy/diy_guide/ 
9 http://observer.guardian.co.uk/comment/0,6903,156041,00.html and http://observer.guardian.co.uk/leaders/0,6903,,00.html 
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2. Conversion of the normalized frequencies into z-scores. Z-scores represent the 
deviation from the “norm” coming out from the working corpus.  The concept of 
gradation is based on these deviations from the norm. 

3. Conversion of z-scores into probabilities. 
4. Calculation of prior odds from prior probabilities of a text type. The prior probability 

for each text type was empirically set to 0.5: 
prOdds(H)=prProb(H)/1-prProb(H) 

5. Calculation of multipliers (M) for the pieces of evidence (E). LS and LN were 
empirically set to 1.25 and 0.8, respectively: 
if Prob (E)>=1: 

M(E)=1+(LS-1)(Prob(E)-0.5/0.5 
if Prob (E)<=1: 

M(E)=1-(1-LN)(0.5-Prob(E)/0.5 
6. Calculation of a posteriori odds: 

Odds(H)=PrOdds(H)*M(E1)*M(En) 

7. Calculation of the probability of H from odds: 
Prob(H)=Odds(H)/1+Odds(H) 

It is important to stress that in this system, the contributing features for each text 
type are decided by the linguist on the basis of previous studies. Therefore, the 
multipliers at step 5 are computed only for pre-determined sets of features, a 
specific set of features per text type. Finally, the system returns a summary table 
containing a list of web pages together with the gradations of the four text types.  

4 Evaluation of the Results  

The gradations of text types for the evaluation set are reported in Figures 1, 2, 3 
and 4. The highlighted cells under the headings narrative, inform(ational), 
argum(entative) and instruct(ional) show the predominant text type for a web 
page. Gradations are currently returned in terms of probability values. For 
example, the first file in the table below shows a predominant gradation of 
narrative type, a lower gradation of informational type, an even lower degree of 
instructional type and the argumentative type is definitely minor. 
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Table1. Informative web pages Table2. Instructional web pages 

  

  
Table3. Narravive web pages Table 4. Argumentative web pages 

 

The best performance is for informative and instructional web pages (see Tables 
1 and 2). For argumentative and narrative web pages (Tables 3 and 4), weights 
needs to be calibrated because their gradations are sometimes too 
undifferentiated, and the predominant text type has a very thin margin over the 
others. However, it might also be the case that these undifferentiated gradations 
are realistic. The goal of the system is not only to show the predominant type, but 
also to give a reliable depiction of the gradations of the four text types in a single 
web page. In order to evaluate the gradations, two tests with four human subjects 
were set up. 

In both tests, the gradations of the four text types were converted into a rank 
in descending order of importance. For example, the text types of the last file in 
Table 4 were ranked as follows: 1) argumentative; 2) informational; 3) narrative; 
4) instructional.  

In Test 1, two subjects were asked to rank the four text types in 12 web pages 
selected from the evaluation set (see the highlighted file names in Tables 1, 2 3 
and 4). Then the ranks returned by subjects were compared with the ranks 
derived from the system. The Gamma test, also called Goodman and Kruskal's 
gamma, was used to compare the ranks. Gamma is a measure based on “greater 
than” and “lesser than” operations, and assesses the difference between 
concordant and discordant pairs. It is a symmetric measure ranging from +1 to –
1. It takes a positive value if the number of concordant pairs is larger; it is 
negative, if the opposite occurs; it is zero if the number of concordant and 
discordant pairs is the same. The Gamma values for the evaluation set are shown 
in Table 5, where column 2 shows the level of agreement between the two 
subjects; columns 3 and 4 show the level of agreement between each subject and 
the system. The level of agreement among the two subjects and the system is 
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very coherent. Only two cases are negative. Sometimes, the subjects agree better 
with the system than with each other. 

In Test 2, the ranks of 10 web pages belonging to the SPIRIT collection were 
evaluated. Two different human subjects were asked to rank them following the 
same criteria as in Test 1. Once again we compared the level of agreement 
between the two subjects and between each subject and the system. The Gamma 
values for the SPIRIT set are shown in Table 6. This time too the level of 
agreement among human subjects and the system is very coherent. There are 
only 3 negative cases. These two subjects tend to agree more between them, and 
subject 1 seems to be particularly tuned with the system.  

From these two tests it appears that the gradations returned by the system are 
largely reliable. 
 

  
Table 5. Agreement on the evaluation set Table 6. Agreement on the SPIRIT set 

5 Conclusions and Future Work  

The system presented in this paper returns gradations of text types in web pages 
that are largely consistent with those returned by human subjects. Considering 
that this is just a first and rough implementation, considering that features and 
weights have not been entirely tuned and calibrated, the results appear to be 
extremely encouraging. Yet, lots remains to be done. More fine-grained text 
types should be included in the system. Web pages are highly innovative in their 
textuality, and a device that captures and measures the level of textual innovation 
should also be incorporated. Gradations in terms of probabilities should be turned 
into proportions and returned in terms of percentages, to make them more 
transparent. The full potential of the automatic text analysis presented here will 
be deployed when the system will be enlarged to incorporate automatic genre 
analysis of web pages. 
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On German seit – since

Gerhard Schaden
Université Paris 8, UMR 7023

gerhard schaden@yahoo.fr

Abstract. In this paper, a single semantics for German seit (‘since’) will be
sketched, and it will be shown that there are two basic readings of sentences con-
taining seit : the homogeneous and the existential reading. It will be argued that it
is the predicate of the main clause and its properties that decide which reading is
retained. It will be proposed that it is the presence of an extended measure function
that triggers existential readings.

1 Introduction

Like its English counterpart since, German seit can be used with localising temporal ex-
pressions (e.g., yesterday, 2001, etc.):

(1) a. My car’s been broken since Monday.

b. Mein
My

Auto
car

ist
is

seit
since

Montag
Monday

kaputt.1

broken.

Contrary to since, however, seit is also compatible with durational temporal expressions
(e.g., three weeks, two years, etc.), where in English one would have to use for :

(2) a. *John has been in Boston since two weeks.

b. John has been in Boston for two weeks.

c. Hans
H.

ist
is

seit
since

zwei
two

Wochen
weeks

in
in

Boston.
Boston.

Note that (2b) is ambiguous to mean that (2c) isn’t: (2b) can be understood in a way
that there was a 2-week-period at some time in the past where John has been to Boston;
this interpretation is often referred to as an “existential” interpretation. The German
sentence (2c), with a simple present, does not display this existential interpretation; the

1Note that kaputt (‘broken’) is an adjectif, and not a participle.
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only reading possible is that there is a two-week-period immediatly preceding and including
the moment of utterance in which the predicat be-in-Boston(j) is true. For (2b), this
reading is referred to as the “universal” reading.

To the best of my knowledge, scholars dealing with seit2 were not principally concerned
about the lexical semantics of this adverbial, but rather with the fact that in English
sentences like (1a) and (2b), one must use the Present Perfect, whereas in the German
sentences (1b) and (2c), the simple Present Tense is used.

I presuppose that the general architecture of a (German) sentence is as follows:

(3) [Tense [Perfect [Aspect [Aktionsart ] ] ] ]

I suppose that Tense and Aspect are obligatory functional categories, which are present
once and only once per sentence. Perfect is an optional category, that may or may not be
present in a sentence; crucially, Present Perfects will trigger it.

Seit denotes an interval. The right boundary of the seit-interval is given by the interval
introduced by Tense. This is, in the simplest of all cases, the moment of utterance, when
the sentence is in Present Tense. The left boundary of the seit-interval is given by the
interval denoted by a localizing temporal expression, like Monday. If the complement of
seit is a durative temporal expression, I assume there to be a sort of covert “ago”-operator
which turns the durative temporal expression into a localizing temporal expression. In
order to see this, let’s look at the following:

(4) Charles coughed an hour ago.

The idea is that ago takes the durative an hour and gives us a localizing temporal
expression. An hour ago now denotes the left endpoint of an interval whose duration is
one hour and whose right boundary is the moment of speech.3 Seit will then be able to
take as argument this newly formed constituent “ago + durative complement”. In this
way, we get one single semantic representation for seit, instead of three, as it is the case in
von Stechow (2002).

Syntactically, I suppose that seit is outscoped by Tense, and outscopes Aspect. This
means that in case of a Perfect operator, there may be two possible positions of seit : it may
outscope, or be outscoped by, the Perfect operator. In case of seit being above Perfect,
the seit-interval will coincide temporally with the resultant state of the base eventuality.
Traditionally, this is what is called resultative Perfect. In case of seit being below Perfect,
the seit-interval will contain inner stages of the base eventuality, once the stages have been
“filtered” by aspect. This second configuration might in principle give rise to universal or
existential Perfects.

Having sketched my base assumptions,4 I will try to show that these assumptions do
not suffice to explain the data, and I will propose that one should distinguish two types of

2See, for instance, von Stechow (2002), Rathert (2003), Musan (2003) or Musan (2002).
3The motivation for this move comes from Spanish, where we have an overt “since ago” (sp.: desde

hace) in those constructions.
4A full and formal exposition of the semantics of seit and the tense-aspect system involved is impossible,

given the space restrictions. I hope that my sketch of the semantics of seit is sufficiently clear to enable
readers familiar with a framework like Pancheva (2003) to guess the general picture.

287



readings relevant with seit, an issue that is in part orthogonal to considerations on tense.

2 The two interpretations of seit

I will try to shed light on the behaviour of seit by characterizing the eventualities it applies
to with the notional apparatus taken from Krifka (1992) and Krifka (1998), as Aktionsart
seems to play the determining role in the general picture.5

I will try to establish 2 prima facie different readings of seit, namely the homogeneous
and the existential reading. This distinction will be based on the following three criteria:
First, only homogeneous readings allow for a durative temporal expression (e.g. two hours)
as complement of seit ; second, only homogeneous readings allow for the Simple Present
Tense for the main verb of the sentence; and third, only the existential reading allows for
focalizing on inner stages of the eventuality with a Present Perfect.

For reasons of space, I will take it for granted, rather than show, that any combination
whatsoever whith seit and a localizing temporal expression (e.g., yesterday) is felicitous.

2.1 Homogeneous readings

An observation that has been made several times in the literature is that seit with Simple
Present Tense on the main verb is limited to eventualities with homogeneous reference
(that is, activities and states), and other eventualities that can be somehow coerced into
being homogeneous:

(5) a. Anna
A.

schläft
sleeps

seit
since

fünf
five

Minuten.
minutes.

Anna has been sleeping for (the last) five minutes.

b. ?Otto
O.

schläft
sleeps

seit
since

fünf
five

Minuten
minutes

ein.
in.

Otto has been falling asleep for (the last) five minutes.

c. ??Isidor
I.

gähnt
yawns

seit
since

gestern
yesterday

drei
three

Mal.
times.

Isidor has been yawning three times since yesterday.

The homogeneous (5a) is just fine. The telic (and thus non-homogeneous) eventuality
(5b) is acceptable to the extent that one can coerce fall-asleep(o)into its preparatory
phase and predict its final outcome; for (5c) – a semelfactif, and thus non-homogeneous in
principle –, the only way to interpret the sentence seems to be some generic interpretation:
Whenever Isidor yawns, he does it three times (but before, he habitually yawned only
twice). Generics are usually considered to be state-like, and thus homogeneous, too.

5The role of Aktionsart is not really surprising: in German, aspect is a covert category, so that one
would expect Aktionsart to have an important impact on aspectual patterns.
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In the examples in (5), we had the (homogeneous part of the) inner stage of the eventu-
ality fitting into the seit-interval. This is the only possibility with a simple present tense.
In case of a Present Perfect, we also may get a homogeneous readings, namely if it’s the
resultant state that fits into the seit-interval, like in (6). This means that syntactically,
seit outscopes Perfect in the following examples:

(6) a. Anna
A.

ist
is

seit
since

fünf
five

Minuten
minutes

eingeschlafen.6

in-slept.

Anna has fallen asleep (has been sleeping) for five minutes.

b. Wolfgang
W.

hat
has

Diano
Diano

seit
since

Freitag
Friday

verlassen.
left.

Wolfgang has left Diano (has been out of) Diano since Friday.

In (6), as expected, the eventuality fall-asleep(a) or leave(w,d) is properly anterior
to the seit-interval.

Notice, that there is no reading for the examples in (6) corresponding to their
Present Perfect Progressive equivalents in English, that is: the preparatory stage of
fall-asleep(a) or the inner stage of leave(w,d) may not be included in, or last through-
out, the seit-interval.

Notice also that there is no problem with seit and a durational temporal expression, as
(6a) shows.

2.2 Existential readings

I dub the second group of readings with seit the “existential” ones, because they only occur
with an (existential) Perfect. Seit seems to restrict the period for which the predicate is
asserted; its syntactic position is below Perfect.

(7) a. Isidor
I.

ist
is

drei
three

Mal
times

in
in

Boston
B.

gewesen.
been.

Isidor has been in Boston three times.

b. Isidor
I.

ist
is

seit
since

2001
2001

drei
three

Mal
times

in
in

Boston
B.

gewesen.
been.

Since 2001, Isidor has been in Boston three times.

(7a) is an assertion over the whole life-span of Isidor – unless the interval of evalution
is contextually restricted; in (7b), be-in-boston(i) is only evaluated with respect to the
seit-interval.

The crucial difference to (6) is the following: in (7b) there is no reading where Isidor has
been to Boston three times before 2001, and in which the seit-interval marks the post-time
of his three-times-being-in-boston.

6Examples (6) minimally changed from von Stechow (2002), p. 395.
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As already shown by (5c), eventualities that display this kind of readings are either
not acceptable at all with the Simple Present Tense, or are coerced into a homogeneous
reading.

Lastly, although (7b) was fine with a localizing temporal expression, it is no longer
acceptable if we have a durational temporal expression as complement of seit :7

(8) *Seit
Since

4
4

Jahren
years

ist
is

Isidor
I.

drei
three

Mal
times

in
in

Boston
B.

gewesen.
been.

Now, the reader may not be convinced that the distinction between homogeneous read-
ings and existential readings follows from the properties of the eventuality. Wouldn’t it
be possible for the existential reading to be an effect caused by the cardinalizing time
adverbial x times, as supposed by von Stechow (2002)?

Indeed, it definitely is strange to have a telic predicate without any such cardinality
espression in it:

(9) ??Kunigunde
K.

ist
is

seit
since

2001
2001

nach
to

Venedig
Venice

gefahren.
driven.

Kunigunde has driven to Venice since 2001.

The reading that there is one occurence of drive-to-Venice(k) in the period from
2001 up to now is very unnatural and difficult to get;8 in order to convey this reading, any
native speaker would add something like einmal (‘one time’). This is an argument for the
assumption that existential readings are caused by x time(s).

However, there are other expressions than this one noted by von Stechow (2002) that
favour existential readings; x time(s) cannot be the only responsible:

(10) a. Kunigunde
K.

hat
has

seit
since

heute
today

Morgen
morning

vier
four

Äpfel
apples

gegessen.
eaten.

Kundigunde has eaten four apples since this morning.

b. ??Kunigunde
K.

hat
has

seit
since

einer
one

Stunde
hour

vier
four

Äpfel
apples

gegessen.
eaten.

Kunigunde has eaten four apples since an hour ago.

c. ??Kunigunde
K.

isst
eats

seit
since

einer
one

Stunde
hour

vier
four

Äpfel.
apples.

Kunigunde has been eating four apples since an hour ago.

7The fact that one may not have a durational temporal expression for a seit-type adverbial in combina-
tion with such eventualities isn’t a lexical idiosyncrasy of German; Spanish desde hace and French depuis
aren’t very good with such a complement either.

8This holds for a sentence pronounced with a normal stress-pattern. There is however one context in
which an existential reading is easy to get: if (9) is pronounced with prominent stress on the auxiliary ist,
which causes an effect that is called verum-focus, the existential reading is the only one to be obtained.
Verum-focus is something very special: it presupposes that the negation of (9) is in the common ground
of the conversation, so that it looks like a special instance of metalinguistic negation.
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d. Kunigunde
K.

hat
has

die
the

vier
four

Äpfel
apples

seit
since

heute
today

Morgen
morning

gegessen.
eaten.

Kunigunde has eaten the four apples (they are eaten) since this morning.

In configuration (10a), the existential reading is predominant; although one may have a
(rather marginal) resultant state reading; in (10d), the homogeneous resultant state reading
is preferred. There is nevertheless no reading of (10a) or (10d) that could be characterized
as “perfect progressive reading”.9 (10b) is marginally acceptable under a resultant state
homogeneous reading; (10c) is marginally acceptable under a reading “K. has been eating
from 4 apples for an hour now”, which is a progressive homogeneous reading.

Though some sentences may be ambiguous, they all can be characterized as being either
homogeneous or existential. And there is an obvious descriptive generalization for the
pattern observed in (10): we get a homogeneous reading if and only if we read four apples
as a group (in the sense of Landman (2000)), that is, a collective individual, consisting of
several individual parts. Going back to the example eat-four-apples, the group reading
is the one where we have got one single event of eating, and the theme is a group of four
apples, that is, one single individual (the group) consisting of four apples.

The group formation on four apples has as consequence that we are confronted with
one single event, and not a plurality of (possibly temporally disjoint sub-) events. Thus it
seems that the homogeneous readings are linked to single events, whereas the existential
readings are in some connection with event-plurality.

But before we continue, let’s briefly summarize what we have seen so far:

(11)

homogeneous existential
Present Tense OK *
Perfect OK (iff Perfect < seit) OK (iff seit < Perfect)
Seit + durational OK *
Seit + localizing OK OK

Combinatorial properties of the two readings of seit

In (11), I deliberately did not include any information about the Aktionsart properties
of the eventualities. Homogeneous eventualities do favour homogeneous readings, but non-
homogeneous eventualities do not always lead to existential readings, as (9) shows us.

3 Towards a formal characterization

We have seen so far that the two sorts of eventualities distinguished in the homogenous vs.
existential readings do not follow exactly the familiar telic vs. atelic distinction; in fact,
as far as I am aware of, they do not pattern with any natural classes distinguished in the

9A Perfect Progressive reading is when the homogeneous part of the inner stages of the eventuality fit
into the seit-interval.
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Aktionsarten-literature. Crucially, being telic doesn’t seem to be enough to allow for an
existential reading.

Traditionnally, atelic eventualities are viewed as being homogeneous, whereas telic even-
tualities are said to be non-homogeneous.

In order to be explicit, I will assume that being homogeneous corresponds to being at
once cumulative and divisive, without being diverse, as defined in Kiparsky (1998, p. 284):

(12) a. P is divisive iff ∀x[P (x) ∧ ¬atom(x) → ∃y[y @ x ∧ P (y)]]

b. P is cumulative iff ∀x[P (x) ∧ ¬sup(x, P ) → ∃y[x @ y ∧ P (y)]]

c. P is diverse iff ∀x∀y[P (x) ∧ P (y) ∧ x 6= y → ¬x @ y ∧ ¬y @ x]

(12a) says that a predicate P has divisive reference10 if for any non-atomic element x
for that P holds, there will be another element y such that y is a proper subpart of x and
P holds of y. The condition on x to be non-atomic assures that we don’t run into the
minimal parts problem: if we had some x that is a molecule of water, there would not be
any y such that it is water and a proper subpart of x. However, we still would like to be
able to say that water is a predicate with divisive reference.

(12b) says that a predicate P has cumulative reference if for any non-maximal element
x that is P , there will be another element y such that x is a proper subpart of y and P
holds of y. The condition on x to be non-maximal with respect to P ensures that we don’t
run into some sort of maximal parts problem: if we had an x such that x is all the water
in our model/world, we still would like to say that water is cumulative, even though there
is no entity y that is water and of which x would be a proper subpart.

(12c) makes sure that predicates that have only atomic elements (and which satisfy
thus trivially (12a-b)) will not count as homogeneous.

For now we have defined some mereological properties of event predicates. As the
readings described above depend crucially on aspect, that is, the relation between the
running time of the eventuality and the interval for which one makes an assertion, we will
need some mean to link the mereological properties of the event to the interval for which
the event predicate will hold. Dowty (1986, p. 42) provides us with the definition of “truth
with respect to an interval”, that can serve as a base:

(13) a. A sentence φ is stative iff it follows from the truth of φ at an interval I that φ
is true at all subintervalls of I [. . . ]

b. A sentence φ is an activity [. . . ] iff it follows from the truth of φ at an interval
I that φ is true of all subintervals of I down to a certain limit in size [. . . ]

c. A sentence φ is an accomplishment/achievement [. . . ] iff it follows from the
truth of φ at an interval I that φ is false at all subintervals of I [. . . ]

Taken together with the temporal trace function τ(e), which maps an event to its
running time, the property of divisivity explains the subinterval property as formulated in
(13a-b).

10The notions of “divisiveness”, “cumulativity”, etc. apply to the reference or denotation of a predicate.
However, in what follows, I will sometimes speak loosely of “divisive predicates” and the like.
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Let’s come back to the data: for some reason, there is a class of telic eventualities
(e.g., drive-to-Venice) that patterns with atelic eventualities rather than with some
other class of telic eventualities (e.g., eat-four-apples). Thus, we need to state precisely
the relevant difference between drive-to-Venice and eat-four-apples. Both predicates
fail to be homogeneous, though in different ways. Assuming the truth conditions of four
to be “of cardinality four or higher”, eat-four-apples is cumulative, but not divisive;
drive-to-Venice is divisive, but not cumulative. However, predicates that share the
properties of divisivity and non-cumulativity, e.g. eat-at-most-four-apples, pattern
with eat-four-apples in their existential interpretation:

(14) Seit
Since

heute
today

morgen
morning

hat
has

Isidor
I.

höchstens
at most

vier
four

Äpfel
apples

gegessen.
eaten.

Since this morning, Isidor has eaten at most 4 apples.

Another important point can be seen if we take something like
having-been-three-times-in-Boston in (7a) and compare it with the two predi-
cates that precede. Here, there is a “natural” order on those events, given by progression
of (physical) time. The base eventuality is a (temporary) state, and thus homogeneous.
However, there is an event measure, three times. In order to count these three times, we
need maximal and disjoint events of be-in-Boston. Maximal, because otherwise, if Isidor
stays in Boston without interruption for 24 hours, we could reconstruct this otherwise
as two disjoint events of 12 hour-stays. Disjoint, because otherwise there would not be
any criteria for what to count as “being in Boston”. There have thus to be in some sort
“maximal subevents”, or some kind of indivisible “units” that we are able to count.

It seems that all existential-reading triggering eventualities contain some sort of exten-
sive measure function, in the sense of Krifka (1998). Such a measure fonction may be vague,
but, what is important, is that it needs access to individual entities (maybe contextually
identified) in order to cardinalize them.

In German (as in the other languages I am familiar with), there is no morphological
plural marking available for the verbal domain – contrary to the nominal domain – which
makes it difficult to decide whether a given eventuality is an atomic eventuality or a sum
of several eventualities. The presence of an extensive measure function (like “once”) gives
us a clue that we are in presence of atomic entities. We may not be sure about what they
really are, and what the atoms are exactly: for the case of eat-four-apples, there are
several combinations, for instance, this might be a concatenation of 2 events of eating two
apples, or four of eating one apple, etc. What we know, however, by the definition of an
extensive measure function, is that there are some units to be cardinalized, whatever they
may be, and that these units are not overlapping.

One important property of extended measure functions is additivity, as defined in Krifka
(1998). Explained informally, this amounts to the following: having-eaten-four-apples
may be true although there has never been any (single) event of eating four apples; it may
be true if there have been four separate eatings of one apple or two separate eatings of
two apples, etc., that add up to having-eaten-four-apples. In an eventuality without
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extended measure function, for instance, having-driven-to-Venice will not be true if
all there was were four separate events of driving from Naples to Rome, even if the total
mileage corresponds to the distance Naples – Venice. The ordering of subparts of the
event to the whole event is very different in case of the eating of the apples and in case
of the driving to Venice; it has no importance at all in which order you eat which apple,
as long as they are four. However, you can’t just add, as you like, pieces of movements
to obtain a driving to Venice. Driving-to-Venice is characterized by a path, whereas
eating-four-apples isn’t.

What remains to be explained is the difference in behaviour between drive-to-Venice

and drive-once-to-Venice. One major difference seems to be that the latter doesn’t al-
low for inner stages to be accessed, and for the initial and final stages to be “cut off”.
Imperfective aspect would have such an effect, and would cause thus a homogeneous read-
ing. The cardinality principle of Rothstein (2004, p. 172) states that the cardinality
of an event is the same as the cardinality of its BECOME events (i.e., its telic transitions).
Thus an event may only have cardinality 1 if the transition from inner to resultant stages
it contains is not eliminated by a homogenizing aspectual view-point, like imperfective or
resultative aspect (where it is the resultant state that is focalized, crucially without the
transition from the inner to the resultant stage). Therefore, if we haven’t got an explicit
cardinality marker like once, which fixes the cardinality, a covert homogenizing aspectual
operator may always interfere and prevent the assignation of cardinality 1 to an eventuality
like drive-to-Venice. And this intervention will prevent an existential reading.

4 Conclusion

In this paper, I have tried to sketch an account for the readings with seit based on the
assumption that there is one single lexical entry for this preposition. I have shown that
there are two readings of sentences with seit, namely the “homogeneous” and the “existen-
tial” reading. The readings distinguished depend crucially on Aktionsart-properties of the
underlying eventuality, and more precisely, the presence of an extended measure function
that applies to the event predicate.

As a next step, I think that one should try to integrate focus-semantics into the picture.
Some specific focus-pattern, as verum-focus, make acceptable any eventuality for an exis-
tential reading with the Perfect. An enumeration of eventualities which – taken in isolation
– do not allow for an existential reading, also induce an existential interpretation. These
patterns might be explainable by exhaustivity-effects linked to information structure.
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Abstract. Temporal question answering requires the determination of the time
span of (historic) events. Because the boundaries of historic time periods are often
vague, the formalism used for the representation of time periods should be tolerant for
imprecision and uncertainty. In this paper we suggest an approach based on fuzzy
sets and provide a fully automatic mechanism, which uses statements on the web
about the beginning and ending of a particular event, to construct the membership
functions.

1 Introduction

Until now, research in question answering has focused on answering simple factual questions
such as “When was John Lennon born?”1. While achieving a considerable performance
for this kind of questions, current systems are not capable of answering more complex
questions. Answering a complex question often requires decomposing the original question
into simpler partial questions, answering these partial questions and combining the partial
answers. An important class of complex questions are temporal questions such as “Who
was prime minister of Great Britain during the second world war?”. This question can
be answered by decomposing it into the list question “Who was prime minister of Great
Britain?” and the factoid question “When was the second world war?”. By additionally
answering the question “When was x prime minister of Great Britain?”, for each answer
x to the list question, the original question can be answered (see e.g. (Saquete, Mart́ınez-
Barcon, Muñoz, and Vicedo 2004)).

Crucial in the above treatment of complex temporal questions, is an accurate repre-
sentation of the time span of all events in the question (e.g. “the second world war”). An
important point that is often missed however, is that a lot of (historic) time information

1Question 2123 from the TREC collection (http://trec.nist.gov/data/qa.html)
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is ill–defined, subjective or uncertain (Nagypál and Motik 2003). Thus, the representation
of time spans used in temporal question answering systems should be tolerant for impreci-
sion and uncertainty. A representation formalism based on fuzzy set theory is particularly
suitable for this purpose because it allows for a gradual beginning and ending of events
(Nagypál and Motik 2003; Ohlbach 2004). However, this requires a fully automatic pro-
cedure to construct the membership function of a fuzzy set representing the time span of
some event.

In this paper we introduce a mechanism to construct membership functions for fuzzy
time periods from data on the web. In particular, we propose a number of modifications to
a well–known method called ‘polling’ to cope with the noisiness of web–data. To the best of
our knowledge, our method is the first attempt to construct membership functions for fuzzy
time periods in an automatic way. The paper is structured as follows: in the next section
we recall some basic definitions from fuzzy set theory and review some existing approaches
to the construction of membership functions. Section 3 introduces a new approach which
is sufficiently robust to handle the noisy data from the web. In Section 4, we discuss the
performance of our algorithm by means of a concrete example and highlight some directions
for future work. Finally, some conclusions are given in Section 5.

2 Preliminaries from fuzzy set theory

Natural language makes extensive use of vague terms such as ‘high’, ‘old’, ‘cheap’, etc.
Classical representation formalisms based on binary logic usually fail to represent such
terms in a satisfactory way. It is, for example, very hard to determine from what age a
person can be considered old. This is mainly because the transition from being not old to
being old is a gradual one, rather than a crisp one. Fuzzy set theory (Zadeh 1965) makes
this observation explicit by allowing a person to be old to some degree.

A fuzzy set A in some universe U is characterized by a mapping from U to the unit
interval [0, 1], called the membership function of A. For convenience, we will use the
notation A both to refer to the fuzzy set and to the corresponding membership function.
For u in U , A(u) expresses to what extent u is compatible with the concept represented by
A, where A(u) = 1 means u is fully compatible and A(u) = 0 means u is not compatible
at all. A(u) is called the membership value of u in A; if A(u) = 1 for some u in U , A is
called normalised. For A and B two fuzzy sets in a universe U , the intersection of A and
B is the fuzzy set A ∩B in U defined for u in U by

(A ∩B)(u) = min(A(u), B(u)) (26.1)

An important problem in practical applications of fuzzy set theory is how to define the
membership function of some fuzzy set. In most applications, all membership functions
are defined by an expert. Clearly, membership functions constructed in this way are
strongly influenced by the personal opinion of the expert. An interesting alternative is to
construct membership functions from data. In (Hersh and Caramazza 1976) an inquiry–
driven method called ‘polling’ is given. To construct the membership function of a linguistic
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term t with this method, a number of people are asked to decide for some objects o whether
or not the term t applies to it. The membership value of each object o in the fuzzy set
representing t is then defined as the fraction of the test subjects that decided t applies to
o. For an overview of other existing approaches to construct membership functions, we
refer to (Bilgiç and Türksen 1999).

3 Constructing the membership function

Obviously, we can not use test subjects to construct membership functions in the context
of question answering. Since the number of events that could possibly occur in a question
is almost infinite, only a fully automatic procedure is suitable. However, we can use an
approach very similar to polling, by treating statements on the web about the beginning
and ending of an event as statements from test subjects. To obtain useful statements from
the web, we used the snippets returned by Google2 for some automatically generated queries
such as “<event> began in”, “<event> lasted”, “<event> ended on”, . . . To extract the
possible beginnings and endings of the event, we used the following regular expressions:

1. <event> (started|began) (in|on|around) <date>

2. <event> lasted from <date> (until|to|till) <date>

3. <event> ended (in|on|around) <date>

4. <event> lasted (until|to|till) <date>

where <date> is a regular expression for some common date–formats, including vague
dates such as “the early 1940s”. Note that only the snippets returned by Google were
used, since retrieving the corresponding full documents would be too costly for the intended
application.

Let T be a linear ordered set of time points. For an event x, we will construct two
fuzzy sets Xb and Xe in T . For t in T , Xb(t) expresses to what extent t is after or equal
to the beginning of x and Xe(t) expresses to what extent t is before or equal to the end of
x. Finally, we define the time span for x as X = Xb ∩Xe. Let b1, b2, . . . , bn be the possible
beginnings for x that were extracted from the web (bi ∈ T ) and let f(bi) be the number
of times bi was found as a possible beginning (1 ≤ i ≤ n). Analogously, let e1, e2, . . . , em

be the possible endings for x (ei ∈ T ) and let g(ei) be the number of occurrences of ei as
a possible ending (1 ≤ i ≤ m). We consider each occurrence of a possible beginning bi

as a test subject that would answer affirmative to the question “Is t after or equal to the
beginning of x?” for all t ≥ bi, and negative for all t < bi. This is similar to what is called
an inclusive interpretation in (Verkeyn, De Cock, Botteldooren, and Kerre 2003). Each
occurrence of a possible ending is treated in a similar way. Hence, Xb and Xe are defined
for t in T as

Xb(t) =
P

bi≤t f(bi)Pn
i=1 f(bi)

Xe(t) =
P

ei≥t g(ei)Pm
i=1 g(ei)

2http://www.google.com
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There are two problems with this approach which arise both because of the use of
the web to obtain the data. The first problem is the presence of inconsistent information
on the web. We cannot assume that bi ≤ ej will always hold for all i in {1, 2, . . . , n}
and j in {1, 2, . . . ,m}. As a consequence, the resulting time span X would not be a
normalised fuzzy set. The second problem is that the beginnings and endings of an event
can be stated by means of an interval (e.g. differences in granularity) or even by a vague
description (e.g. “the late 1930s”). We propose a solution to both problems in the following
paragraphs.

3.1 Handling inconsistency

There are two reasons why bi > ej may hold for some i in {1, 2, . . . , n} and j in {1, 2, . . . ,m}:

1. Some dates were misinterpreted (e.g. “The second world war ended in 45”) or are
simply wrong.

2. The name of the event is ambiguous (e.g. “When was the Civil War?”), i.e. there are
several different beginnings and endings, corresponding to different events.

We discard possible beginnings that come after all possible endings and possible endings
that come before all possible beginnings. In the following, we can therefore assume without
loss of generality that maxn

i=1 bi ≤ maxm
j=1 ej and minn

i=1 bi ≤ minm
j=1 ej.

Let B1, B2, . . . , Bk be a partitioning of {b1, . . . , bn} and E1, E2, . . . , Ek be a partition-
ing of {e1, . . . , em} such that max Bi < min Bi+1 and max Ei < min Ei+1 for all i in
{1, . . . , k − 1} and max Bj < min Ej for all j in {1, . . . , k}. In other words, we group pos-
sible beginnings (resp. endings) that can not be separated by a possible ending (resp. be-
ginning). We make the simplifying assumption that all possible beginnings (resp. endings)
of a particular interpretation of an ambiguous event name are represented by one of the
Bi’s (resp. Ei’s). Note that this means that ambiguous events which took place at approx-
imately the same time, may be clustered together.

Some of the Bi’s or Ej’s may contain only noisy (incorrect) dates. However, we can
assume that many occurrences of correct dates will be found on the web, while relatively
few occurrences of incorrect dates will be found. One solution is to consider only groups
of dates that correspond to a significant number of occurrences. In particular, let α be a
small constant in ]0, 1[. For all i in {1, 2, . . . , k}, if∑

b∈Bi

f(b) < α max
1≤j≤k

∑
b∈Bj

f(b)

we discard (all dates in) Bi. Analogously, for all i in {1, 2, . . . , k}, if∑
e∈Ei

g(e) < α max
1≤j≤k

∑
e∈Ej

g(e)
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we discard (all dates in) Ei. Let us call the resulting groups B′
1, . . . , B

′
k′ and E ′

1, . . . , E
′
k′ ,

where some of the Bi’s (resp. Ei’s) are taken together, for example if i > 0 and Bi was
discarded, then Ei−1 and Ei should be taken together.

For every pair (B′
i, E

′
j) with i ≤ j, we can construct the membership function X as

before, which results in a number of possible time spans for the event under consideration.
Each time span corresponding with a pair (B′

i, E
′
j) can be assigned a score sij in [0, 1]

defined by

sij =

∑
b∈B′i

f(b)

max1≤l≤k′
∑

b∈B′l
f(b)

·

∑
e∈E′j

g(e)

max1≤l≤k′
∑

e∈E′l
g(e)

This score reflects the fact that we are more confident in solutions that correspond to a
large fraction of all occurrences of the possible beginnings and endings than in solutions
that correspond to a relatively small fraction of all occurrences.

3.2 Handling imprecision

In the above discussion, we have assumed that all extracted dates are fully specified,
i.e. that every date can be represented by a time point. In practice, however, some dates
are underspecified (e.g. “September 1939”, “1939”, “the 1930s”) or even vague (“the late
1930s”). An underspecified or vague date can be interpreted in two different ways:

1. The event started on a particular date which is unknown, i.e. there exists uncertainty
about the exact beginning of the date.

2. The event began gradually during the period denoted by the underspecified or vague
date.

We will represent vague dates as fuzzy sets in T . Moreover, since intervals are a special
kind of fuzzy sets, we will also represent underspecified dates as fuzzy sets. Let β1, β2, . . . , βs

be fuzzy sets in T representing the possible underspecified or vague beginnings of an event
x, and ε1, ε2, . . . , εr be fuzzy sets in T representing the underspecified or vague possible
endings. Let f(βi) be the number of occurrences of βi as a possible beginning and let g(εj)
be the number of occurrences of εj as a possible ending. Let b1, b2, . . . , bn and e1, e2, . . . , em

be the possible fully specified beginnings and endings, as before.
If βi(bj) > 0 for some bj (1 ≤ i ≤ s, 1 ≤ j ≤ n), we will assume the first interpretation

holds for βi (i.e. the event started on a particular date which is unknown); otherwise,
we will assume the second interpretation holds (i.e. the event began gradually). In the
same way, we will assume the first interpretation holds for εi iff εi(ej) > 0 for some ej

(1 ≤ i ≤ r, 1 ≤ j ≤ m). Let the sets I1, I2, F1 and F2 be defined as follows:

I1 = {β|β ∈ {β1, . . . , βs} and (∃i ∈ {1, . . . , n})(β(bi) > 0)}
I2 = {β1, . . . , βs} \ I1

F1 = {ε|ε ∈ {ε1, . . . , εr} and (∃i ∈ {1, . . . ,m})(ε(ei) > 0)}
F2 = {ε1, . . . , εr} \ F1

301



i.e. I1 (resp. F1) is the set of beginnings (resp. endings) for which the first interpretation
is assumed, I2 (resp. F2) is the set of beginnings (resp. endings) for which the second
interpretation is assumed. For a fuzzy set A in T , we define the fuzzy sets A− and A+ in
T for t in T as

A−(t) =
R t
−∞ A(x)dxR +∞
−∞ A(x)dx

A+(t) =
R +∞

t A(x)dxR +∞
−∞ A(x)dx

provided the integrals exist. If A represents an underspecified or vague date, then for
all t in T , A−(t) (resp. A+(t)) expresses the extent to which t is after (resp. before) this
(ill-defined) date. Note that in (Ohlbach 2004) a similar interpretation of A− and A+ is
given when A is a fuzzy time interval, i.e. the time span of a fuzzy event. The fuzzy sets
Xb and Xe are then defined for t in T as

Xb(t) =

∑
β∈I2

f(β)β−(t) +
∑

bi≤t f(bi) +
∑

β∈I1
f(β)

P
bi≤t β(bi)f(bi)Pn
j=1 β(bj)f(bj)∑n

i=1 f(bi) +
∑s

i=1 f(βi)
(26.2)

Xe(t) =

∑
ε∈F2

g(ε)ε+(t) +
∑

ei≥t g(ei) +
∑

ε∈F1
g(ε)

P
ei≥t ε(ei)g(ei)Pm
j=1 ε(ej)g(ej)∑m

i=1 g(ei) +
∑r

i=1 g(εi)
(26.3)

The first term in the numerator of 26.2 and 26.3 represents the influence of under-
specified and vague dates for which the second interpretation is assumed, the second term
represents the influence of exact dates and the third term represents the influence of vague
and underspecified dates for which the first interpretation is assumed. As a consequence
of the third term, the impact of exact dates d that are compatible with an underspecified
or vague date β (i.e. such that β(d) > 0 holds) is increased. This increase is proportional
to the number of occurrences f(d) and to the degree of compatibility β(d).

4 Discussion and future work

As a concrete example, consider the time span of the second world war. As can be seen from
Table 26.1, there doesn’t exist a unique time point that corresponds with the beginning or
ending of this war.

Date Event

September 1, 1939 Germany invades Poland
September 3, 1939 Great–Britain and France declare war on Germany
December 7–8, 1941 Japan declares war on the U.S. and Great Britain
May 7–8, 1945 Unconditional surrender by Germany
August 14–15, 1945 Unconditional surrender by Japan
September 2, 1945 Japan signs unconditional surrender

Table 26.1: Events related to the beginning and end of World War 2.
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Figure 26.1: Fuzzy set representing the time span of World War 2.

The result of our algorithm is shown in Figure 26.1. In this figure, we can recognize
the events from Table 26.1. Moreover, the membership values give a clear indication of the
impact of each event. For example, before “September 1, 1939” the membership values
are lower than 0.1, while the membership value of “September 1, 1939” is 0.51. The
membership value of “September 3 ,1939” is 0.82 and the membership value of “December
8, 1941” is 0.96. Another important observation is that the dataset contains a lot of
noisy data. For example, the membership values don’t decrease to zero immediately after
September 2, 1945. This is mainly because some of the snippets returned by Google contain
phrases which represent an unconventional opinion about the end of the second world war,
for example:

The second world war ended on 3 October 1990 with the reunification of Ger-
many.

Another problem is the misinterpretation of phrases due to the simple extraction of dates
based on regular expressions. For example, our algorithm extracted “18 August 2000” as
a possible ending of the second world war from the following sentence:

Norway’s longest public sector strike since the Second World War ended on 18
August 2000.

A possible solution would be to make use of natural language parsers, which would recognize
that “Norway’s longest public sector strike”, and not “the Second World War”, is the
subject of “ended” in the previous sentence.

Our plans for future work are to use the kind of temporal information discussed in
this paper in a temporal question answering system. A lot of temporal questions can be
decomposed into a simple factual question and a temporal constraint. When time periods
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are represented as fuzzy sets, this temporal constraint acts as a fuzzy constraint and can be
combined with other fuzzy constraint based answer validation techniques in a very natural
way (Schockaert, De Cock, and Kerre 2005). More experimental work has to be done to
assess the influence of the use of natural language parsers or specialized date extraction
tools (e.g. (Wilson and Mani 2000)) on the performance of our algorithm.

5 Conclusions

The abundance of information on the web makes it possible to determine the beginning and
ending of an event using only simple pattern matching techniques. However, due to the
imprecise nature of most historic time periods and the noisy character of the data available
on the web, a lot of different possible beginnings and endings can typically be found. In
this paper we have shown how this data can be used to construct the membership function
of a fuzzy set representing the time period of an event. Some modifications to handle
inconsistent and imprecise information were given, and the performance of our algorithm
was illustrated by means of a concrete example.
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Abstract. The aim of this paper is to get rid of a nasty ambiguity between com-
mands and permissions associated with imperatives (necessity/constraining of op-
tions vs. possibility/widening of options). I argue that a uniform semantics in terms
of necessity together with certain assumptions about the context can account for the
different effects on the pragmatic side. The difference is explained by employing ei-
ther a speaker or a hearer centered ordering source, together with basic assumptions
about speaker and hearer interests. if you like-phrases frequently found in permission
imperatives are analysed as indicating a hearer centered ordering source and filtering
out one of the presuppositions required for a permission usage. It is argued that any
in imperatives constitutes only an apparent contradiction to a necessity semantics
for imperatives.

1 The Janus face of imperatives

Studies in various areas of linguistics have noticed that across the languages of the world
imperatives1 come with a puzzling range of illocutionary potential (cf. Palmer 1986, Merin
1991, Rosengren 1992). Not only do they vary in expressing commands (the default inter-
pretation for (1a)), warnings, wishes, requests, but they are also found to express permis-
sions (1b) and permission-like concessives (1c):

(1) a. Read this!

b. (It starts at eight, but) come earlier if you like! (Hamblin 1987)

c. All right, don’t come then! (If you think you are so clever.)

This cutting across necessity and possibility comes as a nasty surprise to anyone who
assumes that the functional potential of linguistic forms is determined by their (semantic)
meaning. Consequently, it has been taken as evidence that the semantics of imperatives
has to be so underspecified that ultimately not much of interest can be said about it. The

1I assume that imperative denotes a crosslinguistically identifiable sentence type (viz. a linguistic form).
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illocution expressed is to fall out from the context (cf. e.g. Rosengren 1992). Unfortunately,
many approaches remain pretty underspecified themselves about how this is to happen, and
why, after all, commands or requests (all corresponding to necessity) seem to be associated
with imperatives as a default.

I show first how both underlying semantics and effects on the state of a discourse are
usually assumed to differ for commands vs. permissions. Having taken a closer look at
imperative permissions, I argue that despite prima facie appearance a uniform semantics
in terms of necessity can be given. In order to spell this out, I resort to the framework of
graded modality as worked out in Kratzer (1991). Rather well-known pragmatic aspects
consisting in the interplay of presuppositions about speaker and hearer wishes, shared
knowledge and cooperativity (cf. Lewis 1979, van Rooy 1997) are then used to account for
permission readings of imperatives. Aloni’s (2004) treatment of choice offering imperatives
is mentioned to show that free choice any does not falsify a uniform necessity semantics
for imperatives. But it is also argued that her approach as it stands fails to account for
the Janus face described here.

2 Permissions and commands

Leaving concessives (cf. 1c) aside for the moment, the command and permission usages
of imperatives are similar to the so called performative usages of modal verbs (viz. when
they do not merely inform about existing commands and permissions, but rather change
the way the world is like in that respect). (1a) and (1b) can thus be paraphrased as (2a)
and (2b) respectively:

(2) a. You must read this.

b. You may come earlier if you like.

Let’s look at a slightly modified version of Lewis’s (1979) implementation of commands
and permissions as a language game between master and slave to see why this apparent
ambiguity is so troublesome. We will consider the set of all those worlds2 the participants
in the conversation (jointly) cannot distinguish from their actual world w (the Stalnakerian
Common Ground, CG). Furthermore, each world w determines a set of permissible worlds,
p(w) = the worlds in CG which are identical to w so far and which verify whatever is
commanded in w by the master. The permissibility sphere PS (the set of continuations
that are compatible with the mutually shared beliefs of both participants and verify all of
the masters commands) is then gained by intersecting p(w) for all worlds w in CG.

As for the semantics of modal statements, (2a) denotes the proposition in (3a), (2b)
denotes (3b).3 It is easy to see that an ambiguity along these lines would be disturbing,
since (3a) invokes logical entailment, while (3b) invokes compatibility.

2Worlds are assumed to come with their full histories. Since the time index is not relevant to the
questions considered, it is ignored for simplicity. If not specified otherwise, ’world’ in the following is to
be understood as ’world plus time of evaluation’.

3‖· ‖is the standard interpretation function, mapping expressions onto their intension in a model M
with an assignment function g and a context variable c left implicit.
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(3) a. ‖must φ ‖= {w ∈ W | ∀v ∈ p(w): v ∈ ‖ φ ‖}
b. ‖may φ ‖= {w ∈ W | ∃v ∈ p(w): v ∈ ‖ φ ‖}

In order to keep descriptive and performative usages of modal verbs as similar as possible,
both can be seen as assertions, the performative effect falling out from mutual assumptions
(the master speaks truthfully, he is never mistaken about aspects of his own psyche, e.g.
his current wishes, etc.) (cf. e.g. Kamp (1978); Merin (1992) and van Rooy (2000) for
criticism). In the following I will resort to such an assertoric treatment of performativity,
but nothing hinges on that.4

Irrespective of how the change in PS is brought about, it must involve two different
operations: commanding φ intersects PS with φ, permitting φ adds to it some (but not
all) φ -worlds.5 Which worlds exactly are to be added constitutes Lewis’ famous problem
about permission. A to my mind satisfactory solution of determining the next best worlds
with the help of a reprehensibility relation is given in van Rooy (2000).

Van Rooy rejects an assertoric treatment though. Relying on a dynamic framework,
each sentence is associated with an update potential to a given state of information. Thus,
must φ and may φ directly constitute functions on PS, the former restricting it to φ -worlds
(just as a (successful) assertion of φ would restrict CG to φ -worlds), the latter enlarging
PS so as to contain the least reprehensible φ -worlds.

At this point it has to be said clearly that a semantic analysis of imperatives in terms
of these update functions leaves no hope for reconciling command and permission cases
as given in (1). The fact that the one is used to restrain, the other to enlarge PS is an
irreducible fact about their constituting a command vs. a permission. I therefore resort to
a treatment relying on static truth-conditions. It is thus the propositions associated with
(2b) and (2a) that cause them to determine the respective type of update described - as I
take it correctly - by van Rooy.

Next, I argue that, despite the apparent ambiguity in modal force as found in (1a)
vs. (1b,c), the imperative is associated with a uniform semantic object. The challenge is
first to find an appropriate propositional content, and second, to explain why a uniform
quantificational force should mostly result in constraining PS, but could sometimes also
serve to enlarge it.

3 A closer look at imperative permissions

First, it should be noticed that, crosslinguistically, usages linked to obligation seem to
constitute the default for imperatives (cf. Palmer 1986). It is only when modified by

4Alternatively, one could resort to Lewis’ original idea of the truthful master condition. It guarantees
that the permissibility sphere adjusts itself to the commands and permissions of the master. Since per-
formativity is common to all usages of the imperative, this condition could well be associated with the
imperative form.

5Following the tradition of deontic logic, Lewis assumes that permitting results in rendering permissible
a class of actions the opposite of which had been commanded before. Thus, before permitting φ, all
permissible worlds lie within ¬φ.
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particles or when conditionalized (if you like) that they assume permission readings.
Given this asymmetry, it comes as a natural move to somehow reduce all imperatives to

expressions of necessity in semantics, resorting to the linguistic or communicative context
for bringing about permission effects in pragmatics.

Frequently found conditionalization by if you like strongly suggests analysing apparent
permissions as commands conditionalized on the addressee’s wishes (cf. 4b). For cases of
permission imperatives without such an antecedent we would then assume a covert if you
like to be retrievable from the context.

(4) a. Come earlier if you like.

b. If you want to come earlier, (given what your wishes are/given what my wishes
are/. . . ) you must come earlier.

Despite its initial plausibility, this gives the wrong result (cf. Hamblin 1987). Even if the
hearer wants to come earlier (and even if the speaker is aware of that), (1b) (repeated here
as (4a)) does not create an obligaton for the hearer to come earlier; in contrast to that,
(4b) would and is therefore no paraphrase of (1b/4a).

Under closer inspection, if you like-antecedents do not only fail as explanations for
permission readings, but rather constitute a problem in their own right. (5) shows that
they don’t conditionalize permissions either. The permission granted by (5) is independent
of the hearer’s wish for it; viz. if the speaker found out that the hearer came earlier despite
not wanting to (e.g. because the taxi driver hadn’t respected the speed limit), the hearer
cannot be blamed for having done so - the permission to come earlier is in force nevertheless.

(5) If you like, you may come earlier.

The uniform treatment of imperatives proposed in the following section will allow us to
integrate the insights into conditionalized permissions into recent discussion about two
types of conditional antecedents.

4 The Analysis

4.1 A uniform semantics for imperatives

As to the semantics of modalized propositions, I rely on the framework of graded modality
in terms of possible worlds as spelled out in Kratzer (1981, 1991)6. Necessity and possibility
are now defined with respect to two contextually given parameters: a modal base f (giving
for each world a set of propositions describing which worlds should be taken into account)
and an ordering source g. The latter also gives a set of propositions (an ideal, g(w)), and

6As was pointed out to me by an anonymous reviewer, the idea goes back to van Fraassen (1973:7):
whether an ought-statement is true depends on two factors: the set of alternative possibilities we are
evaluating, and the scale of values by which we rate them. For further elaboration see also Lewis 1973.
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induces a partial order on the worlds in ∩f(w) in terms of closeness to that ideal, (6)7.We
define O(f, g, w) as the set of worlds in ∩f(w) that are optimal with respect to g(w).

(6) ordering source ≤g(w) : ∀v, z ∈ W : v ≤g(w) z iff
{p ∈ g(w) | z ∈ p} ⊆ {p ∈ g(w) | v ∈ p}

(7) O(f, g, w) = {v ∈ ∩f(w) | ∀z ∈ ∩f(w): if z ≤ g(w)v then v ≤ g(w)z}
We will only be concerned with cases where we can safely assume that ∀u ∈ ∩f(w) there
exists v ∈ O(f, g, w) such that v ≤ g(w)u (Limit Assumption, Lewis (1973:19ff)). Under
this assumption,necessity and possibility in Kratzer (1991) reduce to (8a) and (8b) (the
contextually given parameters f (modal base) and g (ordering source) are indicated as
superscripts to the interpretation function):

(8) a. ‖�p‖f ,g(w) iff ∀v ∈ O(f, g, w): v ∈ p

b. ‖�p‖f ,g(w) iff ∃v ∈ O(f, g, w): v ∈ p

Let’s relate this to imperatives. Abstracting away irrelevant details, I assume that imper-
atives contain an imperative operator IMP which is combined with a proposition having
the addressee as its subject. I want to argue that IMP expresses necessity, but comes with
certain restrictions on both modal base and ordering source.

In general, imperatives are about what the world is going to be like if wishes, desires
and the like are taken into account. But speakers are realistic in so far as taking into
consideration what the participants to the conversation jointly believe their actual situation
to be like. I will therefore assume that the modal base for imperatives is grammatically
specified to be what the participants to the conversation going on in world w jointly believe
to be the case in w (call it f cg). Therefore, ∩f cg(w) is CG for all w in CG.

What the imperative does then is order the worlds in CG according to some contextual
parameter. In many cases, this is speaker centered, viz. g is constituted by what the
speaker wishes or desires. At least, that is the normal case for commands and requests (cf.
9). On the other hand, if the bringing about of the action mentioned in the imperative
is of no importance to the speaker, the ordering can also be induced by wishes, goals or
desires of the hearer. Such hearer centered ordering sources seem to come into play with
recommendations, advices or instructions (cf. 10).

(9) Read this! = Given how the world can evolve, and given what I want, you must
read this.

(10) A: How can I draw a venn diagram with latex?
B: Use pstricks. = Given how the world is and can evolve, and given your goal of
drawing a venn diagram, you must use pstricks.

So, in general, both speaker and hearer centered concepts are possible values for the or-
dering source g in imperatives.8

7Note that this definition does not compare the number of propositions verified by a particular world but
rather the set of propositions verified (vs. e.g. van Rooy’s (2000) reprehensibility ordering). Therefore, the
ordering obtained is only partial. This is crucial if my analysis is to be applied to larger ordering sources.

8If we want to rely on a completely assertoric treatment of imperatives (rather than explicitly forcing
self-adjustment of the information state to the imperative’s truth conditions), it might be necessary to
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Taking into account these restrictions about what constitutes the modal base and what
are possible ordering sources, the semantics for the imperative operator can now be given
as in (11). It is an instance of Kratzerian necessity (cf. 8a) with the modal base specified
to f cg and g constituted by either the speaker’s or the hearer’s wishes, goals or desires. As
shown in (12), this provides a straightforward analysis of commands.

(11) ‖IMP‖f ,g = λpλw.∀v ∈ O(f cg , g, w): v ∈ p

(12) ‖Go home!‖f ,g = ‖IMP go-home(addressee)‖f ,g , with g = what the speaker wants.
(λpλw.∀v ∈ O(f cg , g, w): v ∈ p)(λw.go-homew(addressee)) =
λpλw.∀v ∈ O(f cg , g, w): go-homev(addressee)

The semantics derived in (12) says that the worlds that conform best to what the speaker
wants are worlds in which the addressee goes home. This seems satisfactory for the com-
mand case.

4.2 Explaining permissions and concessions

It is much less obvious how (11) should cover the permission readings of imperatives.
Shouldn’t they semantically correspond to possibility as in (8b)? What I will argue now is
that, when combined with the right presuppositions, necessity with respect to the hearer’s
wishes as an ordering source can indeed account for the permission readings.

’IMP φ’ gets a permission reading only under the following circumstances (presupposed
understood as “entailed by the CG”):

• it is presupposed that φ is among the wishes of the hearer9

• it is presupposed that the speaker is against the hearers realizing φ

• it is presupposed that the hearer wants to please the speaker

But then, the set of worlds that optimally fulfill the hearer’s wishes is counterfactual. Since
his wishes in the actual world are conflicting, something would have to be different for all
of them to be realizable. (This is a classical scenario of practical inference, cf. Kratzer
(1981:65)).) Most likely, the worlds the hearer would like best are among those where the
speaker does not have any preference against φ. Doing φ would not conflict with obeying
the speaker then, and the hearer could happily do both. Nevertheless, reality is not that
nice.

The three presupposition describe CG as being partitioned the following way: The
entire common ground lies within the speaker is against the hearer’s realizing φ (thus, all φ

assume a speaker epistemic embedding of such a hearer centered ordering source. Instead of given what
your wishes are it might be necessary to use given what I assume your wishes to be. I’ll leave that aside
for further discussion though.

9At that point confusion as to what the hearer wants lurks around the corner. We have to distinguish
between the hearer wants φ (taken as a primitive here, cf. Heim (1992:194)) for a semantic analysis), from
φ is a necessity with respect to the hearer’s wishes.
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! the speaker is pleased

w!

¬! ! ¬(the speaker is pleased)

Figure 1.1: CG, ordered by g(w) = {!, the speaker is pleased}.

that the speaker is pleased are non empty (though mutually exclusive). (Remember that !
is not empty because we assumed imperatives to be realistic; the speaker is pleased should
not be empty because there wouldn’t be much point in complying with his imperatives if
it made him angry anyway.)

Now, ordering CG with respect to the wishes of the hearer means choosing g(w) = {!,
the speaker is pleased}. This results in the picture given in figure 1.1. It is easy to see that
the set of worlds that come closest to the ideal of what the hearer wants in w (the union
of the two white segments) does not decide !. It has both worlds where the hearer follows
his desire to ! and pays the price of o!ending the speaker, and likewise worlds in which
he pays duty to the speaker’s wishes and goes without !. Therefore, neither ! nor ¬! is a
necessity with respect to CG ordered by the wishes of the hearer.

’IMP !’ with g = what the hearer wants is therefore easy to falsify (by (11) we get the
proposition in (13)):

(13) "IMP ! "f,g = {w # W | $v # O(f cg, g, w): v #" ! " f,g}

Our world w is not within that set (and therefore, given the nature of f cg and the presup-
positions assumed, no world in CG is). For a counterexample, pick w! # speaker-wishes
and ¬!. Every world that is better than w! according to the ideal g(w) (= {! , speaker
is pleased}) would have to make true at least the same and possibly more of g(w) than
w! does. Since there is no world in %f cg(w) that would make true the same and more
propositions of g(w) than w! does and w! # ¬!, ! is not a necessity in w with respect to
f cg and g = what the hearer wants.

Therefore, as it stands, an update with IMP ! would lead to inconsistency. Since
speaker and hearer tend to be cooperative (cf. Lewis 1979), the hearer tries to accom-
modate. The problem so far is that the speaker is pleased implies ¬! . In principle, this
allows for two possible strategies of making IMP ! true with respect to w, %f cg(w) and
the hearer’s wishes g(w). The hearer could either assume that the speaker has given up
his preference for ¬! or he could give up his wish to please the speaker.

7

Figure 27.1: CG, ordered by g(w) = {φ, the speaker is pleased}.

worlds lie in the complement of the speaker is pleased10). Furthermore, the entire common
ground has the hearer having the wishes that φ and that the speaker is pleased. Both φ and
that the speaker is pleased are non empty (though mutually exclusive). (Remember that φ
is not empty because we assumed imperatives to be realistic; the speaker is pleased should
not be empty because there wouldn’t be much point in complying with his imperatives if
it made him angry anyway.)

Now, ordering CG with respect to the wishes of the hearer means choosing g(w) = {φ,
the speaker is pleased}. This results in the picture given in figure 27.1. It is easy to see
that the set of worlds that come closest to the ideal of what the hearer wants in w (the
union of the two white segments) does not decide φ. It has both worlds where the hearer
follows his desire to φ and pays the price of offending the speaker, and likewise worlds in
which he pays duty to the speaker’s wishes and goes without φ. Therefore, neither φ nor
¬φ is a necessity with respect to CG ordered by the wishes of the hearer.

’IMP φ’ with g = what the hearer wants is therefore easy to falsify (by (11) we get the
proposition in (13)):

(13) ‖IMP φ ‖f ,g = {w ∈ W | ∀v ∈ O(f cg , g, w): v ∈‖ φ ‖ f ,g}

Our world w is not within that set (and therefore, given the nature of f cg and the presup-
positions assumed, no world in CG is). For a counterexample, pick w1 ∈ speaker-wishes
and ¬φ. Every world that is better than w1 according to the ideal g(w) (= {φ , speaker
is pleased}) would have to make true at least the same and possibly more of g(w) than
w1 does. Since there is no world in ∩f cg(w) that would make true the same and more
propositions of g(w) than w1 does and w1 ∈ ¬φ, φ is not a necessity in w with respect to
f cg and g = what the hearer wants.

10Throughout this discussion I take this to mean pleased with the behaviour of the hearer.
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Therefore, as it stands, an update with IMP φ would lead to inconsistency. Since
speaker and hearer tend to be cooperative (cf. Lewis 1979), the hearer tries to accom-
modate. The problem so far is that the speaker is pleased implies ¬φ . In principle, this
allows for two possible strategies of making IMP φ true with respect to w, ∩f cg(w) and
the hearer’s wishes g(w). The hearer could either assume that the speaker has given up
his preference for ¬φ or he could give up his wish to please the speaker.

The first strategy seems to be the unmarked one, and it makes the right predictions
for the ordinary imperative-as-a-permission case. Giving up the presupposition that the
speaker is against the hearer’s realizing φ means to enlarge the common ground by adding
(the closest) φ-worlds that verify the speaker is pleased (contraction via φ and the speaker
is pleased). Thus making both propositions in g(w) true, they consitute the g(w)-best
subset of ∩f cg(w). It is easy to see that the imperative as calculated in (13) then comes
out as true.

The second strategy gets applied in the more marked cases of concessive imperatives
(cf. 1c). In a way, they seem to express more the speaker’s giving up on the hearer than his
giving a real permission. In this case, the speaker is pleased is omitted from the ordering
source.11,12

Since the first strategy is the usual accommodation (allowing for cooperative conversa-
tion to continue), the second one has to be marked by prosodic clues. Note that particles
(German doch, eben) or modifiers (if you like, go ahead,. . . ) don’t distinguish between the
two strategies of accommodation. They only help to single out the correct (hearer buletic)
ordering source.

Accounting for permission readings by employing a hearer oriented ordering source also
explains the puzzling effect of if you like. As argued in section 3, it does not cause the
permission granted by the speaker to depend on the hearer’s having the wish. In that sense
it is akin to (15a) in the contrast translated from Hare (1971:248). In (14a) the obligation
is understood to truly depend on the hearer having the wish or not, while (15a) gives a
means how to realize the wish mentioned in the antecedent. This comes out more clearly
by the latter, but not the former implying the sort of (pseudo-)contraposition given in the

11To be absolutely precise one should distinguish between just omitting the proposition from the ordering
source (in a way the speaker saying: “just disregard your wish to please me”), or an accommodation that
would indeed involve contraction of CG by the hearer doesn’t want to offend the speaker, thereby adding
the closest worlds where he does not care about offending the speaker or not.

12This has an interesting parallel in the behaviour of the German modal sollen which normally expresses
necessity (cf. 1a). But when occuring in verb-first sentences it invariably gives rise to precisely this type
of concessive reading (cf. 1b; see Önnerfors 1997):

(1) a. Er
he

soll
shall

sich
REFL

die
the

Grippe
flu

holen!
catch.INF

He shall catch the flu! (order/curse)
b. Soll

shall
er
he

sich
REFL

doch
PRT

die
the

Grippe
flu

holen!
catch.INF

Ok then, so he may just as well catch the flu! (given that he doesn’t listen to me)
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b-clauses.13

(14) a. If you want sugar in your soup, you should get tested for diabetes.

b. 6 If you don’t get tested for diabetes, you don’t get sugar in your soup.

(15) a. If you want sugar in your coffee, you should call the water.

b.  If you don’t call the waiter, you don’t get sugar in your coffee.

The standard treatment for conditionals (Kratzer 1991) hypothetically adds the proposition
in the if -clause to the modal base f of an overt modal in the matrix clause (or alternatively
of a covert operator of epistemic necessity). This makes correct predictions for (14a). In
order to account for cases like (15a), Sæbø (2002) has proposed to assume that instead
of restricting the modal base, the antecedent can also serve to both indicate and modify
the ordering source (g is set to what the hearer wishes and is modified by (hypothetically)
adding the complement of want, namely you have sugar in your coffee).14

This is of course exactly the effect wanted for imperatives to convey permissions. First,
the wishes of the hearer are made salient as the ordering source. Second, given that if -
clauses filter presuppositions (cf. Geurts 1999), if you like-modifiers take care of the first
presupposition (namely that the hearer wants φ). It doesn’t come as a surprise then that
in many languages such a reduced antecedent (φ is most naturally left out) is used to
facilitate permission readings.

5 Any encouraging further research

At first glance, the behaviour of imperatives with respect to any seems to stand in the
way of the proposed semantic reduction. Imperatives pattern with possibility modals in
licensing free-choice any, whereas necessity modals don’t (cf. Aloni 2002):

(16) a. You may/#must pick any flower.

b. Pick any flower!

Interestingly enough, the only proposal worked out for sentences like (16b), Aloni (2004),
relies on a uniform necessity based semantics for imperatives as well. It differs though in
assuming sensitivity to a set of alternatives computed in addition to the traditional deno-
tation. A trivial set of alternatives amounts to necessity with respect to the background
Aw (somewhat vaguely set to the desires of (one of) the participants to the conversation).

(17) ‖IMP φ‖= {w| ∀α ∈ ALT(φ):∃w’ ∈ Aw:w’ ∈ α & ∀w’ ∈ Aw:∃α ∈ ALT(φ):w’ ∈ α}
13Since thereby describing the inner proposition of the consequent as a necessary means to achieve the

goal mentioned in the antecedent, the b-sentences are called anankastic conditionals, cf. von Wright (1963).
14Cf. von Fintel and Iatridou (2004) and Huitink (2005) for discussion of the interaction with other

goals of the hearer.
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Existential operators give rise to non-trivial alternatives. Aloni relies on Kadmon and
Landman’s (1993) analysis of any in terms of a special indefinite15 introducing a free
variable that can then be bound by either an existential or a generic quantifier. The set
of alternatives introduced by the complement of IMP in (16b) is {you pick flower1, you
pick flower2, . . . }. The situation described by the imperative is then characterised by (i)
each alternative (= each choice of a flower to pick) being permissible, and (ii) one flower
being picked at each of the permissible worlds. This is indeed the most straightforward
interpretation for (16b). But instead of a permission to pick a/every flower one chooses
to, it is rather a command to pick one flower, while leaving the decision about the flower
involved entirely to the addressee. This differs from the possibility modal which lacks the
requirement that some flower has to be picked in any case. Therefore, any does not provide
conclusive evidence for imperatives semantically expressing possibility.

Nevertheless, Aloni’s (2004) elegant treatment fails to capture a second type of any-
imperatives. If the verb carries a presupposition (as e.g. confiscate presupposes finding),
any doesn’t induce free choice for the addressee. (18) most naturally expresses an obligation
to confiscate all the guns the addressee might find.16

(18) Confiscate any gun!

We may thus conclude that any in imperatives still lacks a satisfactory analysis. Neverthe-
less, I believe to have shown that it is not the necessity part of the imperative semantics
that creates the problems. If anything, it is the still poorly understood semantics of any.

6 Conclusions

I have argued that the apparent ambiguity between necessity and possibility readings
for imperatives is best treated by assuming a uniform semantics in terms of necessity.
Given that a context meets certain well-circumscribed conditions, it can still amount to a
permission pragmatically. Two possible strategies of accommodation give rise to permission
readings vs. permission-like concessive readings. Avoidance of a crosslinguistically wide-
spread ambiguity, reduction of the marked option ’possibility’ to the default ’necessity’,
and the integration of if you like-modifiers speak in favor of the proposed analysis. It has

15It induces widening of its domain of quantification according to some contextually specified dimension
and requires that this should lead to a stronger statement than quantification over the original domain
would have.

16Attempting to analyse this within the framework of Kadmon and Landman (1993) most likely commits
one to assume that the indefinite is bound by a generic operator, cf. (i). As desired, this gives us a trivial
alternative set and the imperative boils down to necessity with respect to the background. Nevertheless,
the generic quantification within the scope of the imperative seems spurious. Furthermore, it is completely
unclear why ordinary indefinites as in (ii) can only get an existential reading.

(i) IMP [[GENx [gun(x) & find(addressee,x)] → [confiscate(addressee,x)]]

(ii) Confiscate a gun!
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been pointed out that a satisfactory understanding for any in imperatives is still lacking.
Any does not provide conclusive evidence for semantic possibility in imperatives though.
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ABSTRACT: We present a skeleton for automatic speech summarisation using the Parcel algorithm, 
based on ROC analysis which guides us to find optimal feature sets instead of specifying a single 
feature in a particular precision/recall space. We extracted a series of features linked to transcript 
structure, content, and speech directly from the hand annotated dialogue act meetings of ICSI 
corpus. We adopted a sentence extractive approach making use of a trainable feature based 
Conditional Maximum entropy model to classify each sentence into two groups: ‘Summary’ or 
‘Not Summary’. Sentence length and the number of keywords were found to be the most 
dominating features, performing with increased accuracy when augmented with talkativeness rating 
and hotspot information. 
 
1 Introduction 
 
Techniques for automatically summarising written text are now being actively 
investigated but are not completely applicable to speech, which in this new era of 
IT, is becoming the most natural and effective way of exchanging information. 
With the passage of time, conferences and meetings are becoming an essential 
part of everyday life for many professionals. Generating summaries for open 
domain spoken dialogues is a new research area, which is beneficial for 
extracting important and useful information in various records of oral 
communication. The focus of this paper will be on extracting sets of features 
needed to describe sentences as potential candidates for summaries from the 
large vocabulary manual transcription of multiparty speech conferences. 
 
1.1 Complexity in Speech Transcripts for Summarisation 
Spoken language is highly ill-formed and includes redundant information such as 
disfluencies, filled pauses, hesitations, repetitions, repair words, word fragments, 
and non-speech sounds like coughing, whispering, laughing etc. Furthermore, 
spoken language transcripts are different from text documents in terms of 
structure and language, for example, they do not include punctuations and word 
capitalisation. Despite this, a series of features used for text summarisation are 
reusable for compression of speech transcripts by identifying and removing 
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redundancy from the speech transcripts and extracting salient information which 
is unevenly distributed in the whole audio record. Additionally, spoken language 
contains information lacking in text documents that needs to be taken into 
account when summarising any speech corpora. An example is the presence of 
emotions such as strongly agreed statements, strongly disagreed statements, 
rising and falling tones and other prosodic information in the oral records. 
Spontaneous spoken language also shows divergent behaviour from read speech. 
It is produced without referring to a fixed text which is opposite to read speech. 
Spontaneous spoken language is unplanned where the user creates a sentence at 
run time, while reading text is already well structured. Therefore, it can be 
relatively speculated that high technological abilities are still required to 
investigate summarising spontaneous speech especially in the case of open 
domain multiparty meetings. This involves extracting important information 
while ignoring redundant, noise and incorrect information present in the speech 
corpus. 
 
2 Related Work 
 
Zechner and Waibel (2000) presented a summarisation system DIASUMM 
which was built to deal with spoken dialogues without any restriction of domain. 
The system used a shallow statistical approach to clean up the input speech 
disfluencies, linked turns together into coherent information units, determined 
topical segments, and presented extracts from the original text as summary. 

Christensen et al. (2003) investigated the portability of text features to the 
speech domain. They used a trainable, feature-based classifier known as multi-
layer perceptron (MLP) that assigned a score to each sentence to estimate its 
involvement in the summary. The model was trained on broadcast news data as 
well as newspaper data using various structural and content features. Their results 
showed that reciprocal position of a sentence from the start was the most 
informative feature for text data. For speech, sentence length, name entity and 

idftf !  based features contributed significantly, but unlike text, there was no 
dominant feature for summarisation. 

Recently, Koumpis & Renals (2004) presented a system for voicemail 
summarisation based on the extraction of content words from speech recognition 
transcriptions. The observation space comprised a total of 24 lexical and prosodic 
features. They used an efficient ROC-based algorithm known as Parcel to select 
best input features for their task. Each word was transformed into a vector of 
lexical and prosodic features. They found that lexical features (name entity list 
matching and collection frequency) were most informative, and would perform 
even better when combined with some prosodic features. 
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3 Experimental Data: The ICSI Meeting Corpus 
 
Our system for training a classifier and testing for automatic multiparty speech 
summarisation was built on the ICSI meeting corpus recorded in a conference 
room at the International Computer Science Institute in Berkeley between the 
years 2000-2003. Morgan et al. (2001) mentioned the basic objective of the ICSI 
project and described it in three characteristics: to capture informal, natural, and 
impromptu meetings. For our project, we had access to 16 annotated dialogue act 
meetings. The total duration of all available meetings was 839.64 minutes (13.99 
hours).  We used 13 meetings for training (705.06 minutes) and left 3 for testing 
(134.58 minutes). The sentences in the corpus were classified into two groups: 
the sentence is either important for the summary or not. Potential sentences for 
summary were marked by the symbol ‘@’.  
 

 Dialogue act meeting data 
1 
 
 
 
 
 
 
 
2 

@5.397,10.063,A,5.397+5.497+i|5.497+5.647+think|5

.647+5.707+the|5.707+5.957+most|5.957+6.327+impor

tant|6.327+6.737+thing|6.737+6.977+is|6.977+7.397

+morgan|7.397+7.607+wanted|7.607+7.697+to|7.697+7

.937+talk|7.937+8.327+about|8.327+8.777+uh|9.123+

9.193+the|9.193+9.633+arpa|9.743+10.063+demo,s^t,

Bmr024-c5,s^t,, ,i think the most important thing 

is morgan wanted to talk about uh the arpa demo 

.,i think the most important thing is morgan 

wanted to talk about uh the arpa demo . 

11.068,13.36,A,11.068+11.318+well|11.318+11.628+s

o|12.33+12.83+here's|12.83+12.94+the|13.02+13.36+

thing,h|s,Bmr024-c3,h|s, , ,well so | here's the 

thing .,well so | here's the thing . 

Figure 28.1: Two utterances from the Bmr024 dialogue act file where first 
sentence is marked to include into summary 

 
Figure 28.1 shows two annotated utterances from the ‘Bmr024’ dialogue act 

meeting. If the utterance starts with the symbol ‘@’, then the sentence is included 
in the summary, followed by start and end times of the whole utterance. Each 
word structure is separated by the symbol ‘|’ that also contains the start and end 
times of that word. The next unit of information is the dialogue act tag followed 
by the file name (Bmr024) and channel information (c5, c3). The last piece of 
information is the complete sentence repeated twice. 
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4 Trainable Feature Based Classification Model 
 
Techniques for sentence extraction are interesting because the number of 
sentences to be extracted and classified as belonging to a summary is a very 
small fraction of the total number of sentences in the whole document. Since we 
are interested in automatic speech summarisation, we are required to use a model 
which should not cause the well-known problem of data fragmentation that could 
arise as a result of partitioning sparse data in uneven splits, as is very common in 
decision trees. We select the Maximum entropy model because it does not 
require partitioning the training samples thus protecting its model from the data 
fragmentation problem. We select the Maximum entropy model because it does 
not recursively split the data thus protecting its model from the data 
fragmentation problem. Furthermore, Maximum entropy models do not make any 
unnecessary independence assumptions and produce better results than Naïve 
Bayes (Osborne, 2002). 
 
4.1 Conditional Maximum Entropy 
Maximum entropy is based on the principle that when nothing is known about 
the data then the distribution should be uniform as possible (Nigam et al., 1999). 
Within this framework, this means that we can optimally integrate together the 
sources of knowledge that are informative. Given below is the equation in 
parametric form for the conditional Maximum entropy model:  
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Here, c is a label from the set of labels C, while s is an example we are 
interested in labelling belonging to the set of items S. In our task, C only consists 
of two labels: one indicating that a sentence should be labelled ‘summary’ while 
the other indicating that it should be labelled as ‘not summary’. S is the training 
set of sentences having each sentence with corresponding position to its original 
document. ! is a parameter to be estimated while ( )sZ  is simply a normalising 
factor to ensure a proper probability. 

 
5 Features for Automatic Summarisation 
 
A large variety of features can be found in speech-summarisation and text-
summarisation literature. However, we decided to employ the following set of 
features in our experiments. 
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5.1 Sentence Length 
Since short sentences are not expected to be included into the summary, we used 
sentence length to penalise sentences that were very short in length. We encode 
this feature using four values; a sentence may be composed of only one word, it 
could be short with the number of words between 2 to 7, of medium size with 8 
to 16 words, or long when it contains more than 16 words. The single word 
feature value has been used to avoid having the summary contain sentences 
comprised of only one word such as ‘Yeah’ and ‘hmm’ which are more likely to 
be disfluencies and words that occur very frequently in the meeting corpus. 
5.2 Sentence Position in a Topic 
This feature is encoded with the position of a sentence from the start of a topic 
divided by the total number of sentences present in a whole topic to get a 
normalised value. Sentences are ranked to their positions with feature values 
expressed as { }

nnnnn
SSSSSSSS /,.../,/,/ 321 , where 

n
S  is the last and also 

the highest ranked sentence; and 
1
S  is the first and lowest ranked sentence. The 

motivation behind this feature is the assumption that important or useful 
sentences will be found at the end of a topic, presumably when the summary of  
discussion is being delivered. 
5.3 Reciprocal Position of a Sentence in a Topic 
The ranking of the sentences using this feature will be opposite to the position of 
a sentence in a topic. This ranks the first sentence with the highest value and the 
last sentence with the lowest value. The feature values are expressed 
as{ }

n
SSSS /1,.../1,/1,/1 321 , and encoded to capture the topic agenda, normally 

discussed at the start of a topic. 
5.4 Intra-meeting Talkativeness Rating 
The idea to explore this feature is that those speakers who participated more in 
meetings have spoken sentences that are more likely to be involved in the 
summary. We make the assumption that the most talkative person is probably the 
chair person or focus of the meeting who speaks the most to answer questions put 
to him/her by other persons involved in the meeting. The feature is encoded into 
four different values with the speaker being most talkative, least talkative, middle 
high talkative or middle low talkative.  
5.5 Variants of Dialogue Acts 
The ICSI meeting transcription contains information about each utterance in 
terms of manually annotated dialogue act tags. Formally, dialogue act is defined 
as “the tag or sequence of tags pertaining to the function of an utterance or 
portion of an utterance” (Dhillon et al., 2004). Among the 60 dissimilar tags that 
exist in the meeting corpus and explained in ICSI Technical Report TR-04-002 
(Dhillon et al., 2004), general tags are considered much more important than the 
others. We used all 11 general tags as a one feature with few more disruption and 
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non-speech labels [s=statement, qy=Y/N question, qw=Wh-question, qr=Or 
question, qrr=Or clause after Y/N question, qo=open ended question, 
qh=rhetorical question, fg=floor grabber, fh=floor holder, h=hold, b=back 
channel, %-=interrupted, %--=abandoned, z=non-labelled speech]. We further 
investigated the use of all general tags and divided into two categories: ‘question’ 
and ‘statement’. This categorisation was mainly meant to cope with importance 
of questions in the corpus. The classification of sentences has also been done by 
separating the various sorts of statements from other tags and offered another 
binary feature containing values Statement or Others. We are hoping that 
declarative statements describe more information as compared to other tags. 
5.6 Sum of Term Frequency and Inverse Topic Frequency (TF×ITF 
Sum) 
In context of information retrieval systems, one very beneficial feature is the 
term frequency ( tf ) and term frequency × inverse document frequency 
( idftf ! ). The scheme assigns a weight to each word in a given document. The 
weight increases proportional to the number of times the word occurs in the 
document, but is offset by a term which devalues words common in the overall 
corpus. In speech summarisation, we employ the same concept; however in this 
case we have a single meeting transcription document (D) that is split into 
different topics (T). The new measuring feature will therefore be called term 
frequency × inverse topic frequency ( itftf ! ). The ITF score is calculated by 
taking the log of the total number of topic segments in a corpus divided by the 
number of topic segments that contain each word. TF is simply the number of 
times each word occurs in a topic. Formally, itftf !  is defined by an equation:  

itftf ! = term frequency × ]/log[
w
nN  

N is the total number of topic segments, while 
w
n  is the number of topic 

segments that contain a particular word w. We can declare that a high weight in a 
itftf !  ranking scheme indicates a high word frequency in the given topic 

segment but a low corpus frequency of the word in the whole meeting database. 
We used this feature by taking summation of itftf !  values of all the words in 
the sentence. 

Sum of itftf ! = ( )! " iwitftf ; 

i = number of words in a sentence 
5.7 Number of Keywords in a Sentence 
This feature is obtained to give high weight to those sentences that contain more 
keywords and are potential candidates for the summary class. The keywords 
could be the focus word of the topic, and include words which are frequent in a 
topic while negating channel utterances and disfluencies like ‘yeah’, ‘hmm’, 
‘um’ etc. For this goal, we used the idea of itftf ! and set a certain fixed 
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threshold value, in our case 1.5. If the itftf ! value of a word is greater or equal 
to the threshold value, then the word is considered as a keyword. The feature is 
encoded by counting the total number of keywords in a sentence.  
5.8 Hotspot Information 
One of the techniques to capture potential interest locality in meetings is a way 
that detects ‘Hotspot’ information. This explains the behaviour of a participant 
highly involved in the discussion, regardless of the nature of that involvement. 
The involvement is the activation or strength of a person’s disposition to take 
action. In our domain, it is typically the interaction between two or more 
participants in which speakers may get involved in a heated disagreement or they 
may strongly agree on a particular proposed solution (Janin et al., 2004). 
We explored the hotspot feature in four ways. One way was to consider all 
sentences between start and end times of a hotspot manually marked by human 
annotators. We further anticipated that hotspot information signified the heated 
involvement of speakers, therefore a sentence significant for summarisation 
could occur before the start of a hotspot, in which an important issue or statement 
was declared and the hotspot marked the strong reaction of speakers to it. 
Alternatively, a speaker may get strongly involved in the meeting before going 
on to announce the important statement. Therefore, we considered sentences 
uttered three seconds before and after the hotspot start and end time. 

 
 

6 Feature Selection Method 
 
We employ the Parcel algorithm proposed by Scott et al. (1998). The Parcel 
algorithm has an iterative characteristic to select features and maximise the 
MRROC (Maximum Realisable Receiver Operating Characteristics). The 
maximum realisable ROC curve is the convex hull over all the existing ROC 
curves which yield to the largest possible area underneath it. ROC graphs are 
two-dimensional, obtained by means of a plot of true positive fraction 
(sensitivity) along vertical axes versus false positive rate (1-specificty) along 
horizontal axes. A major advantage of their ability is to explain the behaviour of 
a classifier regardless of class distribution or error cost (Provost & Fawcett, 
2001). The objective of Parcel algorithm is to select potentially optimal feature 
sets by searching and retaining those features that participated in extending the 
convex hull defined by MRROC. It does not require saving the statistics or 
configuration of every feature classification set for reanalysis. The output 
consists of many optimal feature sets instead of just single best feature set. 
Moreover, a clear visualisation of a huge number of potentially optimal ROC 
curves is provided in terms of geometry, thereby facilitating an easy way for 
comparison. 
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7 Feature Selection Experiment 
 
The observation space to investigate optimal feature sets was comprised of 13 
different features. Using them as inputs for a Maximum entropy model, we 
classified sentences into either ‘Summary’ or ‘Not Summary’ and obtained the 
ROC curves for each feature as shown in Figure 28.2. 
 

Figure 28.2: ROC curves with extended MRROC on iterations of Parcel algorithm 
 

From the analysis of ROC graphs of single feature summariser, it is evident 
that the distribution of features varies considerably. We found that sentence 
length and the number of keywords were most informative for summarisation 
and clearly dominated most of the time in extending the MRROC. Later on, the 
sum of itftf ! also joined in making the coordinates of MRROC. It seems that 
dialogueact_all tags tried to contribute in extending the MRROC but was not able 
to reach that point. The performances for all other dialogue act features were 
relatively poor. We noticed that ranking sentences to their position was not a 
practical feature for summarisation. Talkativeness rating and hotspot features 
were also not able to compete to form a new MRROC during iteration one. 
However in second iteration, we found a very good amount of trade-off between 
TP and FP rates for all four feature sets in shaping the new MRROC. 
Interestingly, hotspot next three seconds combined with both sentence length and 
number of keywords was successful as feature sets in their contribution to 

Iteration 1: Single Feature Summariser Iteration 2: Two Feature Summariser 
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generate summaries for multiparty meetings. The feature, talkativeness rating, 
when combined with number of keywords provided few coordinates in drawing 
the convex hull, whereas the feature set {sentence length, number of keywords} 
was the most dominating, and contained a lot of discriminative information 
indicating whether a sentence is summary-worthy. None of the input features that 
combined with sum of tf×itf were able to generate coordinates for the new 
MRROC. 

 
8 Discussion 
 
The goal of this study was to examine different text and speech related features 
and judge whether the Parcel algorithm based on ROC analysis employed for 
training and validation purposes could be used to conduct the actual evaluation 
for the automatic generation of multiparty summaries. We found that in order to 
step into the next iteration of the Parcel algorithm, it must fulfill two important 
criteria. Firstly it should deliver new feature sets where the size of each subset 
must be larger in length than the sets in the previous iteration. Secondly, it must 
offer an improved new MRROC curve compared to an old MRROC curve. To 
confirm the basic principles of Parcel algorithm we disobeyed its stopping 
condition and kept iterating until the last iteration. As expected, we found that 
increasing the number of iterations did not add any new features into the optimal 
feature sets, rather larger sets just kept being formed by making more 
combinations. 

Using the above two mentioned conditions, our experiments show that 
sentence length and number of keywords in a sentence were the most informative 
structural features for multiparty speech summarisation. This is evident of the 
fact that high information regions in meetings are often at locations where one 
speaker snatches a large amount of time and provides a useful speech before 
leaving their turn. The conclusions are similar when looking at the number of 
keywords in a sentence. Words which are frequent in a topic but less common in 
the whole meeting corpus contain key information. These are focus words, rather 
a topic of an agenda. The sentences containing more keywords are categorised as 
sentences that hold essential information about the topic and considered useful 
for inclusion into summary. Our results support the work presented by Zechner 
(2002) where he used idftf !  to extract highest ranked sentences, and 
Christensen et al. (2003; 2004) who also found sentence length and idftf !  to 
be informative features for speech summarisation.  

Our experiments investigated two new features: talkativeness rating and 
variations of hotspot information in optimal features space for automatic 
multiparty speech summarisation. The feature encoding speaker information did 
not show good performance on its own. It helped to improve accuracy only when 
augmented with sentence length and the number of keywords. From this we 
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gather that more information is delivered by the speaker who takes more turns in 
speaking on a particular topic. Finally, with the assistance of timing markers 
provided by hotspots, our experiments were able to identify those regions where 
the speaker delivered important information (next three seconds after hotspot). 
These regions were preceded by the raised involvement of a speaker where he 
may have entered the conversation in a very enthusiastic manner as if about to 
say something of significance. It could also signify situations where the speaker 
is in heated disagreement or in strong agreement with a point made previously. In 
that case, the speaker would go on to justify his convictions and say something 
noteworthy that could be used in the summary. 

 
9 Conclusions and Future Work 
 
Summaries are generally hard to evaluate because their quality depends on their 
intended use and representation. We observed that summaries generated by 
taking the proposed feature sets found by our evaluation method gave better 
accuracy than random or crude summaries but were still inferior to summaries 
produced by humans manually. This is because our method can never reach the 
level of representation achieved by a human annotator. Moreover, humans have a 
tendency to produce summaries depending on their requirements. Hence, there 
could be many different styles of portraying the same information. We 
investigated that human agreement on summaries is low on the ICSI meeting 
corpus. We also confirmed experimentally that stylistic differences in annotation 
occur by adding examples of similar meetings classified by different annotators 
to our training dataset. A slightly improved MRROC curve came to be seen. 
Therefore, variations in annotating style also need serious attention and must be 
considered. If plausible, a single annotator should be assigned to label all 
meetings, otherwise the model should be trained enough on all different styles to 
capture stylistic variations or all annotators should be trained on some specific 
rules to generate summaries. In future, we also hope to include more lexical and 
prosodic features for this task. 
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ABSTRACT. Word sense disambiguation (WSD) is one of the most challenging 
outstanding problems in the current machine translation systems. An effective proposal 
in this context will rely on the use relevant knowledge sources. Moreover, it must 
perform better than the current traditional approaches. We present some experiments 
with machine learning algorithms traditionally applied to WSD, aiming to discover both 
the best knowledge sources and the performance of these approaches. The results 
confirmed those already reported in monolingual WSD, indicating collocations and 
semantic word associations as the best word sense distinctive characteristics. In future 
work, we will use the best knowledge sources discovered, along with good rules 
produced by a symbolic algorithm, in a new WSD approach.  

1 Introduction 
Word Sense Disambiguation (WSD) in Machine Translation (MT) is required to carry 
out the lexical choice in the case of semantic ambiguity during the translation, i.e., the 
choice for the most appropriate translation for a source language word when the target 
language offers more than one option, with different meanings, but the same part-of-
speech. For example, assuming English-Portuguese translation, the noun bank can be 
translated as banco (financial institution) or margem (land along the side of a river), 
and the verb to run can be translated as correr (to move quickly) and ir (to travel or to 
go). In this context, thus, “sense” means, in fact, “translation”. 

Several WSD approaches have been proposed for MT. Most of them are 
knowledge-based, strongly dependent on the manual encoding of accurate linguistic 
knowledge and disambiguation rules, e.g., (Pedersen, 1997) and (Dorr and Katsova, 
1998). To avoid excessive manual effort, we focus on corpus-based and hybrid 
approaches. The first make use of knowledge automatically acquired from text using 
machine learning techniques, while the latter merge characteristics from knowledge 
and corpus-based approaches, minimizing the knowledge acquisition bottleneck, but 
also concerning about the accuracy of the acquired knowledge.  

In fact, recent approaches to WSD have converged to the use of corpus-based and 
hybrid techniques, e.g., (Zinovjeva, 2000) and (Lee, 2002). They have shown good 
results, in terms of accuracy and coverage, especially those following the supervised 
learning. As stressed by Wilks and Stevenson (1997), when considering MT, it is 
difficult to determine the effectiveness of unsupervised approaches, since the possible 
senses (translations) must be previously defined.  

The approaches mentioned above deal with translation from English to different 
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languages: Danish, Spanish, French, Swedish and Korean. Considering English-
Portuguese MT, the language pair addressed in this paper, there is no worthy note 
work. As evidenced in (Specia, 2005), the lack of effective WSD mechanisms is one of 
the main reasons for the unsatisfactory results of the existent MT systems. 

The work we present here is part of a major research project, which aims at the 
creation of a new hybrid symbolic approach to WSD, to be applied to English-
Portuguese MT, as described in (Specia, 2005). The main innovative feature of this 
approach is the formalism to be used to represent instances and background 
knowledge. Unlike other WSD works, which use restricted propositional formalisms, 
the proposed approach will employ a relational formalism, based on first-order logic. 

In this paper we describe a number of experiments developed in order to gain 
insight to the proposed approach, namely: (1) find out the accuracies of supervised 
propositional machine learning algorithms, considering several knowledge sources, to 
compare them to the ones to be obtained by the proposed approach; (2) figure out the 
best knowledge sources and filters to be used in the proposed approach; and (3) find in 
the produced models good symbolic rules that may be used as knowledge source in the 
proposed approach. Although we discuss all these goals, we focus on the second one. 
As we will illustrate, there are several works exploring the contribution of knowledge 
sources to WSD, however, with only one exception, all of them consider monolingual 
applications. Moreover, the multilingual work evaluates a few knowledge sources in a 
very limited experimental setting. 

We experimented with seven highly ambiguous verbs and four algorithms of 
different learning paradigms: symbolic, statistical, functional and memory-based. In all 
the cases, we tried out features representing syntactic, semantic and topical knowledge, 
either individually or in combinations of two or three features. Although we analyze all 
the resulting data, we look more carefully into those resulting from the symbolic 
algorithm, since the proposed approach is also symbolic. Moreover, regarding the third 
goal, the symbolic algorithm is the only one that generates a comprehensible model, 
which can be in effect analyzed. 

The rest of this paper is organized as follows. We first describe, Section 2, our 
experimental setting, including the knowledge sources used as features, our sample 
corpus, and the algorithms employed. In Section 3 we present and discuss the results of 
the experiments according to the three mentioned goals. In Section 4 we illustrate some 
related work, also aimed at evaluating knowledge sources to WSD. Finally, in Section 
5 we conclude with some final remarks and future work. 

2 Experimental setting 
2.1 Knowledge sources, features and lexical resources 
To explain the knowledge sources explored in our work, as well as the ones used by 
the related work presented in Section 4, we use the taxonomy defined by Agirre and 
Stevenson (2005). They distinguish between knowledge sources, features, and lexical 
resources used for WSD. Knowledge sources are the high-level abstract linguistic and 
semantic phenomena relevant to WSD. They can be of syntactic (e.g. part-of-speech 
and collocations), semantic (e.g. syntagmatic relations and selectional preferences) or 
pragmatic/topical (e.g. topical word associations and domain information) natures. 
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Features are the ways of encoding the knowledge sources used by the systems. For 
instance, the domain of a word sense can be represented by the words co-occurring 
often with that word sense (bag-of-words features). Lexical resources are the resources 
used to extract the features in actual systems. For instance, bag-of-words features can 
be extracted from sense-tagged corpora. According to this taxonomy, we explore 
knowledge from the three sources, in the form of the following features:  

1. Syntactic: part-of-speech (POS) and different kinds of collocations, encoded as 
local patterns:  
• Lemmas of content words in a ± 5 word window (F1). 
• POS tags of content words in a ± 5 word window (F2). 
• Set of 10 collocations defined by Stevenson and Wilks (2001) (first and 

second words to left and right, first noun, first adjective and first verb to 
left and right of the target word), plus the first preposition to the right, 
amounting to 11 patterns, represented by the lemmas of the words (F3). 

2. Semantic: syntagmatic semantic word associations, encoded as the lemmas of 
the verb subject and object syntactic relations (F4). 

3. Pragmatic/topical: topical word associations, encoded as bag-of-words of ± 0-
100 lemmas of words surrounding the target word, considering all words (F5), 
and also the POS tags of all words in a ± 0-100 word window (F6). 

The features are grouped in six classes, F1-F6. The features F1, F2, F3, F4 and F6 are 
multi-valued features: their possible values are the lemmas/POS in the sentence 
position that they represent. The features F5, on the other hand, are binary features, i.e., 
every lemma is encoded as a feature and analyzed according to its presence or absence 
in the sample sentences. The number of multi-valued features amounts to 233 (F1=10 
+ F2=10 + F3=11 + F4=2 + F6=200). The number of binary features will depended on 
the different words in the corresponding ± 0-100 positions in the sample sentences.  

Regarding the lexical resources, all the features were extracted from a corpus 
(Section 2.2) annotated with the senses and all the other information (POS, etc.).  

2.2 Sample data 
Our sample corpus consists of English sentences containing the seven verbs under 
consideration: to come, to get, to give, to go, to look, to make and to take. The sentences 
were collected from the corpus Compara (Frankenberg-Garcia and Santos, 2003), 
which comprises fiction books texts. Each sentence has a sense tag, which corresponds 
to the translation of the verb in that sentence. The sense tagging process was first 
carried out automatically, as described in Specia et al. (2005), and then manually 
reviewed. Besides the sense tags, the corpus presents other information: 

• POS of all words, produced by the tagger Mxpost (Ratnaparkhi, 1996). 
• Lemmas of all words, produced by the parser Minipar (Lin, 1993). 
• Subject-object syntactic relations, also produced by Minipar. 

The original set of corrected sentences amounts to 1,420: about 200 sentences for each 
verb. However, some preliminary experiments with those sentences have shown that 
they were not adequate to be used as instances to machine learning algorithms, because 
of their sparseness with respect to the classes (senses): many senses had only one 
sentence as instance. So, we filtered the data in order to select only the instances whose 
sense occurred at least three times in the sample data. The initial number of senses and 
the number of remaining instances and senses after the filter are shown in Table 1, 
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along with the resulting percentage of instances with the most frequent sense. 
 

Verb Initial number of 
senses (200 instances) 

Remaining 
instances 

Remaining 
senses 

% most 
frequent sense 

to come 26 183 11 50.3 
to get 51 157 17 21 
to give 27 180 5 88.8 
to go 25 197 11 68.5 
to look 16 191 7 50.3 
to make 39 170 11 70 
to take 63 142 13 28.5 

Table 1: Sample data after the instance filter 

In order to gather the features from the sample corpus, we created a feature extractor, 
which allows the choice of any of the six possible features (along with their 
parameters), either individually or in combination. The output of the system is the set 
of chosen features, with their headers, in the attribute-relation file format of the 
machine learning environment Weka1, used to run our experiments. 

Besides the instance filter applied before the feature extraction, we used two kinds 
of attribute filters: (1) Weka filters to convert the string features into multi-valued 
features (F1, F3 and F4) or into binary features (F5); and (2) a filter designed to cope 
with the feature sparseness. The latter is a very simple filter, also used by Lee and Ng 
(2002) (Section 4), which removes from all instances the features values (or the 
features themselves, in the case of binary features) that do not occur at least a given N 
number of times with a certain sense. We experimented with N=1 (i.e., no filter), N=2 
and N=3. Higher values of N would cause too many features to be removed. 

2.3 Algorithms 
Based on the results reported for monolingual WSD (e.g. (Mooney, 1996), (Lee and 
Ng, 2002), and (Yarowsky and Florian, 2003)), we chose four algorithms of different 
learning paradigms to perform our experiments: Naïve Bayes, Decision Rules, 
Support Vector Machines, and Memory-based. We used implementations provided 
by the Weka environment (NaïveBayes, PART, SMO and LWL, respectively). 

2.4 Combinations of features tested 
At first we experimented with three verbs and 30 settings of features, including each 
feature individually and in combination with one or two other features, varying the 
number of words in the bag-of-word features, and trying to avoid combinations of 
redundant features. Based on the results of these preliminary tests, we selected the best 
settings, shown in Table 2 with their respective numbers for further reference. 

We experiment with these 11 settings considering the three possible parameters of 
the attribute filter (N=1, N=2 or N=3). 

                                                        
1 http://www.cs.waikato.ac.nz/~ml/weka/ 
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No. Setting 
S1 Lemmas of content words in a ± 5 word window (F1) 
S2 Lemmas and POS tags of content words in a ± 5 word window (F1+F2) 
S3 Lemmas of the first and second words to left and right, first noun, first adjective, and first 

verb to left and right, and first preposition to the right of the target word (F3) 
S4 Lemmas of content words in a ± 5 word window and subject and object syntactic 

relations (F1+F4) 
S5 POS tags of content words in a ± 5 word window and subject and object relations 

(F2+F4) 
S6 Lemmas and POS tags of content words in a ± 5 word window and subject and object 

relations (F1+F2+F4) 
S7 Lemmas of the first and second words to left and right, first noun, first adjective, and first 

verb to left and right of the target word, and first preposition to the right of the target 
word, and subject and object relations (F3+F4) 

S8 Bag-of-words of ± 5 lemmas of words surrounding the target word (F5) 
S9 POS tags of all words in a ± 100 word window (F6) 
S10 Bag-of-words and POS tags of ± 5 lemmas of words surrounding the target word (F5+F6)  
S11 Bag-of-words and POS tags of ± 5 lemmas of words surrounding the target word, and 

subject and object relations (F4+F5+F6) 
Table 2: Features tested in the experiments 

3 Results and discussion 
The results were obtained in terms of the precision of each algorithm, with each subset 
of features, for each verb. Since we have few instances, the training and test sets are 
defined by resampling the set of instances, using a 10-fold cross validation strategy. In 
Table 3 we present the average precision for all verbs2. 
 

Algorithm No filter Filter, N=2 Filter, N=3 
Setting PA NB LWL SOM PA NB LWL SOM PA NB LWL SOM 

S1 55.0 53.9 58.9 58.3 54.0 61.5 67.0 64.2 54.1 58.3 63.4 59.8 
S2 56.3 54.6 57.9 57.0 56.0 65.2 66.4 65.2 55.9 64.2 67.3 66.0 
S3 62.2 60.4 63.2 66.0 63.1 71.8 74.0 74.7 63.8 71.2 73.6 73.5 
S4 55.4 52.5 59.2 61.2 54.3 62.6 68.7 66.6 54.1 61.1 65.1 61.5 
S5 54.9 54.9 56.5 53.4 55.1 62.7 63.2 63.8 55.6 62.0 65.6 63.9 
S6 56.2 55.2 60.1 57.6 55.3 67.0 67.5 66.4 55.9 66.1 68.4 66.2 
S7 61.8 59.6 64.1 66.4 63.2 72.5 75.0 75.3 63.8 72.5 74.5 73.3 
S8 59.0 55.0 59.8 64.1 65.3 66.2 64.3 72.0 71.0 62.5 66.3 72.0 
S9 55.5 56.2 54.8 59.0 57.9 71.6 64.6 70.0 59.9 70.6 74.7 70.5 

S10 59.7 56.0 60.6 63.3 65.4 65.9 60.7 77.6 71.5 63.4 64.0 80.5 
S11 61.2 57.0 61.0 64.4 66.3 65.0 61.0 78.8 70.9 63.9 64.0 80.8 

Table 3: Average results for the seven verbs 

3.1 Best knowledge sources and filters 
We analyzed the best features and filters for each verb, since they have different 
numbers of instances and possible senses, and also different bias, given mainly by the 
distribution of senses among the instances. For example, if we consider the most 

                                                        
2 PA = PART, NB = Naïve Bayes, LWL = Memory-based, SOM = Support Vector Machines. 
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frequent sense of each verb, to get has 21% of the instances with that sense, while to 
give has 88.8%. As a consequence, the results are different for different verbs. We 
discuss the average results, but also point out idiosyncratic cases, when the results for 
individual verbs present significant deviations with relation to the average. 

As has already been revealed by previous work (Section 4), the best knowledge 
sources and filters depend not only on the target word, but also on the algorithm used. 
As shown in Table 4, in average, the best precisions (above 70%, in bold face), 
considering all the algorithms, are achieved by features S3, S7, S8, S9, S10, and S11, 
and the attribute filters with N=2 and N=3. As for the average precision for each 
algorithm and filter, the best precision features with no filter are the same for all the 
algorithms: S3 and S7. This shows that local patterns representing collocations (and 
collocations plus syntactic relations) are strong indicators of the correct sense even 
when the sample data are sparse. 

Using the filters, on the other hand, the best precision feature varies among the 
algorithms: for Naïve Bayes, S3 and S7 with filter N=3, and S9 with N=2; for LWL, 
also S3 and S7 with N=2, and S9 with N=3; for SOM, S10 and S11 with both filters; 
for PART, S8, S10 and S11 with both filters. It seems to indicate that the filters must be 
removing some important, though not so frequent, collocations, making other features 
to become the stronger indicators of the senses. Nonetheless, if we consider the overall 
average results, the two features enclosing collocations (S3 and S7), mainly in 
combination with syntactic relations, are the strongest indicators of the target word 
senses, followed by S11 and S10.  

The strengths of the features S3 and S7 have already been pointed out by works 
reporting experiments in monolingual contexts, such as Agirre and Stevenson (2005) 
and Mohammad and Pedersen (2004). The reason for that seems to be that the 
semantic word associations, represented here both as syntactic dependencies and 
implicitly as local patterns, play an important role in identifying the sense of a verb, 
even when the sense is the translation to other language. Hence, in this case the 
conclusions for monolingual contexts remain valid in our multilingual experiments. 
Zinovjeva (2000), as described in Section 4, experimenting with one verb, also shows 
similar results, but only with relation to the syntactic dependencies. Additionally, as 
pointed in the monolingual studies, the combination of knowledge sources yields better 
results than those obtained by each knowledge source individually. 

Looking into each verb separately, we verify the same phenomenon. For most of 
the verbs, with exception of to give and to make, S3 and S7 are the best features. These 
two verbs are those with the highest irregular sense distributions: to give has 88.8% of 
the instances with only one sense, and the rest with other four senses, while to make 
has 70% of the instances with only one sense, and the rest with other ten senses. This 
strong bias to the most frequent sense seems to make the local patterns in S3 less strong 
sense indicators. As for the syntactic dependencies, they are kept in the best feature 
combinations in both cases: for to give, S11 and S10, while for to make, S11 and S6.  

Regarding the filters, the average results show that using a filter is significantly 
better for all the algorithms and features, with exception of the decision rule algorithm, 
which in some cases present better accuracy without any of the two filters. This can be 
explained by the fact that this algorithm already uses a method to select the best 
features, based on the information gain concept. Between the two different filters, N=2 
allows an average precision better than N=3, and it is also valid for the individual 
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verbs, in most of the cases. However, again, the precision varies depending on the 
algorithm and feature. For Naïve Bayes, the filter with N=2 is better than (or equal to) 
N=3 for all the features; for LWL and SOM, in general, N=2 is the best filter if used 
with multi-valued features, while N=3 is the best with binary features or features 
comprising larger context windows. This seems to be reasonable, since the sparseness 
in data tends to be larger with binary and big context windows features, and hence a 
more restrictive filter may be more adequate. 

The general conclusion about the filters is that N=2 is slightly better than the N=3, 
considering the reduced sample data employed. If we include more instances as sample 
data, it is likely that N=2 will prove to be the best filter, since the sparseness will tend 
to be minimized and then a less restrictive filter might be more appropriate. 

3.2 Baseline results 
To evaluate the results with respect to our first goal, we looked into the precision of the 
algorithms, which we intend to compare to those of our proposed approach under 
similar conditions (same instances, same or equivalent knowledge sources). We can 
elect the best algorithm and use its results as a baseline to the comparison.  

The first conclusion about the accuracy of the algorithms is that it is quite 
satisfactory, outperforming the baseline of the most frequent sense, for all the verbs, in 
most of the cases. The exceptions are the PART algorithm, which in some cases 
presents the same precision as the baseline, and the Naïve Bayes, which presents lower 
precision than the baseline for some features when no filter is applied, but only for two 
verbs (to come and to give).  

To get some clues about the best algorithm, we can consider the average precision 
for all verbs. According to this average, the best results are achieved by LWL, followed 
by SOM, when using filters. When no filter is used, SOM presents the best precision, 
followed by LWL. However, without filters, the differences among the algorithms are 
not as great as with the filters. Although LWL could be used as baseline to be 
compared to our approach, this will require further analysis, taking into account the 
features being used, as well as the precision for individual verbs. 

3.3 Symbolic rules 
Considering the models generated by the algorithm PART, a more qualitative 
evaluation can be carried out. Some objective measures, including the precision of the 
rule, as well as other not so objective measures, such as the specificity and novelty 
of the rules, can be automatically calculated. Additionally, some more subjective 
criteria can also be analyzed, such as the level of interest of the rules. This requires 
a manual examination, but can allow extracting important evidences to disambiguation. 
Furthermore, the examination allows changing the rules, as done by Zinovjeva (2000), 
in order to improve them. It can be extremely time consuming: in some cases, only two 
or three rules were produced; but in other cases, the models comprise more than 40 
rules. In Figure 1, we show some examples accurate rules with wide coverage. 
 
 

 
Figure 1: Examples of rules generated for to look (a) and to go (b) 

1_col = at: olhar (51.0/2.0) 
1_col = like: parecer (24.0) 
1_col = for: procurar (14.0/2.0)    (a) 

into <= 0 AND into <= 0 AND  
through <= 0 AND through <= 0 AND 
on > 0: continuar (7.0) in <= 0: ir (161.0/20.0)   (b) 
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The three rules in Figure 1(a) were generated as part of the model for to look 
considering collocations (S3) as features, without any filter. The most significant local 
pattern is 1_col, which corresponds to the first word after the verb. All the rules 
represent knowledge about the verb followed by prepositions or particles. In the first 
case, at is a preposition and the translation is olhar (perceive with attention). In the 
other cases, like and for are particles, forming phrasal verbs translated as parecer (bear 
resemblance to) and procurar (search). In all the cases, the coverage and accuracy of 
the rules is significant, as shown (covered instances / incorrectly covered instances).  

The rules in Figure 1 (b) are part of the model for to go considering bag-of-words in 
a ± 5 context window (S8), with the filter N=3. The rules test the presence (> 0) or 
absence (<= 0) of words. For example, the first rule (first column) assigns the 
translation continuar (proceed) when on is amongst the 10 words surrounding the verb, 
but into and through are not. This rule covers correctly seven instances.  

It is important to note that the symbolic rules analysis can also contribute to identify 
the knowledge sources effectively used in the disambiguation models, since the 
features tested are explicitly shown in the rules. For example, in Figure 2, even though 
the rules refer to bag-of-words, it is clear that they are working like collocations, since 
the kind of words used (prepositions and particles) does not represent the topic of the 
sentences. Instead, they are likely to refer always to the first word after the verb.  

4 Related work 
In what follows we describe some recent work related to our second goal: finding out 
the best knowledge sources. Different systems explore different knowledge sources. 
Many of them try to combine several sources in order to get better results (e.g., Hirst, 
1987; McRoy, 1992); but only some recent works present systematic analyses and 
quantitative results regarding to the contribution of different knowledge sources to 
WSD. With exception of Zinovjeva (2000), the others are aimed at monolingual WSD. 

Stevenson and Wilks (2001) carried out experiments which compared several 
knowledge sources extracted from LDOCE (Procter, 1978): POS, morphology, 
collocations, syntagmatic relations, topical word associations, selectional preferences, 
and domain information. The authors evaluated these sources in all Semcor content 
words. The system uses the output of processes applying such sources (except the 
collocations), in the form of filters or partial taggers, as input, along with the 
collocations, to a memory-based learning algorithm. The average accuracy of each 
process varies between 44.8 and 79.4%. The best isolated knowledge source is domain 
information, while the least successful is selectional preferences (except for the verbs). 
Collocations were tried out only together with other knowledge sources. The 
combination of all the knowledge sources yielded an average accuracy of 90.4%.  

Agirre and Martínez (2001) experimented with six algorithms and several 
knowledge sources: frequency of senses, syntagmatic and paradigmatic relations, local 
context (POS, morphology, collocations, subcategorization and syntactic relations), 
global context (semantic and topical word associations and pragmatics), and selectional 
preferences. The algorithms were tested to disambiguate nouns in two subsets of 
Semcor (Miller et al., 1994). In both cases, the supervised algorithm using local 
context, syntagmatic relations or global context presented the best results. According to 
the authors, approaches combining knowledge sources from different resources can 
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provide better results. They also emphasize that collocations, semantic associations, 
syntagmatic relations, and frequency of senses, when learned from sense tagged 
corpora , are strong indicators of the word senses. 

Yarowsky and Florian (2002) experimented with a range of syntactic, semantic and 
topical knowledge sources, using local context features (n-grams, using the words, 
lemmas, and POS), syntactic dependencies features (depending  on the POS of the 
target word), and bag-of-words features. They tested their system on the Senseval-2 
evaluation data, employing five machine learning algorithms. They compare the 
accuracy for all the features combined to the accuracy when each of the features (or 
two of them) is omitted. The best accuracy is achieved when all the features are used, 
for all the algorithms and grammatical categories. In average, the features causing the 
most decrease in the accuracy if omitted are bag-of-words, and those causing the less 
decrease are the syntactic features, which the authors credit to the sparse instantiation 
rate of these features and also to the noise in the detection process. Nonetheless, 
analyzing the results for each grammatical category, the verb disambiguation accuracy 
appears to derive a significant benefit from syntactic features, mainly the object. 

Lee and Ng (2002) evaluated four learning algorithms and several knowledge 
sources, through local patterns features (POS of three surrounding words, 11 n-grams 
of different lengths), some syntactic relations features, and bag-of-words of all words in 
the sentence. They also evaluated the use of a feature selection method that selects a 
feature only if it occurs at least in three instances of the ambiguous word with a given 
class in the training data. The algorithms were tested on the Senseval-1 and Senseval-2 
data sets, considering each of the features individually and the combination of all 
features. Individual features presented a similar accuracy among algorithms and also 
among features (50.9-60.5%). With exception of one of the algorithms (decision tree), 
the rest benefit from the combination of all features (62.7-65.8%). In almost all the 
cases, the use of the feature selection method improved the results. 

Martínez et al. (2002) evaluated the contribution of a set of syntactic features for 
supervised WSD. In addition to various commonly used local and topical features, 
such as collocations and bag-of-words, they experimented with syntactic features 
generated by a parser. These features include “instantiated grammatical relations”, 
which are coded as triples containing the word-sense, the relation, and the value of the 
relation, and the grammatical relations themselves, which are coded as n-grams 
containing the word-sense and one or more relations. The syntactic features were 
analyzed in isolation and also in combination with the traditional features mentioned. 
The algorithms were tested using Senseval-2 data. In both algorithms, the syntactic 
features outperformed the traditional ones in terms of accuracy. In one of the 
algorithms, the combination of all features achieved a better accuracy, while in the 
other, the accuracy of the syntactic features is higher then the accuracy of the 
combination, except for verbs. 

Mohammad and Pedersen (2004) accomplished some experiments with local 
patterns in the form of unigrams and bigrams, the target word form, the POS of the 
target word and of its two surrounding words, and four kinds of syntactic dependency 
relations. They used a decision tree algorithm, considering each feature individually 
and in combinations of two to five features. The experimental data were the Senseval-1 
and Senseval-2 test sets, as well as four corpora with examples for one word each (line, 
hard, serve and interest). Each corpus presented best results using different features: 
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Senseval-1 (68%), serve (75.7%) and interest (80.6%) – POS of the target word and of 
1-2 surrounding words; Senseval-2 (55%) – unigrams or bigrams; line (74.5%) – 
unigrams; hard (89.5%) – bigrams.  

Aiming to learn symbolic WSD rules for MT from English to Swedish, Zinovjeva 
(2000) experimented with a transformation-based algorithm and some knowledge 
sources: collocations (1-4 words), POS of the surrounding 1-4 words and subject, 
object and prepositions verbal syntagmatic relations. Only two nouns and one verb 
were considered. The first two knowledge sources were tested individually, yielding to 
the following accuracies for the three words: 92.1%, 95.2% and 73.1%, for 
collocations; and 93.6%, 95.4% and 80.8%, for POS tags. The third and fourth 
experiments were accomplished for the verb. The third considered the verbal syntactic 
relations and the fourth, the combination of the three sources of knowledge. The 
accuracies obtained were 83.3% and 84.6%, respectively. These experiments, although 
limited to only one word, shows that the combinations of several knowledge sources 
also seems to be appropriate to disambiguate verbs in multilingual contexts.  

5 Conclusions 
We presented the some experiments in which machine learning algorithms have been 
applied to WSD for MT, considering several knowledge sources and filters. The results 
confirm those reported in previous work focusing monolingual contexts, regarding the 
relevance of knowledge sources: collocations and semantic word associations are the 
strongest indicators of the senses, mainly for verbs. Also, they confirm that the 
combination of knowledge sources, when they are not redundant, can convey better 
results. Since we have a small and sparse sample data, the use of instance and attribute 
filters showed to be appropriate. 

As for the accuracy of the algorithms, it can be considered satisfactory, given the 
high level of ambiguity of the verbs, the small number of instances and the sparseness 
in the sample data. With relation to the individual performance of the algorithms, the 
memory-based and support vector machines approaches achieved the best accuracies, 
in general.  

Looking into the models generated by the symbolic algorithm, we found out rules 
with good coverage and precision, capturing interesting knowledge, which could be 
used as knowledge sources in our relational approach, but a further study, considering 
objective and subjective measures, will be necessary to select the best rules. 
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Abstract. We present some results concerning the definability of classes of topo-
logical spaces in hybrid languages. We use the language Lt described in (Flum and
Ziegler 1980) to establish the notion of “elementarity” for classes of topological spaces.
We use it to prove an analogue of the Goldblatt-Thomason theorem in topological
spaces for the hybrid languages H(E) and H(@). We also prove a theorem that
allows us to reformulate the definability result for modal logic from (Gabelaia 2001)
in terms of elementary topological space classes.

1 Introduction

In the history of modal logic, topological semantics was introduced before Kripke semantics.
The pioneering work (McKinsey and Tarski 1944) offered proofs of completeness for S4 with
respect to topological spaces. With the advent of frame semantics, however, the topological
semantics lost popularity. Yet the ideas behind topological semantics are probably just as
intuitive as the idea of possible worlds. In topological semantics the box (2) means “the
property is true in every point of some neighborhood of the current point”, which closely
resembles the kripkean meaning of the box: “the property is true in every point accessible
from the current point”. The spatial interpretation of the box allows us to look at the
modal logic as a language for talking about topological spaces — figures (rather than
graphs in relational semantics).

Hybrid languages (Blackburn 2000) are extensions of modal languages with nominals
and other constructs that augment their expressive power. In this paper we will talk about
definability of classes of topological spaces in hybrid languages.

We assume acquaintance with the syntax and relational semantics of modal logic (Black-
burn, de Rijke, and Venema 2001) and general topology (Engelking 1977). We introduce
all necessary notions related to hybrid logics; for more detailed exposition we refer an
interested reader to (Blackburn 2000) and (ten Cate 2005). Due to the size limitations

Proceedings of the Tenth ESSLLI Student Session
Judit Gervain (editor)

Chapter 30, Copyright c© 2005, Dmitry Sustretov

342



we only give sketches of some proofs (complete proofs of all theorems can be found in the
complete version of the paper (Sustretov 2005)). This paper builds on fundamental notions
elaborated upon in (Gabelaia 2001; ten Cate 2005; Flum and Ziegler 1980).

2 Hybrid definability on frames

Let us first recall the definition of the syntax and semantics of hybrid languages.

Definition 1. The basic modal language consists of a countable set of propositional letters
p, q, r, . . . and a unary modal operator 2. The well-formed formulas φ of the basic modal
language are built as follows:

φ ::= p |⊥| ¬φ | φ ∨ φ | 2φ

Hybrid languages have nominals (which we denote by letters i, j, k, . . .) in addition to
propositional letters. Language H(@) is given by the grammar:

φ ::= p | i |⊥| ¬φ | φ ∨ φ | 2φ | @iφ

Language H(E) is given by the grammar:

φ ::= p | i |⊥| ¬φ | φ ∨ φ | 2φ | @iφ | Eφ

3φ is an abbreviation for ¬2¬φ, φ → ψ is an abbreviation for ¬φ ∨ ψ, φ ≡ ψ is an
abbreviation for (¬φ ∨ ψ) ∧ (φ ∨ ¬ψ), Aφ is an abbreviation for ¬E¬φ.

Definition 2. A Kripke frame is a pair F = (W,R) where W is a set called the domain
(support) of F and R is a binary relation over W . A Kripke model M is a pair (F, V ) where
F is a Kripke frame and V is a function (called a valuation) that maps propositional letters
to subsets of W and nominals to singleton subsets of W . Sometimes, when it is clear from
context, we will use the name of frame (F) to refer to its domain.

The Kripke semantics of hybrid languages is defined as follows. For model M = (W,R, V ):

M, w |= p iff x ∈ V (p)

M, w |= i iff x ∈ V (i)

M, w |=⊥ never

M, w |= ¬φ iff M, w 2 φ

M, w |= φ ∨ ψ iff M, w |= φ or M, w |= ψ

M, w |= 3φ iff ∃v ∈ W such that Rwv,M and v |= φ

M, w |= @iφ iff M, v |= φ where V (i) = {v}
M, w |= Eφ iff ∃v ∈ W such that M, v |= φ
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Definition 3. We say that a set of (modal or hybrid) formulas Γ defines a class of frames
K if for any frame F we have that F ∈ K iff F |= Γ (i.e. ∀φ ∈ Γ F |= φ). We call a class of
frames K elementary if there exists a first-order formula φ such that F ∈ K iff F |= φ.

There are four fundamental validity-preserving operations on frames.

Definition 4 (Validity-preserving operations on frames).

F = (W,R) is a generated subframe of G = (W ′, R′) if W ⊆ W ′and for all (w, v) ∈ R′,
if w ∈ W then v ∈ W .

Let Fi(Wi, Ri), i ∈ I be a set of frames with disjoint domains. Disjoint union of these
frames is a frame ]i∈IFi = (

⋃
i∈I Wi,

⋃
i∈I Ri)

A bounded morphism from frame F = (W,R) to frame G = (W ′, R′) is a function
f : W → W ′ which satisfies the following conditions

forth for all w, v ∈ W if Rwv then R′f(w)f(v)

back for all w, v ∈ W ′ if R′f(w)f(v) then there is a u ∈ W such that Rwv and
f(u) = v.

If there is a surjective bounded morphism from F to G then we say that G is a
bounded morphic image of F.

An ultrafilter extension of a frame F = (W,R) is the frame ue F = (Uf (W ), R′)
where Uf (W ) is the set of all ultrafilters over W and for u, v ∈ Uf (W ), Ruv iff for
all X ∈ v, {w ∈ W | ∃v ∈ X such that Rwv} ∈ u. We say that a frame class K
reflects ultrafilter extensions if ue F ∈ K entails F ∈ K.

Every modally definable frame class is closed under disjoint unions, generated sub-
frames, bounded morphic images and reflects ultrafilter extensions. The Goldblatt-Thomason
theorem states that for definability of elementary frame classes these closure conditions are
not only necessary but sufficient.

In hybrid logic we have a different closure condition which involves the notion of ultra-
filter morphic images:

Definition 5. A frame G is an ultrafilter morphic image of frame F if there exists a
bounded morphism f : F → ueG, such that |f−1(x)| = 1 for every principal ultrafilter
x ∈ ueG (figuratively, f is “injective on principal ultrafilters”).

Our aim in this paper is to introduce a topological analogue of the following theorems
from (ten Cate 2005):

Theorem 1 (Definability for H(@)). An elementary class of frames K is definable us-
ing basic hybrid language H(@) if it is closed under ultrafilter morphic images and under
generated submodels.

Theorem 2 (Definability for H(E)). An elementary class of frames K is definable us-
ing basic hybrid language H(E) if it is closed under ultrafilter morphic images.
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3 The topological toolkit

First let us define topological semantics.

Definition 6. A topological model M is a triple (T, τ, V ) where (T, τ) is a topological space
and the valuation V sends propositional letters to subsets of T . The inductive definition
of formula φ being true at point x in a model M (noted M, x |= φ) is the following:

M, x |= p iff x ∈ V (p)

M, x |=⊥ never

M, x |= φ ∨ ψ iff M, x |= φ or M, x |= ψ

M, x |= ¬φ iff M, x 2 φ

M, x |= 2φ iff ∃O ∈ τ such that ∀y ∈ OM, y |= φ

Sometimes, for topological space T = (T, τ) when it is clear from the context, we will use
T to refer to T .

(Gabelaia 2001) describes topological counterparts to the closure conditions from the
previous section to prove definability result for modal logic in topological semantics. We
reproduce the definitions that we will need here, in a slightly modified form.

Definition 7 (Validity-preserving operations on topological spaces).

Let T = (T, τ) and S = (S, σ) be topological spaces, a map f : T → S is called
interior if for any O ∈ τ , f(O) ∈ σ and for any U ∈ σ, f−1(U) ∈ τ (it is equivalent
to saying that f is open and continuous at the same time).

Let T = (T, τ) be a topological space and S its open subset. A topological space
S = (S, σ) where σ = {O ∩ S | O ∈ τ} is an open subspace of T .

Let T = (T, τ) be a topological space. A filter F ⊆ P(T ) is called open if for any
O ∈ F , I(O) ∈ F where I(O) =

⋃
U∈τ,U⊆O U stands for O interior. This is equivalent

to the existence of a base of the filter containing only open sets.

We say that a set of ultrafilters O is an extension of a filter f if O = {u ∈ X|f ⊆ u}

We call an Alexandroff extension of a topological space T = (T, τ) the following
topological space T ∗ = (Uf (T ), τ ∗). τ ∗ topology is generated by the collection of all
sets of the form {u ∈ Uf (T ) | F ⊆ u} where F is an open filter (i.e. the set is open
iff it is obtained by unions and finite intersections from sets of a mention form).

One can say that interior maps are to topological spaces what bounded morphisms are
to Kripke frames; open subspaces are like generated submodels and Alexandroff extensions
are like ultrafilter extensions.

The original Goldblatt-Thomason theorem uses the notion of elementarity of a frame
class. The notion of elementarity is indeed very important. The definabililty result in
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(Gabelaia 2001) imposes an extra constraint on a class of frames in question: it should
be closed under Alexandroff extensions, which corresponds to requiring closedness under
ultrafilter extensions in relational semantics. It does not appear a serious problem in
modal logic, because every modally definable elementary class of frames is closed under
ultrafilter extensions. But in hybrid logic elementarity plus hybrid definability does not
imply closedness under ultrafilter extensions (a counter-example is a class of irreflexive
frames and a frame of natural numbers, see (ten Cate 2005) p. 52, discussion right after
proposition 4.2.7).

Moreover, we would like to have the elementarity requirement in our topological version
of the theorem because it is more natural. It is not evident, however, which topological
space classes should be considered elementary. To address this problem we propose to use
a language Lt described in (Flum and Ziegler 1980) and consider a class of topological
spaces “elementary” if it can be defined by a formula of that language.

We start with a monadic second-order language L2, which is interpreted over so-called
weak structures.

Definition 8. Take first-order similarity type L, which consists of set of predicate symbols
and function symbols. Consider then a first order-language Lωω associated with L which is
defined as usual (with only negation and disjunction as primitive connectives). A monadic
second-order language L2 is obtained from Lωω by adding a symbol ∈ and set variables (we
will denote them with capital letters: X,Y,Z,W,. . . ) and allowing new atomic formulas of
the form t ∈ X, where t is the term and X is the set variable. Moreover, if φ is a formula,
then ∀Xφ and ∃Xφ are also formulas.

Definition 9. (T, τ), where T is a first-order structure and τ ⊆ P(T ) is called a weak
structure

The interpretation of L2 formulas over the weak structure (T, τ) is defined naturally: ∈
is interpreted as “a member of” and set variables can be only instantiated with values from
τ . Note that τ must not necessarily be a topology. Language L2 is reducible to a two-sorted
first-order language: one sort corresponds to individuals, another corresponds to sets. One
can find the details in chapter 4 of (Enderton 1972). This allows to prove all usual first-
order theorems: the Compactness, the Completeness and the Löwenheim-Skolem theorems
to name a few.

This is only true, however, for the class of weak models. Since we are working with
a special kind of models, that is weak models (T, τ) where τ is a topology, we need to
somehow “tame” L2 to keep nice first-order properties. And that is why we introduce Lt.

Definition 10.

An L2 formula φ is positive in set variable X if all free occurrences of X are under
an even number of negation signs. An L2 formula φ is negative in set variable X if
all free occurrences of X are under an odd number of negation signs
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Lt contains all atomic L2 formulas and is closed under conjunction, disjunction,
negation, first-order quantification and the following restricted form of second-order
quantification:

- if formula φ is positive in set variable X and t is a term then
∀X (tεX → φ) is a formula

- if formula φ is negative in set variable X and t is a term then
∃X (tεX ∧ φ) is a formula

Lt possesses many regular properties of first order-languages with respect to topological
structures: Compactness, Löwenheim-Skolem and Completeness hold for Lt. We can use
usual first-order model theory constructions, for example, if we are working with ultra-
products we get automatically  Loś theorem for Lt.

H(E) (and hence H(@)) can be embedded into Lt:

STx(q) = x εQ

STx(i) = x = xi

STx(⊥) = ⊥
STx(¬φ) = ¬STx(φ)

STx(φ ∨ ψ) = STx(φ) ∨ STx(ψ)

STx(2φ) = ∃O(x εO ∧ ∀y(y εO → STy(φ)))

STx(@iφ) = STx(φ)[xi/x]

STx(Aφ) = ∀y STy(φ)

where i is a nominal, xi is a corresponding constant, q is a propositional letter and Q is
a corresponding set constant. A simple induction on structure of formulas proves that
(S, σ), w |= φ iff (S, σ) |= STw(φ).

Definition 11. Let us take a collection of arbitrary topological models (Ti, τi)i∈I . Let
U be an ultrafilter over I. The sets of the form

∏
U Oi where Oi ∈ τi are called open

ultraboxes. A topological space with the support
∏

U Ti and topology generated by open
ultraboxes is called a topological ultraproduct of (Ti, τi) and is denoted by

∏
U(Ti, τi). If all

topological spaces are the same, the structure is called topological ultrapower.

Since the set of ultraboxes is closed under finite intersections and unions, it qualifies for
an open base and the topology of a topological ultraproduct is well-defined. Topological
ultraproduct is an operation on topological spaces which has the same properties with
respect to Lt as ultraproduct to first-order languages:

Theorem 3. Let (Ti, τi)i∈I be a set of topological models, φ an Lt formula, U an ultrafilter
over an index set I. Then

{i | (Ti, τi) |= φ} ∈ U iff
∏

U(Ti, τi) |= φ
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4 Topological ultrapowers and Alexandroff extensions

There exists a topological analogue of theorem 3.17 from (Blackburn, de Rijke, and Venema
2001). It says that

Theorem 4. For every topological space T = (T, τ) there exists a topological ultrapower∏
U T and an onto interior map f :

∏
U T → T ∗.∏

U T
f

##FFFFFFFF

T T ∗

Proof. We provide only a proof sketch.
First we consider an L2 signature containing predicates PX(x) for every subset X ⊆ T .

These predicates are interpreted naturally on (T, τ): PX(x) holds iff x ∈ X. Then we use
a well-known fact from model theory (see (Chang and Keisler 1989), theorems 6.1.4 and
6.1.8) that there exists an ultrafilter such that ultrapower

∏
U T is a countably saturated

model (as a weak structure). Then we define a map f :
∏

U T → Uf (T ) as follows:

f(x) = {X ⊆ T |
∏

U T |= PX(x)}

To complete the proof it suffices to show that f(x) is well-defined (f(x) is an ultrafilter for
any x ∈

∏
U T ), open, continuous and onto. One uses countable saturatedness of

∏
U T

and properties of PX(x) predicates (like T |= ∀x(PX(x) ∧ PY (x) ≡ PX∩Y (x))).
We will show in detail how the openness of f is proved to demonstrate the proof

techniques.
We will prove openness of f in two steps. First, we will prove the following equation.

For any open ultrabox O =
∏

U Oi where Oi ∈ τ it is true that

f(O) = {u ∈ Uf (T ) | {X ⊆ T | V (X) ⊇ O} ⊂ u}

Second, we will show that {X ⊆ T | V (X) ⊇ O} is an open ultrafilter. Since open
ultraboxes form the base of topology of

∏
U T , the equation implies that open sets are

mapped to open sets.
f(O) ⊆ {u ∈ Uf (T ) | {X ⊆ T | V (X) ⊇ O} ⊂ u}
Take x ∈ O and let y = f(x). For any X such that V (X) ⊇ O, it is true that x ∈ V (X)

and hence X ∈ y, or in other words y ∈ {u ∈ Uf (T ) | {X ⊆ T | V (X) ⊇ O} ⊆ u}.
f(O) ⊇ {u ∈ Uf (T ) | {X ⊆ T | V (X) ⊇ O} ⊂ u}
Take v ∈ {u ∈ Uf (T ) | {X ⊆ T | V (X) ⊇ O} ⊆ u}, i.e. v ⊇ {X ⊆ T | V (X) ⊇ O}.

We claim that for every Y ∈ v we have that V (Y ) ∩ O 6= ∅. Suppose for the sake of
contradiction that there exists some Y ∈ v such that V (Y ) ∩ O = ∅. It follows that
Uf (T )− V (Y ) = V (T − Y ) ⊇ O, hence T − Y ∈ v, which contradicts the fact that v is an
ultrafilter.
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Now consider a set of formulas

Σ(x) = {x ∈ O} ∪ {PX(x) | X ∈ v}

It is finitely realizable on
∏

U T and since
∏

U T is countably saturated, it is realizable
and there exist some x ∈

⋂
X∈v

V (X) ∩O; it is easy to check that f(x) = v.

Finally, we need to show that F = {X ⊆ T | V (X) ⊇ O} is an open filter. It is easy
to see that it is really a filter, so we only prove that if Y ∈ F then I(Y ) ∈ F where I(Y )
is the interior of Y . Indeed, for any Y such that V (Y ) ⊇ O there exists K ∈ U such
that Oi ⊆ Y for all i ∈ K. Hence, Y ⊇

⋃
i∈K

Oi and since
⋃

i∈K

Oi ⊆ I(Y ) we have that

O ⊆ V (
⋃

i∈K

Oi) ⊆ V (I(Y )). It follows that I(Y ) ∈ F .

This theorem makes a link between Alexandroff extensions and topological ultrapowers.
As a useful byproduct of this result we get a reformulation of Gabelaia’s theorem about
modal definability in topological spaces (theorem 2.3.4 in (Gabelaia 2001)). Recall that
the original theorem was

Theorem 5 (Modal definability for topological spaces). The class K of topological
spaces which is closed under formation of Alexandroff extensions is modally definable iff
it is closed under taking opens subspaces, interior images, topological sums and it reflects
Alexandroff extensions

Theorem 4 allows us to state the same result for topological space classes definable in
Lt, using the slightly modified version of the original proof:

Theorem 6. The class K of topological spaces which is definable in Lt is modally definable
iff it is closed under taking opens subspaces, interior images, topological sums and it reflects
Alexandroff extensions

5 Definability

Let us finally turn back to our main objective — providing topological analogues of the-
orems 1 and 2. The elementarity notion having been reintroduced for topological spaces,
we now need to make explicit the ultrafilter morphic images notion.

Definition 12. Let T and S be topological spaces. S is called a topological ultrafilter
morphic image of T if there is a surjective interior map f : T → S∗ such that |f−1(u)| = 1
for every principal ultrafilter u ∈ S∗ (one can say figuratively “f is injective on principal
ultrafilters”).

We now have all the definitions to formulate the main results.

Theorem 7 (Definability for H(E) in topological spaces). A class of topological spaces
K which is definable by Lt sentence, is definable in H(E) iff it is closed under topological
ultrafilter morphic images.
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Proof. Proving left-to-right direction amounts to proving that H(E) formulas validity is
preserved under topological ultrafilter morphic images. Let T = (T, τ) and S = (S, σ) be
topological spaces and f : S → T ∗ an interior map. We need to prove that if T 6|= φ then
S 6|= φ. To show that it suffices to consider standard Alexandroff extension valuation on
T ∗ defined as V ∗(p) = {x ∈ Uf (T )|(T , V ), x |= p}, where p can be both proposition letter
and nominal, the valuation V ′ on S defined as V ′(p) = {x ∈ S|(T ∗, V ∗), f(x) |= p} and
then apply inductive argument on the structure of φ.

Again, we only give a proof sketch for the right-to-left direction. Take a set Th(K) of
H(E) formulas valid on K. Suppose that T |= Th(K). If we can show that T ∈ K, the
theorem is proved. Just like in theorem 4 we introduce propositional letters pA for every
subset A ⊂ T and nominals iw for every w ∈ T . pA and iw are interpreted naturally on
T . Let ∆ be a set of the following formulas, A and B ranging over all subsets of T and w
ranging over all points of T :

pT−A ≡ ¬pA

pA∩B ≡ pA ∧ pB

pInt(A) ≡ 2pA

iw ≡ p{w}

Let ∆T = {Aδ|δ ∈ ∆}. By definition, ∆T is satisfiable on T . The idea is that ∆ contains
the information that describes the structure of T .

Then ∆T is satisfiable on K. Since Lt has compactness theorem and hybrid formulas
can be translated into Lt we can only show that every finite conjunction of formulas from
∆T is satisfiable in K. δ is satisfiable on T , it follows that ¬δ is not valid on K, hence δ is
satisfiable on K. That means that there exist some topological space S ∈ K and valuation
V such that (S, V ) |= ∆T . Then model (S, V ) globally satisfies ∆.

We use again (Chang and Keisler 1989), theorem 6.1.4 and 6.1.8 to construct a count-
ably saturated ultrapower of model (S, V ),

∏
U(S, V ′). The remaining part of the proof

will be devoted to showing that T is the topological ultrafilter morphic image of
∏

U S,
which will allow us to deduce T ∈ K. ∏

U S
f // T ∗

S T
We define interior map f :

∏
U S → T ∗ as

f(x) = {A ⊂ T |(S∗, V ′), v |= pA}

f is well-defined, i.e. for any given x, f(x) is an ultrafilter (proved using the fact that
∆ is globally true in (

∏
U S, V ′)). |f−1(u)| = 1 for any principal ultrafilter u ∈ Uf (T ).

For suppose there exist x, y ∈
∏

U S and f(x) = f(y) = πw where w ∈ T and πw is a
principal ultrafilter containing {w}. By definition, (

∏
U S, V ′), x |= p{w}. By global truth

of ∆, (
∏

U S, V ′), x |= iw and (
∏

U S, V ′), y |= iw, hence x = y.
That f is an interior surjective map is established following the proof schema of theo-

rem 4.
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Theorem 8 (Definability for H(@) in topological spaces). A class of topological spaces
K which is definable by Lt sentence, is definable in H(@) iff it is closed under topological
ultrafilter morphic images and taking open subspaces.

Proof. The techniques used to build
∏

U S are slightly different but once it is obtained, the
rest of the proof goes as in previous theorem.

It is interesting to apply the obtained results to classes of topological spaces satisfying
separation axioms. Recall the definition of the first two separation axioms:

T0 For every two distinct points x and y there exists either an open set Ox 3 x s.t. y /∈ Ox

or an open set Oy 3 y s.t. x /∈ Oy.

T1 Every singleton set is closed.

T2 For every two distinct points x and y there exists two disjoint open sets Ox 3 x and
Oy 3 y.

T0 and T1 spaces can be defined by the following hybrid formulas (taken from (Gabelaia
2001)):

t0 : @i¬j → @j2¬i ∨@i2¬@j

t1 : i ≡ 3i

This example shows that hybrid languages have more expressive power than modal
ones: it is shown in (Gabelaia 2001) that it is not possible to express any separation axiom
in basic modal language.

On the other hand a counter-example is given in (Sustretov 2005) that shows that T2

is not definable neither in H(@), nor in H(E).

6 Conclusions

We have presented definability results in topological semantics for the hybrid languages
H(@) and H(E), considered some applications of these results, and presented a new version
of definability result for modal logic due to David Gabelaia. Possible directions for further
research are examining how definability is affected by enriching the hybrid languages with
new operations (like the downarrow binder) and trying to apply definability theorems to
interesting classes of topological spaces, thus tracing the boundaries of the expressive power
of hybrid languages for topological reasoning.
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Abstract. We suggest new pseudopolynomial and subexponential algorithms for
Mean Payoff Games (MPGs). The algorithms are based on representing the MPG
decision problem in the forms of non-standard and standard Linear Complementarity
Problems (LCPs):

find w, z ≥ 0 satisfying w = Mz + q and wT · z = 0, (31.1)

and monotonic iterative propagation of slack updates.

1 Introduction

Mean Payoff Games (MPGs) [9, 12, 19, 17, 4] are full-information infinite adversary games
on finite directed leafless edge-weighted graphs G = (V, E, w), with V = Vmax ∪ Vmin and
w : E → {−W, . . . , W} ⊂ Z. Starting in a vertex v0 players Max and Min select edges
(if vi ∈ Vmax then Max selects an edge from vi and moves to its destination vertex vi+1,
otherwise Min makes a choice) and as a result construct an infinite sequence of edges
(vi, vi+1). Player Max/Min wants to maximize/minimize, respectively, the value

lim inf
k→∞

1

k

k−1∑
i=0

w(vi, vi+1), and lim sup
k→∞

1

k

k−1∑
i=0

w(vi, vi+1).

The problem of solving an MPG consists in finding its value when Max and Min play
optimally, or decide whether this value exceeds a given bound (decision version).

Mean payoff games are of fundamental importance because of their immediate applica-
bility to computer aided verification. Parity games [3], which are polynomial time equiva-
lent to the µ-calculus model checking problem [11, 10], are easily reducible to MPGs. An
expressive formalism of µ-calculus subsumes virtually all known propositional temporal
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logics of programs [18]. Moreover, MPGs can be used in job scheduling, finite-window on-
line string matching, and selection with limited storage [19]. MPGs are also an interesting
example of a simple combinatorial problem with NP∩coNP decision problem. Other com-
binatorial problems in NP∩coNP are parity games, simple stochastic games, and classes
of the controlled linear programming problem, subsuming all mentioned games [5]. The
reason why the complexity class NP∩coNP is interesting, is that it contains many impor-
tant problems as factorization and the games mentioned above. Furthermore, it is widely
believed that these problems are easier than NP-complete problems but yet unknown to
be in P.

It turns out that MPGs are solvable in positional strategies for both players, every
vertex has a value, which both players can secure by applying these strategies. Moreover,
given a positional strategy of one player, an optimal counterstrategy is polynomial time
computable. Consequently, the problem of determining whether its value is above/below
a certain threshold is in NP ∩ coNP [9, 12]. In this paper we concentrate on the 0-
mean partition problem: find a vertex subset V + ⊆ V from which Max can secure a
positive value. Other MPG problems, including finding exact values, ergodic partitioning,
optimal strategies, are reducible to 0-mean partitioning, using dichotomy, edge reweighting,
approximation [12, 4].

The previous known algorithms for solving MPGs (finding strategies and values) are
as follows. 1) An exponential in the number of vertices algorithm implicit in [9]. 2) A
pseudopolynomial (in the largest absolute edge weight) based on potential transformations
[12, 17]. 3) A pseudopolynomial based on dynamic programming and another one based
on fixpoint iteration of a contractive mapping [19]. 4) A strongly subexponential in the
number of vertices and simultaneously pseudopolynomial (in the largest edge weight),
based on the new Longest-Shortest Paths problem and randomized combinatorial linear
programming [4].

In this paper we suggest new LCP-based algorithms. LCP stands for the Linear Com-
plementarity Problem (31.1) [7, 13, 8], a well-investigated and powerful framework with
numerous applications. The idea of representing MPGs as LCPs consists in expressing
the max and min functions using auxiliary slack variables subject to linear and orthog-
onality constraints. To our knowledge, the appealing opportunity (other combinatorial
frameworks have recently been applied successfully [5]) of applying LCP-techniques to
MPGs was never explored before. Besides the immediate application to MPGs, the novel
contribution of the paper to the LCP-theory consists in showing that the particular class
of MPG-generated LCPs is solvable in pseudopolynomial (in the values of the right-hand
sides of linear constraints) and randomized subexponential (in the number of variables and
constraints) time. It appears that the usual LCP complexity results are either polynomial
or exponential [13, 14]. For the class of the so-called P -matrices (all principal minors
positive, coNP-complete property) the existence of polynomial time LCP-algorithms is a
long-standing open problem, while showing that either in a given LCP instance the matrix
M is not P -matrix, or finding a (unique) solution is in (functional) NP ∩ coNP [15] (but
apparently no known subexponential algorithms [16]). Similarly, the decision problem for
MPGs is also in NP ∩ coNP and no polynomial algorithms in view. In contrast to P -matrix
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LCPs, for MPGs we have subexponential algorithms [4, 2, 1], and another one presented
in this paper.

2 Representing Mean Payoff Games as Linear Com-

plementarity Problems

For simplicity of explanations and to avoid notational clutter we make the following global

Assumptions: Every MPG is 1) binary, i.e., the outdegree of every vertex is at most two,
2) bipartite, with partitions Vmax and Vmin, 3) and does not contain zero-weight loops.

These assumptions are (almost) without loss of generality. Conditions #1 and #2 can
be achieved by modeling k-ary vertices using binary and introducing intermediate vertices
of the opponent. Although the means of the loops change, their signs are not, which is
inconsequential for 0-mean partitioning. Achieving #3 can be done by multiplying edge
weights by |V |+1 and subtracting 1. Our algorithms may be straightforwardly recast, with
certain complicating notational details and increased number of cases, to non-bipartite,
non-binary games1.

Given a binary bipartite MPG G without zero-weight loops, let us transform it into an
LCP instance in three stages.

Stage One: Adding Sinks and Retreat Edges. We add two distinguished vertices to
the game graph, called the 0-sink and the M-sink, for a positive M selected as in (31.4).
Besides, we add retreat edges from all vertices of Max to the 0-sink, and from all vertices
of Min to the M -sink. Retreat edges have weight 0.

After this transformation every node will have outdegree ≤ 3, and the previously leafless
game graph gets two sinks. The intuition behind adding sinks is as follows. If Max feels
that he is unable to block negative weighted loops (accumulating −∞), he would rather
break any such loop by going to the 0-sink. Similarly, if Min cannot break a positive-weight
loop, he prefers to lose a big M rather than +∞ amount accumulated on any such loop,
and prefers to retreat. Actually, after adding sinks neither Max can enforce positive, nor
Min can enforce negative loops, and each play ends up in a sink.

Stage Two: Writing Linear Constraints for Slacks. We associate a value variable
with every vertex of the MPG (sinks do not need variables), and a slack variable with
every edge of the graph, including retreat edges. Throughout the paper we employ the
following

Notational Conventions. We use indexed variables x, y, u, v for vertex value variables,
and s, l, r for slack variables. The slack variable associated to the edge from u to v (v not
a sink) is indexed by uv, the weight of this edge is denoted wuv. The slack variable for the
edge from vertex u to the sink is indexed u. �

1In which every loop contains (wlog) vertices of both players.
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The intuition behind introducing slacks consists in expressing the min and max func-
tions, corresponding to the goal of Max and Min respectively, as linear constraints and
complementarity conditions. We proceed as follows.

For every vi ∈ Vmax with successors vj, vk ∈ Vmin we write the following linear equalities
(maybe just two of them, if vi has one successor vj):

vi = si, vi = vj + wij + sij, vi = vk + wik + sik. (31.2)

Similarly, for every vi ∈ Vmin with successors vj, vk ∈ Vmax we write

vi + si = M, vi + sij = vj + wij, vi + sik = vk + wik, (31.3)

where

M = 1 +
∑

{weights of the n− 1 heaviest (in absolute weights) edges}. (31.4)

Next, we add nonnegativity constraints si ≥ 0 for all slacks, and denote the resulting
linear constraint system by LP (G).

Stage Three: Stipulating Complementarity. The system LP (G) does not exactly
express the semantics of min and max operators. For example, vi = si = 5, vj = vk = 3,
sij = sik = wij = wik = 1 satisfy (31.2), but 5 6= max(3 + 1, 3 + 1, 0). Similarly, (31.3)
does not imply that vi = min(vj + wij, vk + wik, M). To adequately express vi = max(vj +
wij, vk +wik, 0) by (31.2) and vi = min(vj +wij, vk +wik, M) by (31.3) we finally add slack
complementarity constraints

sij · sik · si = 0 (31.5)

for each vertex vi with successors vj and vk, which stipulate that in every triple of slacks
at least one slack should be zero2 (of course, for a vertex of outdegree one we write just
sij · si = 0). The resulting constraint system will be denoted LCP(G). Theorem 3.1 shows
that LCP(G) is adequate for the 0-mean partition of G.

Remark. We will further refer to LCP(G) obtained from the MPG G as an instance of
the Linear Complementarity Problem (LCP) [13]. Although our LCP(G) is not presented
in standard form (31.1), we feel that the “linear complementarity” is essential in (31.2)–
(31.5). Our algorithms do not require the standard form and, as an advantage, allow for
the generalized complementarity for three or more variables; see (31.5). This is important
(and more efficient) when dealing with games of arbitrary outdegree. We describe the
reduction from MPGs to the standard form LCPs in Section 5. �

3 Correctness of Reduction from MPGs to LCPs

Now we state the main theorem underlying our algorithms and describing the relation
between the MPG and the solutions to the corresponding LCP. The proof is based on the

2Unfortunately, the function
∑

si · sij · sik is non-convex; otherwise we would immediately have a
polynomial algorithm.
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potential transformation method and explains the choice of the Min’s sink value M . For
proofs see [6].

Theorem 3.1 ([6]) Every solution to LCP(G) solves the 0-mean partition problem for G.

4 The Algorithm

Our algorithm starts by solving, in polynomial time, the system of linear constraints LP (G)
defined in Section 2, disregarding the complementarity constraints (31.5). The found fea-
sible solution is then stepwise modified, by propagating “slack updates”, producing new
feasible solutions, which satisfy more and more complementarity conditions (31.5). Fi-
nally, when we have a feasible solution, which also satisfies complementarity, the problem
is solved.

4.1 Iterative Slack Updates

At every iteration we select an initial vertex v that violates the complementarity condition,
i.e., all outgoing slacks from v are positive. If there is no such vertex an LCP-solution and
the MPG 0-mean partition has been found. When the initial vertex belongs to Max, all
vertex values in the slack updates during this iteration may only decrease (monotonicity!),
and we call the stage decreasing. Respectively, when the initial violating vertex is Min’s,
vertex values may only increase and the stage is called increasing. Note that in both stages
slacks may decrease or increase.

We start by decreasing all three3 slacks from the initial violating vertex v by the min-
imum of the three. This immediately corrects the slack complementarity in v4, the value
of v changes appropriately, and we propagate the update upward, through incoming edges
of v, as follows. Suppose we changed the slacks and the value of vertex v. Looking at all
edges entering v and at their slacks, we decide, whether to propagate or stop slack updates.
The exact procedure for these updates is described in Section 4.2.

When the stage terminates, we have at least one slack violation less, and we repeat the
above while there are remaining violations.

Critical Properties. The algorithm has the following properties, which ensure termina-
tion, correctness, and the pseudopolynomial worst-case bound:

1. During propagation, switches may occur: some vertex switches its zero slack from
one edge to another.

2. Every update stage terminates. Since we have constraints v = sv for v ∈ Vmax and
u = M − su for u ∈ Vmin, and all slack variables have positive values, we know
that no Max vertex can have a value below 0 and no Min vertex a value above M .

3or more, our algorithm easily deals with arbitrary graph degree.
4although propagating slack updates may return later back to v.
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The update stages either monotonically increase or monotonically decrease values, in
integer steps. Since the graph is assumed to be bipartite, this ensures termination.

3. Crucial property: every update stage upon termination eliminates one violation and
does not introduces any new violations. This can be seen from the propagation rules
in Section 4.2, and ensures that the algorithm terminates in linearly many stages.

4. Since M depends linearly on the largest absolute edge weight and the number of
vertices, the algorithm is pseudopolynomial.

4.2 Propagation rules

Let us specify the slack correcting propagation more formally. Recall that when the initial
violation node belongs to Min, then all vertex values may only monotonically increase
(increase-type stage), and when this node is Max, they may only decrease (decrease-type
stage).

Propagation to a Min vertex. Suppose that the vertex value of a successor v1 of a Min
vertex v has been changed by c; see Figure 31.1.

Figure 31.1: A Max/Min node with the retreat and its slack variables.

1. If c > 0 (increase-type stage), then

(a) if s1 > 0, then set s1 := s1 + c and stop propagation along the edge marked s1

(it was not tight in determining the value of the vertex v; by stopping we do
not introduce any new violations);

(b) if s1 = 0, then let d = min(c, s2, s). Set s1 := c− d, s2 := s2− d, and s := s− d.
Continue propagating d upwards from v. Notice that at least one slack from v
will still be 0. If this is not s1, we say that a switch has occurred.

2. If c < 0 (decrease-type stage) then

(a) if s1 + c ≥ 0, then set s1 := s1 + c and stop propagation along the edge marked
s1 (it was not tight in determining the value of the vertex v and have enough
slack for not pushing its value up; by stopping we do not introduce any new
violations, but can eliminate one, if s1 becomes 0);
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(b) else if s1 + c < 0, let d = −s1− c, increase the other two slacks by d, set s1 := 0,
and continue propagating d upwards from v.

Propagation to a Max vertex. Suppose that the (implicit) vertex value of a successor
v1 of a Max vertex v has been changed by c; see Figure 31.1.

1. If c > 0 (increase-type stage) then

(a) if s1 − c ≥ 0, then s1 := s1 − c, stop propagation along the edge marked s1;

(b) else if s1 − c < 0, then let d = c− s1, set s1 := 0, increase the other two slacks
by d and continue propagating d upwards from v.

2. If c < 0 (decrease-type stage) then

(a) If s1 > 0, then set s1 := s1 − c and stop propagation along the edge marked s1;

(b) if s1 = 0, let d = min(−c, s2, s), set s2 := s2 − d, s := s− d, and s1 := −c− d.
Continue propagating −d upwards from v.

Theorem 4.1 ([6]) The slack propagation algorithms terminates in linearly many (in the
number of vertices) stages, every stage is pseudopolynomial (in the maximal edge weight).

In [6] we describe a subexponential algorithm, with the complexity stated below.

Theorem 4.2 The LCPs arising from MPGs can be solved in expected running time
2O(

√
n log n) and simultaneously deterministic O(poly ·M), where n = |Vmax| and M is defined

by (31.4).

5 Representing MPGs by Standard LCPs

For the LCP problem in standard form (31.1) with square matrix, there is a multitude of
known results, methods, and algorithms [13, 8], many of those depend on the structure of
the matrix A. Our algorithms described above do not operate on standard form and do
not exploit the special structure of the constraint matrix for slacks. It is interesting and
important to analyze classes of matrices arising in reductions to the standard LCP from
MPGs and other games. In particular, whenever such matrices happen to be PSD (positive
semidefinite), there are polynomial LCP methods for solving them. Another possibility
would be to represent MPGs as generalized LCP [7], which we will report elsewhere. It is
well known that the problem of finding a Nash equilibrium in an arbitrary 2-player game
can be expressed as an LCP [8]. However, the straightforward method is not efficiently
applicable to MPGs, because it needs to have the payoff matrix (MPGs are zero sum)
in explicit form, which is the standard form representation and exponentially big in the
succinct representation of the MPG.
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In order to express the 0-mean partition problem for MPGs in the standard LCP form,
we need to make certain transformations and algebraic manipulations described below.

We still assume that the game is bipartite and binary. After adding sinks it become
ternary. The transformations we make for Max and Min vertices are shown in Figure 31.2 5.
The resulting game becomes binary but not bipartite: each player can either move to a sink
or make two moves in a row. Binary degree is needed for expressing slacks complementarity
(this will not be needed for generalized LCPs [7]). Note that each vertex is duplicated and
two 0-weight edges are added. Thus the game graph increases only linearly.

Figure 31.2: Transformation of a Max vertex. Transformation of a Min vertex is symmetric.

Our goal is to express left slacks via right slacks and to say that left and right slacks
are complementary. Note our notational conventions: we denote left and right slacks by
indexed l’s and r’s, and keep indexing consistent with vertex indexing in the original game
graph.

Lemma 5.1 For every vertex i (in the original game graph) with successors j, k via edges
with weights wij, wik, introduce four slack variables, two left, li, lij, and two right, ri, rik.

If n is the number of vertices of the original game graph, then the 2n left slacks can
be expressed through 2n right slacks via the standard LCP linear constraint system of the
form l = Ar + w as follows.

For every Max variable i with successors j, k write constraints:

li = ri − rik + rk − (wik + M), (31.6)

lij = rik + rj − rk + (wik − wij). (31.7)

For every Min variable i with successors j, k write constraints:

li = ri − rik + rk + (wik −M), (31.8)

lij = rik + rk − rj + (wik − wij). (31.9)

5We do not have to perform these transformations for vertices of outdegree 1, just adding retreats
suffices. However, for the uniformity of explanations below, we may first duplicate single edges from
vertices of outdegree 1.
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The complementary constraints are for every vertex i with successors j, k:

li · ri = 0, lij · rik = 0, (31.10)

We can ensure the following variables order in the vectors l, r of the LCP constraint
system l = Ar + w: 1) the slack variables corresponding to Max variables precede the ones
of Min, 2) variables li, lij, as well as ri, rik occupy adjacent positions, and 3) li has the
same position in l as ri in r. Then complementarity constraints (31.10) can be written as
a scalar product of two vectors lT · r, as needed, and matrix A has the following structure:

1. A[i, i] = 1 and A[i, i + 1] = −1 for odd-indexed lines i = 2j − 1 and j = 1, . . . , n;

2. every line of A:

- either has exactly three nonzero coefficients per row, one off-diagonal +1 and one off-
diagonal -1; this is the case for all odd-indexed lines i = 2j − 1 with j = 1, . . . , n;

- or has a unique +1 on the main diagonal; this happens in even-indexed lines 2i, if vertex
i has two coinciding successors j = k; 6

3. the remaining nonzero entries A[i, j] 6= 0 are located in gray areas, where j = 2q − 1 with
q = 1, . . . , n, as shown in Figure 31.3;

Figure 31.3: Structure of the matrix A in the standard MPG-generated LCP l = Ar + w.

6Recall that for uniformity we duplicate a single edge from a unary vertex, so as it becomes binary
with the same left and right successors.
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Proof. For every Max vertex vi and its duplicate ui (see Figure 31.2) write constraints

vi = ui + li, (31.11)

vi = ri, (31.12)

ui = wij + vj + lij, (31.13)

ui = wik + vk + rik. (31.14)

Note that the values of the Min vertices vj, vk (see Figure 31.2) equal vj = M − rj,
vk = M − rk. Therefore, we obtain (31.6):

li = ri − ui (by (31.11) and (31.12))
= ri − (wik + (M − rk) + rik) (by (31.14), using vk = M − rk)
= ri − rik + rk − (wik + M).

We can express lij by equating (31.13) and (31.14), using also vj = M − rj, vk = M − rk,
obtaining (31.7): lij = rik + (wik − wij) + (vk − vj) = rik + rj − rk + (wik − wij).

Symmetrically, for every Min vertex vi and its duplicate ui (see Figure 31.2) write
constraints

vi + li = ui, (31.15)

vi + ri = M, (31.16)

ui + lij = wij + vj, (31.17)

ui + rik = wik + vk. (31.18)

Note that the values of the Max vertices vj, vk (see Figure 31.2) equal vj = rj, vk = rk.
Therefore, we get (31.8):

li = ri + ui −M (by (31.15) and (31.16))
= ri + (−rik + wik + rk)−M (by (31.18), using vk = rk)
= ri − rik + rk + (wik −M).

We can express lij from (31.17), (31.18), using also vj = rj, vk = rk, which gives (31.9):
lij = rik + (wik − wij) + (vk − vj) = rik + rk − rj + (wik − wij). �

6 MPGs Generate Hard LCP Instances

Finding a polynomial time algorithm for the LCPs generated by arbitrary MPGs seems to
be hard [6]:

Theorem 6.1 ([6]) In general, MPGs generate LCPs with non-P and non-PSD matrices.

The LCP matrix generated from a MPG has a unitary diagonal and contains at most three
elements per row however:

Theorem 6.2 ([6]) The LCP problem is NP-complete even for matrices with only three
±1 elements per row.
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7 Conclusions

1. Our reduction from MPGs to the standard form LCPs produces very restricted matrices;
see Lemma 5.1. Do any special matrices appear in reductions from MPGs (at least from
some rich and interesting classes of MPGs) that allow for polynomial time LCP-algorithms
[13, 8, 14]? Can these cases be efficiently distinguished by analyzing game graphs?

2. The behavior of the algorithm depends on the choice of the initial feasible solution for
linear constraints, with complementarity disregarded. Further investigations are necessary
to choose this solution cleverly, maybe by replacing a non-convex precise target function∑

s′i ·s′′i ·s′′′i (actually, we know its min value 0) by some meaningful convex approximation
to achieve a good initial solution. It would also be interesting to recast our graph-theoretic
slack-update algorithm to a more standard algebraic pivoting setting and extend it to
discounted payoff games and to simple stochastic games.
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Formalizing the Meta-Theory of Q0 in
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Abstract. Introduced by Peter Andrews in the 1960’s, Q0 is a
classical higher-order logic based on simply-typed lambda calculus.
This paper presents our work in progress on the formalizing of Q0

in a programming language, Rogue-Sigma-Pi (RSP), with the aim of
validating its meta-theory. The main challenge of this project arises
from the fact that while all logical derivations are carried out in much
detail in Andrews’ formalism, many of the syntactic derivations have
been kept implicit. Therefore, most of our work has been devoted to
setting up a framework that allows us to formalize low-level syntactic
notions of Q0, such as variable occurrences, bindings and replacement.
This formalization also includes proving meta-theoretic properties of
these various syntactic notions. Building on the the ability to prove
syntactic derivations assumed in Andrews’ formalism, recent progress
has led to the proving of basic meta-theorems of Q0, such as the
equality rules, alpha-equivalence, beta- and eta-conversions, as well as
capture-avoiding substitution. This paper will discuss the theoretical
and engineering challenges faced in our formalizing of Q0 in RSP that
is guided by a faithful adherence to Andrews’ presentation on paper.

1 Introduction

In studying Peter Andrews’ formalism of Q0 (Andrews 1965), one notices
that all logical derivations are made very explicit and carried out meticu-
lously. In fact, one is often impressed by how such a high level of detail and
accuracy is attained without the aid of the multitude of theorem provers and
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proof assistants available for our use today.

However, although logical derivations are made explicit, Andrews chooses
to keep most syntactic derivations implicit in the meta-proofs of Q0. This
poses a challenge for our work on producing machine-checked proofs of the
meta-theorems. Consider the following example: If A′ is the result of re-
placing all free occurrences of x by y in a well-formed formula A, and if x
does not occur free in A, then we have that A′ is the same as A. Although
such syntactic lemmas are arguably intuitive and straightforward (and hence
kept implicit in Andrews’ formalism), our meta-language is not expressive
enough to prove the associated syntactic derivations. Q0’s complex syntactic
notions pose additional challenges. Type theoretic meta-languages like RSP
are commonly used for formalizing meta-theories, as they often have support
for customary syntactic notions such as capture-avoiding substitution for all
occurrences of a variable. However, Q0 is based on more complex syntactic
notions — for instance, substitution in Q0 allows for variable capture some-
times, and only replaces a single occurrence.

Hence, we need to set up a framework within which we can formalize
these syntactic notions. With the added expressiveness of our meta-language,
we can then state and prove the syntactic lemmas needed for our meta-
proofs. A judgmental formulation seems appealing and was the approach
we choose to take initially. However, there are too many related syntactic
notions (see Table 32.1), and formalizing them all independently proved to
be unfeasible. Therefore, we introduced a sublogic — an underlying logical
system of our formalism. Our sublogic is a multi-sorted classical first-order
natural deduction system. Every syntactic notion is thus defined by a first-
order formula, and syntactic derivations correspond to proofs in our natural
deduction system. This is the main contribution of our project and will be
the emphasis of this paper.

2 The Primitive Basis of Q0 in RSP

2.1 Rogue-Sigma-Pi

Rogue-Sigma-Pi (RSP) is a functional language designed for the manipula-
tion of proofs (Stump 2004), and it includes the Edinburgh Logical Frame-
work (LF) (Harper, Honsell, and Plotkin 1993) as proper fragment. Based
on dependent type theory, types in RSP are indexed by terms and programs
manipulate dependently typed data. For this project, RSP serves the same
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functionality as theorem provers such as Isabelle, Nuprl, Coq, etc (Nipkow,
Paulson, and Wenzel 2002; Constable and the PRL group 1986; Coquand
and Huet 1988). The basic concrete syntax of RSP is given below.

c :: A type ascription
x:A => B dependent function type

A => B non-dependent function type
x:A -> M lambda abstraction

A key aspect of our approach is the use of tactics to build proofs of various
syntactic lemmas. In our current framework, we have a soundness guaran-
tee for our theorem prover (RSP): if a tactic is well-typed, then any proof
it builds is guaranteed to be valid. However, we have no such guarantee
for completeness. Our group is currently working on RSP1 (Westbrook and
Stump ), an extension of RSP with simple termination and coverage check-
ing. The type theory of RSP1 will allow us to provide a total correctness
guarantee for our tactics. We will then be able to statically validate the
meta-theory of Q0. However, as RSP1 is still work in progress, our tactics
are only partially verified in our current framework; certain bugs can only be
detected when the RSP programs are executed.

Higher-order abstract syntax (HOAS) has been advocated as a way of
avoiding the overhead of explicit reasoning about syntax by incorporating the
necessary syntactic properties into the meta-logic. In fact, RSP does support
HOAS. However, due to the peculiar nature of Q0’s syntactic notions, HOAS
is not a suitable choice for this project. For example, as mentioned in the
previous section, substitutions allowed by replacement rules are linear, and
variable-capturing in some cases.

2.2 Q0 types, variables, constants and terms

In this section, we will discuss the embedding of the primitive basis of Q0

in RSP. A presentation of Q0 types, variables, constants and terms will run
parallel with a discussion of their corresponding representations in RSP.

The types of Q0 are defined recursively as shown below.

types t ::= ı type of individuals
| o type of truth values
| (αβ) type of functions from elements

of type β to elements of type α

With the exception of the abstraction operator λ and parentheses [ ], the only
primitive symbols of Q0 are variables and logical constants. Q0 variables in
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RSP are indexed by their types and also by a variable number. There are
two logical constants: Q((oα)α) and ι(ı(oı)). The former denotes the identity
relation between elements of type α and the latter, a description operator
for individuals. The typing of Q0 types, variables and constants in RSP are
given below. Note that type is a primitive kind of RSP.

Tp :: type.
O :: Tp.
I :: Tp.
Fun :: Tp => Tp => Tp.
Var :: Tp => type.
Const :: Tp => type.

V :: a : Tp => V_num => Var a. # variables
Q :: s : Tp => Const (Fun (Fun O s) s). # identity relation
Iota :: Const (Fun I (Fun O I)). # description operator

In Q0, well-formed formulas and their corresponding types (denoted by
uppercase letters subscripted by their types—e.g., Aα, Bβ, Cαβ, . . . ) are
recursively defined as follows. We abbreviate well-formed formulas of type α
by wffα.

1. A primitive variable or constant of type α is a wffα.
2. AαβBβ is a wffα denoting the application of the function Aαβ to Bβ.
3. λxβAα is a wff(αβ) denoting a lambda abstraction.

Well-formed formulas are terms in our formalization and they have type
Trm X, where X is a Q0 type (with RSP type Tp). The typing of each of
the four possible forms of terms is given below.

Trm :: Tp => type.
_v :: s : Tp => Var s => Trm s. # injection of a variable
_c :: s : Tp => Const s => Trm s. # injection of a constant
Apply :: a : Tp => b : Tp => Trm (Fun a b) => Trm b => Trm a.
Lambda :: a : Tp => b : Tp => Var b => Trm a => Trm (Fun a b).

Before stating the axioms and inference rule of Q0, Andrews introduces
several definitions of the customary logical operators (∧,∨,⊃,∼, T, F, . . .)
and their corresponding syntactic abbreviations. These have all been encoded
in RSP but due to space considerations, they will not be replicated here.

2.3 Axioms of Q0 and Rule R

Q0 has five axioms, two of which (3αβ and 41−45) are axiom schemata. Col-
lectively, they describe basic properties about truth, falsehood, equality and
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λ. Also, the Q0 equivalents of the Axiom of Extensionality and the Axiom
of Descriptions are both stated. As with the definitions and abbreviations,
all five axioms have been encoded in our formalism in RSP.

Q0’s single rule of inference is a rule of replacement which allows for
variable capture. (Note: A,B,C etc. are abbreviations for the wffos Ao, Bo,
Co etc.)

Rule R From C and Aα = Bα to infer the result of replacing one occurrence of
Aα in C by an occurrence of Bα, provided that the occurrence of Aα in C
is not immediately preceded by λ.

There are three syntactic notions central to this rule, all of which have to
be formalized in RSP before we can state Rule R. First, we have to define
when a Q0 term occurs in another. That is, we have to formalize the ternary
relation “A is a subterm of B at position p.” Next, we need to formalize
the notion of replacing one term by another at a certain position. Third, we
need to define when a position is binding, and non-binding, in a term.

This necessitates an underlying logical system that will allow us to for-
malize such syntactic relations among Q0 terms and variables, and then allow
us to build proofs of meta-theoretic properties resulting from these relations.
In this way, we are able to explicitly carry out the syntactic derivations that
are assumed in Andrews’ meta-proofs. The resulting architecture of our ap-
proach can be summarized as follows: We encode our sublogic within the
logical framework RSP. On top of this sublogic, we define Q0. The incorpo-
ration of the sublogic into our formalism will be described in detail in the
following sections.

3 Formalizing Q0’s Syntactic Notions with a

Sublogic

Our sublogic is a multi-sorted classical first-order natural deduction system.
The primitive sorts of our sublogic are Q0 types, variables, constants, terms,
as well as positions in terms and variable numbers. The sublogic permits
quantification over all primitive sorts. Also, we take a small set of basic
syntactic notions as primitive. Every derived syntactic notion is then defined
by a first-order formula of our sublogic, and carrying out syntactic derivations
corresponds to building proofs in our natural deduction system.

sl_o :: type. # sublogic formula
sl_pf :: sl_o => type. # sublogic proof
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Therefore, a sublogic formula A is true if and only if the type sl pf A

is inhabited. As proofs of more elaborate syntactic notions can be of con-
siderable size, we also implement validated tactics to alleviate the burden of
building proofs by hand.

The semantics of the name “sublogic” should be clarified here. In math-
ematics, the prefix “sub” is commonly understood as follows: sub-X is a
part of X that inherits all the structure of X. A few examples are subgroup,
subgraph, and subspace. However, in this paper, our sublogic is an auxiliary
logic upon which Q0 is defined. Therefore, we do not mean it in the same
sense as how classical propositional logic is a sublogic of first-order predicate
logic, but instead, our sublogic should be understood as an underlying logical
system of Q0.

3.1 Defining Syntactic Notions in the Sublogic

In our sublogic, we take equality between sublogic terms of the same sort as
primitive syntactic notions. In addition, the subterm, prefix, left child, right
child and set membership relations are taken primitive. All other syntactic
notions are defined in terms of the above primitive notions. Table 32.1 lists
the syntax and semantics of all primitive syntactic notions, along with some
of the basic derived notions of our sublogic.

Given the primitive and basic derived notions listed in Table 32.1, our
sublogic is now sufficiently expressive to formalize some of Q0’s more elabo-
rate syntactic notions. We will illustrate this with an example: Given terms
Aα and Bβ and a variable xα, Aα is free for xα in Bβ if and only if no free
occurrence of xα in Bβ is in a well-formed part of Bβ of the form [λyγCδ]
where yγ is free in Aα. Equivalently, if xα occurs free in a well-formed part of
Bβ of the form [λyγCδ], then yγ is not free in Aα. The typing and definition
of free for in our sublogic is shown below.

free_for ::
a : Tp => b : Tp => Trm a => Var a => Trm b => sl_o =
a : Tp -> b : Tp -> A : Trm a -> x : Var a -> B : Trm b ->
for_all_pos (p : Pos ->
for_all_tp (gamma : Tp ->
for_all_tp (delta : Tp ->
for_all_var (y : Var gamma ->
for_all_trm (C : Trm delta ->
sl_imp (sl_and (sl_subtrm Lambda(y,C) B p)

(sl_free_var x Lambda(y,C))
(sl_not_free y A)))))).
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3.2 Sublogic Proofs of Syntactic Notions: Lemmas and
Tactics

For some xα, Aα and Bβ, we prove that Aα is free for xα in Bβ by doing a
case analysis on Bβ. If Bβ ≡ vβ for some variable vβ, the claim holds true
vacuously since there cannot be a lambda-term in vβ. On the other hand,
if Bβ ≡ [MβηNη], it is necessary and sufficient to establish that Aα is free
for xα in Mβη, and in Nη. The other two cases for constants and lambda
abstractions are similar.

In our formalism, we first state and prove four sublogic lemmas, one for
each possible form of Bβ. The proofs of these lemmas are derivations within
our natural deduction system. For example, in the case of Bβ ≡ vβ, the im-
plication is established by first assuming the antecedent, obtaining the proof
that [λyγCδ] occurs in vβ using ∧EL, and then deriving the consequent via ex
falso quolibet. If Bβ is an application or a lambda abstraction, the proof is a
hypothetical derivation from assumption(s) that Aα is free for xα in certain
subterm(s) of Bβ. For example, for the case Bβ ≡ [MβηNη], the correspond-
ing lemma has to take in a sublogic proof that Aα is free for xα in Mβη

(that is, an RSP term with type sl_pf(free_for a (Fun b e) A x M))),
and similarly for Nη. The typing of free for apply is shown below.

free_for_apply ::
a : Tp => b : Tp => e : Tp => Trm a => Var a =>
M : Trm (Fun b e) => N : Trm e =>
sl_pf (free_for a (Fun b e) A x M) =>
sl_pf (free_for a e A x N) =>
sl_pf (free_for a b A x Apply(M,N).

For each syntactic relation, we implement a tactic that, given arbitrary
input terms, builds the corresponding sublogic proof that the relation holds
among them (or returns Null if it does not). All our syntactic lemmas have
been proven using case analysis, and case analysis is carried out with pat-
tern matching in RSP (syntactic first-order matching). Hence, in free for,
each of the four possible forms of Bβ is represented by a dependently typed
pattern abstraction, and the abstractions are combined with deterministic
choice. When a pattern matches the target, our tactic calls the correspond-
ing lemma for that form. For the lemmas that are hypothetical derivations
(e.g., free for apply), recursive calls yield the desired proofs of assump-
tions.

Numerous other syntactic relations and lemmas have been proven in our
formalism. A particularly challenging syntactic notion arises in the state-
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ment of a generalization of Rule R. Replacement in Rule R’ is subject to the
following restriction: The occurrence of Aα in C is not in a wf part [λxβEγ]
of C, where xβ is free in a member of H and free in [Aα = Bα] (H is a list
of hypotheses). The formalizing of this syntactic restriction in our sublogic
— statement of lemmas, their associated sublogic proofs, along with tactics
— entailed more than 1200 lines of RSP code.

Having stated and proven the necessary syntactic lemmas, we have re-
cently started proving elementary meta-theorems of Q0. Equality rules,
alpha-equivalence, restricted and generalized versions of beta-conversion, eta-
conversion, as well as a generalization of Rule R’, have all been stated, proven
and verified in our formalism. With the added expressiveness of our frame-
work, the programs written to prove these meta-theorems have all been rela-
tively small — the total size of the first seven meta-theorems is only slightly
more than 1300 lines of RSP code. The size of the Q0 project currently
stands at 11000 lines of RSP code.

4 Conclusion and Future Work

In this paper, we have discussed the challenges involved in the formalizing
of Peter Andrews’ classical higher-order logic Q0 in our language Rogue-
Sigma-Pi. The main challenge of this project has been the setting up of a
framework within which we can define the complex syntactic notions of Q0

precisely. Our proposed solution is to embed an underlying logical system —
a first-order natural deduction system — into our formalism. This sublogic
provides us with the expressiveness to first define, and then prove meta-
theoretic properties about the various syntactic notions. We are then able
to explicitly carry out syntactic derivations assumed in Andrews’ formalism
and prove syntactic lemmas needed for the meta-proofs of Q0.

Having completed this phase of the project, we have since gone on to
state and prove some of the elementary meta-theorems of Q0. Although the
syntactic theory we have stated in the sublogic may need further additions or
even revisions as we proceed, the proving of meta-theorems is now the main
emphasis of the project. It is our hope that the project will culminate in the
proving of the Deduction Theorem of Q0.
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Primitive Sublogic Syntactic Notions

sl eq tp a b

Holds iff two sublogic terms of the
same sort are syntactically equal.

sl eq var v1 v2

sl eq const c1 c2

sl eq trm A B

sl eq pos p1 p2

sl eq vnum N M

sl subtrm A B p A is a subterm of B at position p
sl prefix p1 p2 Position p1 is a prefix of p2

sl pos left p1 p2
p2 = p1 · 0. That is, p2 is the result of
going left on p1.

sl pos right p1 p2 p2 = p1 · 1
sl Olist member x L x is in the list of hypotheses L

Some Derived Sublogic Syntactic Notions

Inequality
sl difftp a b

Holds iff the two Q0 terms of the same
sublogic sort are syntactically
different. Negation of sl eq *

sl diffvar v1 v2

sl diffconst c1 c2

sl difftrm A B

Positions

sl pos binding p A
Position p in A is immediately
preceded by a λ

sl pos non binding p A Negation of sl pos binding

Variable Occurrences and Bindings
sl is var v1 A The variable v1 occurs in A.
sl not var v1 A Negation of sl is var

sl bound above v A p Position p in A is bound above by v.
sl not bound above v A p Negation of sl bound above

sl free var v A v occurs free in A
sl not free v A Negation of sl free var

sl bound var v A v occurs bound in A.
sl not bound v A Negation of sl bound var

Replacement

sl replace x y p C D
Replacing x by y at position p in C
gives you D

sl replace all x A C

D

Replacing all free occurrences of x by
A in C gives you D

Table 32.1: Syntactic Notions defined in the Sublogic
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Abstract. I explain problematic binding data in the double object and dative
constructions, while preserving a uniform lexical entry for the ditransitive verb show,
and a uniform thematic hierarchy among its arguments at LF. I use a multiplicative
concatenative operator • in the category for the verb. It delays a function application
in the syntax, without influencing the normalized logical forms.

1 Introduction

As Barss & Larson (1988) observed, binding relations in the double-object construction,
as in (1), and in the dative construction, as in (2), pose a problem for the binding theory.1

(1) a. Mary showed Tom1 his1 students.

b. *Mary showed his1 students Tom1.

(2) a. Mary showed Tom1 to his1 students.

b. *?Mary showed his1 students to Tom1.

If we merge the verb with the left object in the phonological string, and then merge
the result with the right object, as the bracketing in (3) suggests, then the right object c-
commands the left object in the syntactic structure, both in the double object construction
and in the dative construction.2 But we want the left object to c-command the right object
to structurally explain the grammaticality judgments in (1) and (2).

(3) a. Mary [[showed Tom1] his1 students]

1The judgment of (2b) is controversial. Put himself1 instead of his1 students to have clear ungrammat-
icality. In order to exclude accidental coreference possibilities, I should ideally use a reflexive pronoun as
bound element, or, as an anonymous reviewer suggested, a quantifier as binder. However, then I would
need to consider either the locality of reflexive binding or the scope of quantifiers, which would require a
longer paper. I leave these cases for another occasion.

2The right object in (3b) might not c-command the left object because of the preposition to, depending
on the definition of c-command. But the difference is not relevant in this paper.
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b. Mary [[showed Tom1] to his1 students]

The problem is the same in Categorial Grammar, in which we normally merge adjacent
lexical items successively by function application. The functor show would be merged first
with the object next to it in the string, and then with the more distant object to the right.
An argument that is merged later may bind an argument that is merged earlier, but not
vice versa, as the binding relation between the subject and the object suggests in (4).

(4) a. . [Every teacher1 [met his1 students]]

b. *[His1 students [met every teacher1]]

In this analysis, only the right object in the string should be able to bind the left object,
contrary to the data in (1) and (2). To make matters more complex, in (1a), Tom is the
goal argument and binds the pronoun in the theme argument, while in (2a), Tom is the
theme argument and binds the pronoun in the goal argument. This makes it difficult to
define a uniform binding condition at LF, where arguments with different thematic roles
would enter into fixed hierarchical orders.3

Steedman (1996) solves the problem by modifying the hierarchical order between the
two internal arguments of the functor show in the logical expression on the one hand,
and by giving two lexical entries to the functor on the other. In his Predicate-Argument
Structure (= PA structure),4 where logical expressions used as meaning representations
are fully normalized, the left object in the string, which is merged first with the verb in
a syntactic derivation, c-commands the right object, which is merged later, both for the
double object construction and for the dative construction. By giving a binding condition
in his PA structure, he explains why the object that is merged first with the verb in the
syntax can bind the pronoun in the object that is merged later. He has simply modified
the hierarchical order between the first two arguments of the logical expressions for show
in the two constructions, so that the first argument c-commands the second argument in
the PA structure in both constructions.

Steedman’s analysis is unsatisfactory in several ways. He gives two lexical entries to the
verb show. But we can give a uniform entry to the verb by relating the seemingly different
binding relations to the existence of the preposition to only in the dative construction, as I
do in my analysis. Also, his analysis makes dubious the idea of a fixed structural hierarchy
holding among different argument slots of a verb.

(5) a. showed := ((S\NP)/NP)/NP: λx.λy.λz.show′
1(y)(x )(z )

b. showed := ((S\NP)/PP)/NP: λx.λy.λz.show′
2(y)(x )(z ) (Steedman, 1996: 21)

c. cf. showed := ((S\NP)/NP)/NP: λx.λy.λz.show′(x )(y)(z )

3This problem remains even if we use a wrapping operator (cf. Bach 1981) to merge the verb and the
right object first. I also mention another problem for a wrapping analysis later. But a wrapping analysis
would require a more thorough review than I can provide in this paper.

4Steedman’s PA structure roughly corresponds to my LF in that lambda expressions are fully normalized
(see Steedman 1996: 88). There is some difference between the two, but both are the levels where we expect
a fixed hierarchy to hold among verbal arguments.
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(5a) is his entry for the double object construction and (5b) is for the dative construction.5

In both the entries, the functor’s first argument (x for the left object NP in the string) c-
commands the second argument (y for the right object) in the normalized form. However,
the functor’s third argument (z for the subject NP in the string) c-commands the first and
the second arguments in the normalized form. Thus, he loses a uniform relation between
the order of the function applications to the three arguments, and the hierarchy among
them in the normalized lambda expressions. Missing this relation at the lexical level is
risky, if we do assume a fixed hierarchy among the verbal arguments in the normalized
logical forms. The standard entry (5c) is better than his in this respect.

Lastly, his analysis implies that we cannot give a fixed thematic hierarchy between the
theme argument and the goal argument in the PA structure (or LF in my analysis). In
(5a), the goal argument x (for Tom in (1a)) c-commands the theme argument y (for his
students in (1a)) in the PA structure. But in (5b), x is the theme argument (for Tom in
(2a)), which c-commands the goal argument y (for his students in (2a)). I would rather
maintain a fixed thematic hierarchy between the theme and the goal arguments in the
normalized logical forms, while forming the binding relation somewhere other than LF.

I take an approach in which the pronouns in (1a) and in (2a) are bound in a syntactic
derivation, without defining a binding condition in normalized logical forms at LF. The
syntax merges the two object NPs first, before it merges the result with the verb show.
In order to make this possible, I adopt Morrill’s use of a multiplicative category-forming
operator • as in NP•NP (Morrill 1997: 128), which informally means the two NPs are
available in this (linear) order.6 The verb show is given the category: (S\NP)/(NP•NP).7

Although this category changes the order of the syntactic merges, semantically speaking,
the logical expression show′′ of type ((e×e),(e,t)) is equivalent to the standard expression
show′ of type (e,(e,(e,t))) (= (5c)), if we use the π operator in the way I explain later.
Because of this equivalence, Morrill assumes that the two categories ((S\NP)/NP)/NP and
(S\NP)/(NP•NP) are both available for show. However, the binding asymmetries in (1)
and (2) mean that we have to use the latter category for these sentences. Morrill forces
the use of this category in the double-object string John shows Mary1 herself1 by giving a
special category to a reflexive pronoun herself.

(6) a. herself ; ((S\NP)↑NP)<left((S\NP)/(NP•NP))

b. (show, herself ); (S\NP)↑NP

c. ((show,herself )W Mary) = show Mary1 herself1 ; S\NP

cf. Morrill (1994:128-129)

Informally, the functor category (X↑Z)<leftY requires the argument Y to its left, across
another category Z, producing the output X↑Z after the application. In (6), the functor

5I adopt Steedman’s output-to-the-left category notation. The functor Y/X requires an argument
category X immediately to the right, producing the category Y as output of the function application,
while the functor Y\X wants the argument X immediately to its left. See (8) in section 2.

6When the left sub-category is a quantificational noun phrase, the category changes to QNP•NP, but
the order of the syntactic merges is the same as is explained here.

7Though I thought of this category independently of Morrill, he proposed it first.

379



herself wants its argument category (S\NP)/(NP•NP) across another NP Mary, forcing
the use of this category for the verb show. This merge produces a phonological string
with a gap inside: (show, herself ) with the category (S\NP)↑NP. This string wraps itself
around the argument Mary, as the wrapping connective W in (6c) dictates. As a result
of the phonological computation rule given there, we get the correct string and binding
relation.

I do not have space to review Morrill’s analysis properly,8 but I have several reasons
not to follow it. First, the use of the wrapping connective ↑ is known to make the category
proof system incomplete, unless we take special measures.9 Fixing the problem within the
wrapping analyses makes the proof system very complex. Thus, use of a wrapping operator
requires a strong linguistic motivation with some means to control its use. A phrasal
verb like give...up and throw...away might provide some. These verb-particle pairs would
presumably be stored in the lexicon as such, suggesting that use of a wrapping operator can
be limited to these special lexical pairs. But it is hard to assume that a ditransitive verb
and its right object are stored as a pair in the lexicon.10 Secondly, because the reflexive
herself as the right object can either be bound by the left object or the subject, Morrill
needs to use two different categories for herself. In the case of a simple pronoun, we would
need an even more complex category assignment, because a pronoun can be bound by any
c-commanding operator without locality constraints. He also needs to use a polymorphic
category for the NPs in bold in (6a) and (6b) to deal with the dative construction in which
the right object is in PP. Lastly, because the right object becomes the first argument of
the logical expression for show both in the double object and the dative constructions,
while the left object becomes the second argument, we cannot preserve the same thematic
hierarchy between the verb’s theme and the goal arguments in the normalized logical forms
in the two constructions, as we have seen for Steedman’s analysis above.

Unlike Morrill, I assume that (S\NP)/(NP•NP) is the uniform category for the verb
show. This forces us to merge the two objects first. In the double object construction,
the left object can bind a pronoun in the right object in a syntactic derivation when we
merge the two objects, but not vice versa. In the dative construction, the preposition to
as syntactic functor is merged with the object NP to the right first and then with the NP
to the left. Only the NP argument to be merged later can bind a pronoun in the NP that
is merged first with the preposition. In the meantime, the preposition changes the order
of the two NP arguments relative to the verbal functor show. This makes it possible to
preserve a fixed thematic hierarchy between the theme argument and the goal argument
in my LF interface representation. Section 2 explains the Categorial Grammar notation.
Section 3 gives my analysis. Section 4 is the summary.

8For example, I should compare my analysis with his in terms of passivization and extraction. Thanks
to an anonymous reviewer for reminding me of these constructions.

9See Versmissen (1996: 22-23) for details. See Morrill (1994: 101-106) for his solution to the problem.
10In a normal wrapping analysis, the connective ↑ would appear in the category for show. In Morrill

(1994), the reflexive himself introduces the connective. This is a bad move. Once we make use of the
connective •, we should be able to explain the issue sentences without the connective ↑.
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2 Combinatory Categorial Grammar

I use the Combinatory Cateogrial Grammar framework as in Jacobson (1999) with modi-
fication. I assume that each lexical item has a triplet-entry as in (7).

(7) a. lexical item: <phonological form; syntactic category; logical expression>

b. Mary: <mary ; NP; m′>

c. smoke: <smoke; S\NP; λx.smoke′(x )>

d. like: <like; (S\NP)/NP; λx.λy.like′(x)(y)>

The syntactic categories of the lexical items dictate a derivation, paring a phonological
form and a logical expression in the meantime. The basic syntactic combination rule is a
directional function application as in (8), which is non-associative.11

(8) a. Forward application (:fa). Syntax: ((S\NP)/NP, NP) ⇒ S\NP

Semantics: (λx.λy.like′(x )(y), m′)→ (λx.λy.like′(x )(y))(m′)⇒β reduction λy.like′(m′)(y)

Phonological form: (like, Mary) → like Mary

b. Backward application (:ba). Syntax: (NP, S\NP) → S

Semantics: (m′, λx.smoke′(x )) → (λx.smoke′(x ))(m′) ⇒β reduction smoke′(m′)

Phonological form: (Mary, smoke) → Mary smokes.

Ideally, the syntax should use only the two kinds of function application in (8). But natural
language grammar sometimes requires us to merge two items in a different way by using a
combinator. For example, a function composition combinator may merge a transitive verb
with its subject first, and then with its object second. I introduce a Combinator as I need
one.

3 Proposal

The binding of pronouns in (1) and (2) tells us that we should merge the two objects
first, before we merge them together with the verb. But semantically speaking, we still
want to preserve the verb’s two internal argument slots at LF. We can satisfy the two
requirements by using a multiplicative category-forming connective:• in a Lambek Calculus
NL.12 The connective explicitly represents the successive merges of syntactic categories into
binary structures. [X•Y] represents a configuration in which X is the left sister, Y is the
right sister, and X•Y sits at the mother node, where no function application, function
composition and so on have been applied between X and Y yet.

11I use the brackets and the two kinds of arrows in an intuitive way. (X,Y) → Z means that the two items
X and Y are merged and we get Z as a result of this merge, for Syntax, Semantics and Phonology. ⇒βred
represents β reduction applied to a logical expression. Reduction/normalization of logical expressions
is not a syntactic operation. LF reduces the syntactically derived lambda expressions to normal forms,
preserving logical equivalence.

12For a formal definition of this connective, see Moortgat (1997:128). NL is non-associative and non-
commutative. The connective is used in other Lambek systems as well.
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(9) a. Syntax: [NP•[((S\NP)/NP)•NP]] → NP•(S\NP) → S

b. Semantics: [j′•[λx.λy.like′(x )(y)• m′]] → [j′•λy.like′(m′)] → like′(m′)(j′)

In (9a) the operator • configures three lexical categories NP, (S\NP)/NP and NP into
binary tree structures, shown by the brackets. We can apply the forward function applica-
tion first and then the backward function application, deriving the category S, as the two
right-arrows indicate. The corresponding connective • in the lambda expression concate-
nates two logical expressions in a similar way, as in (9b), preserving the syntax-semantics
mapping. We might treat • as a non-lexical, purely structural connective, which does not
appear in a lexical syntactic category. However, use of this connective in lexical entries
can postpone a function application in a syntactic derivation in a lexically controlled way,
as we see shortly.

To analyse the binding in the double object construction in (1) and in the dative
construction in (2), I give the lexical entries in (10).

(10) a. Mary: <Mary ; NP; m′ {type e}>
b. Tom: <Tom; NP; t′ {type e}>
c. show:<show ;(S\NP)/(NP•NP); λα.λz.[show′′(π1(α))(π2(α))(z )]{type ((e×e),(e,t))}>

d. to: <to; ((NP2•NP1)\NP1)/NP2; λx.λy.[x•y ] {type (e,(e,(e×e)))}>
e. his students: <his students ; NPNP; λx.Sof′(x ) {type (e,e)}>

(10c) is the uniform entry for show in both the constructions, which expects its two objects
to be merged into the category NP•NP. The verbal functor is then applied to the combined
two objects as rightward function application. In the double object construction, we need
to use a special combinator to merge the two object NPs, which preserves the information
that the left sub-item is the first argument of the verb show in the semantics and the right
sub-item corresponds to the second semantic argument, as we see in a derivation below.13

(11) Combinator C

a. Syntax: C
def
=((NP1•NP2)\NP1)/NP2

b. Semantics: C
def
=λx.λy.[y•x ]

The combinator C is inserted between the two NP categories. C is first applied to an NP
category to the right (= the right object in the string) and then to the NP to the left (=
the left object). The order of the two merges is important. In the derivational binding
mechanism I show below, only an NP merged later can bind a pronoun argument that is
merged earlier. The combinator C preserves the linear order of the two arguments, the left
NP in the phonological string corresponds to NP1, which becomes the left sub-category
in the output NP1•NP2, and NP1 corresponds to the semantic variable y, which is the
left-member of [y•x ].

13I sometimes number the NPs (for example as NP1 or NP2) to explicitly show which NP is which. This
is for notational convenience.
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In the dative construction, the preposition to merges the two NPs, as (10d) shows. In
the output category: NP2•NP1, the order of the two object NPs is reversed. The order of
the x and y arguments in the logical expression is also the opposite from the one in the
phonological string. This enables us to give a uniform entry to the verb show.

Following Jacobson (1999), I treat the noun phrase his student as a type (e,e) function
in (10e). The syntactic category is NPNP. The category is different from the normal
argument category NP, so we need to apply a combinator to the functor category to merge
the functor with this argument category: NPNP. By using a Geach combinator G, we
can percolate the super-script category in NPNP till a later stage of derivation, and then
we can use a binding combinator Z to have an NP or a quantificational NP(QNP) that
is merged later bind the superscript NP. The logical expression: λx.Sof′(x) of type (e,e)
denotes a function that maps the individual x to x ’s students.14 This extra-argument slot
x corresponds to the super-script NP. I show Jacobson’s binding operator Z modified for
the current use.15

(12) a. ZC Syntax: ZC((NP•NP)\NP)/NP) ≡ ((NP•NP)\NP)/NPNP

b. ZC Semantics: ZC def
=λR.λf.λu.[R(f (u))(u)] (cf. Jacobson 1999:132)

R: type ((e,(e,(e×e))), ((e,e),(e,(e×e))), f : type (e,e), u: type e

As we see shortly, by applying the combinator ZC either to the combinator C or to
the preposition to, we identify the extra argument slot x, introduced by the expres-
sionλx.Sof′(x), with the type e argument introduced by the left object NP, which is
merged later. In this system, binding is a mechanism to identity two argument slots of
the same type in a syntactic derivation. Once the pronoun argument slot is identified with
another type e argument, like t′ for Tom, we can no longer tell whether it started out as
a pronoun or not. It does not matter whether the pronoun argument is c-commanded by
its binder at LF.

I show the derivation of the sentence in (1a). We first apply ZC in (12) to C in (11)

(13) a. Syntax: ZC(C)≡ ZC((NP1•NP2)\NP1)/NP2)≡ ((NP1•NP2)\NP1)/NP2NP

b. Semantics: ZC(C)≡ λR.λf.λu.[R(f (u))(u)](λx.λy.[y ·x ])⇒λf.λu.[λx.λy.[y ·x ] (f (u))(u)]
⇒ λf.λu.[u·f (u)]

Then, by using the combined combinators, I merge the two objects: Tom and his students.16

(14) Syntax:

Tom
NP1

ZC (C)

((NP1 •NP2) \NP1)/NP2NP
his · students

NP2NP

(NP1 •NP2) \NP1
fa

NP1 •NP2
ba

14The term Sof′(x) denotes the unique (plural) individual for x.
15I do not use G in this paper, but we can use G to percolate the super-script NP without binding it

immediately. See Jacobson (1999: 130) for her Geach Rule.
16For lack of space, I omit the derivation of a phonological string. We can get a string by merging the

lexical expressions from left to right. In (14), we get the string: Tom·ZC(C)·his·students in this way, where
the complex combinator ZC(C) is phonologically null. fa: forward application, ba: backward application.
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Semantics:

Tom
t′

ZC(C)

λf.λu.[u • f(u)]
his · students
λx.[Sof ′(x)]

λf.λu.[u • f(u)](λx.[Sof ′(x)])
fa

λu.[u • λx.[Sof ′(x)](u)]
βreduction

λu.[u • Sof ′(u)]
βreduction

λu.[u • Sof ′(u)](t′)
ba

t′ • Sof ′(t′)
βreduction

In the semantics, the pronoun argument x is inherited as u , and then is identified as t′

for Tom. This identification cannot take place if we change the positions of Tom and his
students in the string. This is why (1b) is ungrammatical. Next, the verb show takes in
the merged two NPs as input, producing the string: show Tom1 his1 students.

(15) Syntax:

show
(S \NP )/(NP1 •NP2)

Tom · ZC(C) · his · students

NP1 •NP2

S \NP
fa

Semantics:

show
λα.λz.[show′′(π1(α))(π2(α))(z)]

Tom · ZC (C) · his · students

t′ • Sof ′(t′)

λα.λz.[show′′(π1(α))(π2(α))(z)](t′ • Sof ′(t′))
fa

λz.[show′′(π1(t′ • Sof ′(t′)))(π2(t′ • Sof ′(t′)))(z)]
βreduction

λz.[show′′(t′)(Sof ′(t′))(z)]
!!

The crucial step is marked as !!. The operator π1 chooses the first member of the type (e×e)
expression: t′•Sof′(t′), and π2 picks out the second member of t′•Sof′(t′), filling out the
first and the second internal argument slots to the right of the expression: show′′.17 Thus,
we can apply the syntactic functor to the NP•NP argument at once, while still applying the
semantic functor show′′ successively to the left member t′ and the right member Sof′(t′).
Note that the resulting logical expression would be exactly the same if we applied the
curried verb expression, λx.λy.λz.[show′(x)(y)(z )], to the two internal arguments one
after another, as in (16):

(16) λx.λy.λz.[show′(x )(y)(z )](t′)(Sof′(t′)) ⇒ λz.[show′(t′)(Sof′(t′))(z )]

But with (16), the pronoun binding (identification) by Tom would be impossible, because
the pronoun argument λx.[Sof′(x)] would be merged later than t′ for Tom in (16)

The final step is to merge the subject Mary to the left, finishing the derivation.

17See Carpenter (1997: 66) for a more formal definition of π1 and π2.
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(17) Syntax:

Mary
NP

show · Tom · ZC (C) · his · students

S \NP

S
ba

Semantics:

Mary

m′
show · Tom · ZC (C) · his · students

λz.[show(t′)(Sof ′(t′))(z)]

show′′(t′)(Sof′(t′))(m′)
ba + βreduction

Next I show the derivation of the dative construction in (2a). In (18), we apply ZC in (12)
to to in (10d). Then we use ZC(to) for the string: Tom1 to his1 students, as in (19).

(18) a. Syntax: ZC(to)≡ ZC((NP2•NP1)\NP1)/NP2) ≡ ((NP2•NP1)\NP1)/NP2NP

b. Semantics: ZC(to)≡ λR.λf.λu.[R(f (u))(u)](λx.λy.[x•y ])⇒ λf.λu.[λx.λy.[x•y ](f (u))(u)]
⇒ λf.λu.[f (u)•u]

(19) Syntax:

Tom
NP1

ZC (to)

((NP2 •NP1) \NP1)/NP2NP
his · students

NP2NP

(NP2 •NP1) \NP1
fa

NP2 •NP1
ba

Semantics:

Tom
t′

ZC (to)

λf.λu.[f(u) • u]
his · students
λx.[Sof ′(x)]

λf.λu.[f(u) • u](λx.[Sof ′(x)])
fa

λu.[λx.[Sof ′(x)](u) • u]
βreduction

λu.[Sof ′(u) • u]
βreduction

λu.[Sof ′(u) • u](t′)
ba

Sof ′(t′) • t′
βreduction

The argument slot introduced by his students, which is merged first, can only be identified
by an NP argument that is merged later (i.e. NP1 for Tom in (19)). An NP that is merged
earlier cannot bind a pronoun in an NP that is merged later. This is why (2b) is bad.
However, if we compare the bottom lines of the syntax and semantics in (19) and (14),
we notice that the orders of NP1 and NP2 are reversed. The preposition to reverses the
order of NP1 and NP2 in the output; the second NP in the pronounced string comes first
at the end of this derivation. Thus, we can use the same entry for the verb show in the
two constructions. I show the derivation up to the end.
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(20) Syntax:

Mary
NP

show
(S \NP )/(NP2 •NP1)

Tom · ZC (to) · his · students

NP2 •NP1

S \NP
fa

S
ba

Semantics:

Mary

m′

show
λα.λz.[show′′(π1(α))(π2(α))(z)]

Tom · ZC (to) · his · students

Sof ′(t′) • t′

λα.λz.[show′′(π1(α))(π2(α))(z)](Sof ′(t′) • t′)
fa

λz.[show′′(π1(Sof ′(t′) • t′))(π2(Sof ′(t′) • t′))(z)]
βreduction

λz.[show′′(Sof ′(t′))(t′)(z)]
!!

show′′(Sof′(t′))(t′)(m′)
ba + βreduction

In the highlighted bottom lines of the Semantics in (20) and (17), the order of the two
internal arguments: Sof′(t′) and t′ is reversed, but this does not matter for the binding;
at this stage, we cannot tell which argument included the bound pronoun at the start.
Notice that the argument next to the functor show′′ in the normalized form is the goal
argument, both for (20) and (17). Thus, I maintain a uniform thematic hierarchy in
the normalized form at LF. In the form: show′′(a)(b)(c), the hierarchy is c>b>a, or
Agent>Theme>Goal, where the Goal is the lowest.18

4 Summary

Explaining the binding asymmetries in the double object and the dative constructions, I
use the syntactic category: (S\NP)/(NP•NP) for show. The preposition to of category:
((NP2•NP1)\NP1)/NP2 changes the order of the two object NPs before we merge them
with the verb, enabling us to use (S\NP)/(NP•NP) as the uniform category for show.
Binding of a pronoun is explained as an identification of two argument slots. In this
way, we can preserve the uniform thematic hierarchy among the arguments of show in the
normalized logical forms for both the constructions. Use of the connective • can delay a
function application in the syntax, while preserving equivalence in the logical forms. The
analysis suggests that not all the derivational history in syntax is represented in normalized
logical forms at LF.

18The hierarchy between theme and goal could be reversed if the other order is preferable for whatever
reasons; the main objective is to assume a uniform hierarchy at LF.
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Reasoning about Extensive Games
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Abstract. Extensive games of perfect information can be used as a model for
multi agent decision making. They can thus be applied in order to model protocols
such as auctions and voting. This paper defines a game logic GLP− that can be
used to express properties of such protocols. For this logic, a complete axiom system
is presented, that differs in an interesting way from other game logics. The proof is
constructive, and can be used for constructing protocols in which the agents move in
any order.

1 Introduction
The Internet is not only a source of information, it also allows people to interact with each
other. Sometimes this happens informally, for instance with chat and messaging services.
In other cases the interaction occurs according to a formal protocol, for instance in the
case of electronic auctions, games such as chess and electronic opinion polls. These formal
protocols can be modeled as games, in which several agents interact in order to reach a
certain outcome. Typically one wants to establish that such a protocol is fair, in the sense
that each agent has the appropriate amount of influence on the outcome. In this paper a
logic GLP− is presented that can express these fairness properties. This logic is interpreted
over extensive games of perfect information.

Figure 34.1: A simple game form G1
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In figure 34.1 an example extensive game form is shown. In this game form agent A
first decides whether a should hold or not. Then agent B can decide whether proposition b
should hold or not. A possible story could be that a indicates that A dresses in black, and
b indicates that B dresses in black. This protocol has four outcomes, which are represented
by leaf nodes. Each arrow corresponds to an action that an agent can take. When B makes
a decision, he knows what agent A has chosen. This property is called perfect information.
In games such as poker this is not always the case, because a player does not know what
cards the other players are holding. Poker is thus an imperfect information game. In this
paper only perfect information games are discussed. One reason for this is that these games
are easier to implement, because there is no need to hide any information from anyone.
Another reason is that such games are easier to understand.

The work in this paper relates to work on other ‘game’ logics, such as ATL (Alur,
Henzinger, and Kupferman 1997), which is an extension of branching time temporal logic.
Another related logic is Pauly’s coalition logic (Pauly 2002) which has an almost iden-
tical syntax to GLP−, but has a different semantics. For both these logics complete
proof systems exist, namely those by Goranko (Goranko and van Drimmelen pear) and
Pauly (Pauly 2002). The class of games that these logics deal with is more general: what
is valid in GLP− is not always valid in coalition logic or ATL. Therefore the axioms of
the proof system presented here are different, and so is the constructive proof given here.
Finally GLP− is a simplified version of the logic GLP (van Otterloo, van der Hoek, and
Wooldridge 2004). The logic GLP is more expressive, but does not have a complete proof
system. One can say that this paper identifies an interesting subset of GLP that does have
a proof system.

This paper is structured as follows. The next section, section 2, contains basic defi-
nitions for the logic GLP−. Section 3 presents an axiom system for this logic. 4 is the
conclusion.

2 Definitions
Extensive games can be represented in different ways. The next definitions use sequences
of actions to represent a game tree (Osborne and Rubinstein 1994).

Definition 1. A set of finite sequences H is prefix-closed if for any sequence h and action
a it is the case that ha ∈ H implies h ∈ H. For any set of sequences H and h ∈ H we
define the set of next actions A(H, h) = {a | ha ∈ H} and the set of terminal sequences
Z(H) = {h ∈ H | A(H, h) = ∅}.

Sequences of actions can be used to denote specific plays of a game. Such sequences
are also called histories or runs. Z(H) denotes the set of all sequences that cannot be
extended. These are called terminal histories or sequences, and correspond to outcomes.
The set A(H, h) consists of all actions that can be played in h. The set H implicitly defines
a tree, since one can think of H as containing all paths in the tree that start from the root
and go down the tree.
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Definition 2. An interpreted extensive game form F is a tuple F = (Σ, H, turn, P, π),
where Σ is a finite sets of agents, P is a finite set of atomic propositions, H is a non-
empty, prefix-closed set of finite sequences, turn is a function turn : H \ Z(H) → Σ and
π : Z(H) → 2P returns the true atomic propositions of any terminal history.

A game form is different from a game because it does not contain the preferences of
players. The word ‘interpreted’ indicates that the structure contains atomic propositions.
These atomic propositions allow us to evaluate propositional logic formulas in the outcome
states. Strategies are often defined only for single agents. Here a slightly more general
definition is used that allows for coalition strategies. Each strategy is intended for a set of
agents. A strategy returns exactly one action. This is often called a pure strategy (Osborne
and Rubinstein 1994).

Definition 3. Let F = (Σ, H, turn, P, π) be a game form and Γ ⊂ Σ a coalition of agents.
A strategy σΓ for Γ is a function with domain {h ∈ H | turn(h) ∈ Γ} such that σΓ(h) ∈
A(H, h).

In the next definition, strategies σΓ are used to calculate updated models Up(F, σΓ).
In such an updated model, agents in Γ act as prescribed by σΓ.

Definition 4. Let F = (Σ, H, turn, P, π) be a game form and σΓ a strategy. The updated
model F ′ = Up(F, σΓ) is defined as F ′ = (Σ, H ′, turn′, P, π′) where H ′ is a subset of H
such that ε ∈ H ′, if h ∈ H ′ and turn(h) ∈ Γ then hσΓ(h) ∈ H ′ and if turn(h) /∈ Γ then
ha ∈ H ′ for any ha ∈ H. The new elements P ′, π′ are identical to P, π except that they
are restricted to H ′.

An example game form has already been introduced and displayed in figure 34.1. This
game form can be described as F1 = (Σ, H, turn, P, π) with Σ = {A,B}, P = {a, b},
H = {ε, y, n, yy, yn, ny, nn}. The function turn is defined such that turn(ε) = A and
turn(y) = turn(n) = B. The interpretation function π satisfies the following: π(yy) =
{a, b}, π(yn) = {a}, π(ny) = {b} and π(nn) = ∅. Agent A has two strategies σA in this
example, and agent B has four strategies.

Logical Language

In this subsection the language GLP− is presented. This language depends on a set
of agents Σ and a set of atomic propositions P , but these are omitted for readability.
This language is a restriction of the language GLP , which stands for Game Logic with
Preferences (van Otterloo, van der Hoek, and Wooldridge 2004).

Definition 5. For any set S, let con(S) = {⊥, φ → ψ | φ, ψ ∈ S}. Suppose a set P of
atomic propositions is given. Define propositional logic P as the smallest language L such
that L = P ∪ con(L).

Definition 6. Suppose a finite set Σ of agents is given. For any set S, let con(S) =
{⊥, φ → ψ | φ, ψ ∈ S} and let glp−(S) = {[Γ : φ]�φ,�φ | φ ∈ P,Γ ⊂ Σ}. The language
GLP− is the smallest language L such that L = glp−(L) ∪ con(L).
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It has to be admitted that this language is redundant: In a formula [Γ : A]�B, it is
mandatory that A = B. Therefore one could have omitted A and have simply written
something like [Γ]φ, which is very similar to coalition logic. My personal reason for not
doing so is that I prefer to present GLP− as a simplification of GLP , and thus I have to
stick with the GLP syntax.

In this definition we use a minimal set of logical connectives, consisting of implication
and falsum. All other usual connectives can be defined in the following way.

¬φ = φ→ ⊥ φ↔ ψ =(φ→ ψ) ∧ (ψ → φ)

φ ∨ ψ = ¬φ→ ψ φ∇ψ =¬(φ↔ ψ)

φ ∧ ψ = ¬(φ→ ¬ψ) ♦φ =¬�¬φ

The two languages propositional logic and GLP− are distinct. The formulas p∨¬p and p→
q are propositional logic formulas, but are not themselves GLP− formulas. Propositional
logic is interpreted over a set T ⊂ P of atomic propositions.

T |= ⊥ never
T |= p iff p ∈ T
T |= φ→ ψ iff not T |= φ or T |= ψ

The logicGLP− is interpreted over an interpreted extensive game form F = (Σ, H, turn, P, π).

F |= ⊥ never
F |= φ→ ψ iff not F |= φ or F |= ψ
F |= �φ iff ∀h ∈ Z(H) : π(h) |= φ
F |= [Γ : φ]�φ iff ∃σΓ∀h ∈ Z(H ′) : π′(h) |= φ

where (Σ, H ′, turn′, P, π′) = Up(F, σΓ)

Intuitively, the box �φ is a universal quantifier. It expresses that φ holds in every state.
The construction [Γ : φ]�φ expresses that Γ has a strategy so that if it uses this strategy,
any reachable outcome satisfies φ. The next table lists properties that are true for the
example F1.

F1 |= [A : a]�a ∧ [A : ¬a]�¬a
F1 |= [B : b]�b ∧ [B : ¬b]�¬b
F1 |= [B : a↔ b]�(a↔ b) ∧ [B : a∇b]�(a∇b)

One can conclude that agent B, because it goes second, can control more. If fairness
demands that A and B have the same amount of influence, then this protocol is not fair.

3 Completeness
Using the interpretation of GLP−, one can test whether a candidate protocol F has a
desired property φ by checking whether F |= φ. This is called model checking (Clarke,
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Grumberg, and Peled 2000) and for many logics there are computer programs that can
do this efficiently. It has been proven that for GLP , and thus for GLP−, the model
checking problem is tractable (van Otterloo, van der Hoek, and Wooldridge 2004). For
space considerations such a proof is not repeated here.

In this section we focus on the more difficult problem to determine whether there exists
a protocol F that satisfies a given property φ. We define an axiom system that can be used
to construct proofs. If a formula φ has no model, then a proof of ¬φ exists. If ¬φ cannot
be proven then the completeness proof suggests a method for constructing a protocol F so
that F |= φ.

The notation ` φ is used to express that a proof for φ has been given. If φ is an
instance of one of the axioms given below, then one can immediately conclude ` φ. If one
has established ` φ and ` φ → ψ, then the rule modus ponens can be used to conclude
` ψ. These are the only rules that we allow. This Hilbert style of proofs is common in
modal logic (Blackburn, de Rijke, and Venema 2001).

The next table lists four axioms that can be written without the coalition operator
[Γ : φ]. These axioms are thus formulas of ‘normal’ modal logic (Blackburn, de Rijke, and
Venema 2001). For the greek letter τ one may substitute any instance of any propositional
logic tautology that one can contain using uniform substitution. For instance [Σ : p]�p ∨
¬[Σ : p]�p is an instance of p ∨ ¬p. For all other greek letters one may substitute any
propositional logic formula.

τ tautology
�τ box-tautology
�φ→ ♦φ seriality
�(φ→ ψ) → (�φ→ �ψ) distribution

The axiom seriality follows from the fact each game form must have a non-empty set
of runs. These axioms are complete for the fragment of GLP− in which the construction
[Γ : φ] is not used. To give a proof sketch: consider the completeness proof of normal modal
logic (Blackburn, de Rijke, and Venema 2001). One can adapt the completeness proof so
that no nesting of boxes occurs. In that case the proof exactly matches the language of
GLP− without [Γ : φ].

The remaining axioms are listed in the table below. One may substitute any formula
for φ, ψ, as long as the result is in GLP−.

([Γ : φ]�φ ∧ [Γ2 : φ2]�φ2) → [Γ ∪ Γ2 : φ ∧ φ2]�(φ ∧ φ2) combination
[Γ : φ]�φ↔ ¬[Σ\Γ : ¬φ]�¬φ minimax
[∅ : φ]�φ↔ �φ nobody

All axioms that are given here are sound, which means that for each axiom φ and game
form F it is the case that F |= φ. The proofs are not hard and have been omitted for space
considerations. The axiom minimax is only valid for turn-based games, and expresses that
these games are determined (Neumann and Morgenstern 1944). This axiom is not valid for
ATL and coalition logic, because these logics allow indetermined games. In the remainder
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of this section it is proven that this set of axioms is complete: that each valid formula φ
has a proof.

One property that one can derive is specificity and can be derived using combi-
nation and nobody. Another property is monotonicity, which follows from box-
tautology, combination and nobody.

([Γ : φ]�φ ∧�(φ→ ψ)) → [Γ : ψ]�ψ specificity
[Γ : φ]�φ→ [Γ ∪ Γ2 : φ]�φ monotonicity

Definition 7. A formula φ is valid iff for any model F it is that case that F |= φ. A
formula φ is satisfiable if there is a model F so that F |= φ. A formula is consistent if not
` ¬φ.

If a formula is valid, we write ` φ.

Definition 8. A set of formulas S ⊂ GLP− is maximally consistent if the following
conditions are all met: ⊥ /∈ S, all axioms φA ∈ S, if φ, φ → ψ ∈ S then ψ ∈ S, and for
any formula φ either φ ∈ S or ¬φ ∈ S.

It is a well known fact that for each consistent formula φ one can find a maximally
consistent set S so that φ ∈ S (Blackburn, de Rijke, and Venema 2001). Furthermore it
can be proven that for any model F , the set {φ | F |= φ} is maximally consistent.

Definition 9. A formula of the form �φ is basic. A formula of the form [Γ : φ]�φ is
called simple.

Definition 10. Take any set S of formulas and suppose that φ1 = [Γ : ψ]�ψ ∈ S and
φ2 = [Γ : χ]�χ ∈ S. The formula φ2 is more specific than φ1 if �(χ→ ψ) ∈ S and
�(ψ → χ) /∈ S. The formula φ1 is specific if there is no more specific formula in S.

To give an example of a specific formula, take S = {[A : a]�a, [A : b]�b,�(b→ a)}. In
this case [A : b]�b is the only specific formula in S, because this formula is more specific
than [A : a]�a.

The next lemma tells us that it is enough to check only formulas that are simple and
specific to ensure that two maximally consistent sets are the same.

Lemma 1. Suppose that S and T are maximally consistent sets. Let S ′ contain all basic
and all specific formulas of S and T ′ all basic and all specific formulas of T . If S ′ = T ′

then S = T .

Proof. Suppose that S and T are maximally consistent sets. Let S ′ contain all basic and
all specific formulas of S and T ′ all basic and all specific formulas of T . Suppose also
that S ′ = T ′. Let ξ = [Γ : ψ]�ψ ∈ S. We have to show that ξ ∈ T . If ξ is specific,
then ξ ∈ S ′, thus ξ ∈ T ′ and ξ ∈ T . If not, then there is some ‘more specific’ formula
[Γ : χ]�χ ∈ S so that �(χ→ ψ) ∈ S . This formula itself need not be specific, since
there might be an even more specific formula that rules out [Γ : χ]�χ. However, since
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P is finite, there is only a finite number of possible assignments. This means there must
be a specific formula [Γ : χ]�χ ∈ S ′ and �(χ→ ψ) ∈ S. Since S ′ = T ′ we know that
[Γ : χ]�χ ∈ T ′ and thus [Γ : χ]�χ ∈ T . Since �(χ→ ψ) ∈ S is basic, we can conclude
that �(χ→ ψ) ∈ S ′ = T ′ ⊂ T . Using the property specificity and the fact that T is
maximally consistent, we conclude that [Γ : ψ]�ψ ∈ T .

It is now proven that S and T contain the same simple formulas. Consider now a formula
of the form ¬[Γ : ψ]�ψ. If ¬[Γ : ψ]�ψ ∈ S, axiom minimax can be used to show that
[σ\Γ : ¬ψ]�¬ψ /∈ S. Since this is a simple formula, we conclude that [σ\Γ : ¬ψ]�¬ψ /∈ T .
Using minimax again we obtain ¬[Γ : ψ]�ψ ∈ T .

A useful property of maximally consistent sets is that if φ ∧ ψ ∈ S then φ ∈ S and
ψ ∈ S. Moreover if φ ∨ ψ ∈ S then φ ∈ S or ψ ∈ S (or both). For every formula φ ∈ S
in conjunctive form we can conclude that φ ∈ T . Since every propositional formula is
equivalent to a formula in conjunctive normal form, we may conclude that for any formula
φ it is the case that φ ∈ S ⇔ φ ∈ T . Therefore S = T .

Theorem 1. For all φ ∈ GLP− : If φ is consistent then φ is satisfiable.

Proof. Let a consistent formula φ ∈ GLP− be given. Let S be a maximally consistent set
so that φ ∈ S and let S ′ contain all basic and specific formulas of S. Below a model F is
constructed so that ∀ψ ∈ S ′ : F |= ψ. Lemma 1 can then be used to conclude that F |= φ.

The model F we are searching for is defined recursively using a function F (C,A, r).
The outcome of this function depends on a set of basic and simple formulas C, on a set
of active agents A and on a representation function r : Σ → 2Σ. The set r(X) contains
the agents that are represented by agent X. The model F is defined as F = F (S ′,A0, r0).
Initially, all agents are active agents: A0 = Σ. Each agent initially only represents itself:
r0(X) = {X}. The function r can also be applied to coalitions of agents. This is defined
by r(Γ) = ∪X∈Γr(X). The pair A, r can be used to calculate a new set of simple and basic
formulas S(C,A, r) from a given subset C.

S(C,A, r) = {�ψ | �ψ ∈ C} ∪ {[Γ : ψ]�ψ | Γ ⊂ A, [r(Γ) : ψ]�ψ ∈ C}

The game form F (C,A, r) is defined in the following way. If A contains exactly one active
agent X, then we define a model F (C,A, r) = (Σ, H, turn, P, π) where H = {ε, ψ | [X :
ψ]�ψ ∈ C, [X : ψ]�ψ is specific}. Define turn(ε) = X. If �ψj ∈ C, then because of
box-tautology �(ψ → (ψ ∧ ψj)) ∈ C. Using the specificity property, one can now
conclude [X : (ψ ∧ ψj)]�(ψ ∧ ψj) ∈ C. Repeating this reasoning for any simple formula
ψj ∈ C, one can find a formula [X : (ψ ∧

∧
j ψj)]�(ψ ∧ ψj) ∈ C. Let π(ψ) be a set of

atomic propositions such that π(ψ) |= (ψ ∧
∧

j ψj). One can now show that any formula
χ ∈ C is satisfied by this model.

If A has two or more members, define F (C,A, r) = (Σ, H, turn, P, π) as follows. Take
any agent X ∈ A. Define turn(ε) = X, so that this becomes the acting agent of the current
situation. The set of options A(H, ε) consists of two parts: A(H, ε) = E ∪ J . Agent X can
thus choose from two different types of actions: formulas from set E or ‘joining’ an agent
from set J .
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• The set E consists of all specific choices of X: E = {ψe |[X : ψe]�ψe ∈ C is specific}.
These choices lead to the subgame F (C ′,A, r) where C ′ = {�ψe,�ψ, [Γ : χ]�χ | �ψ, [Γ∪
{X} : χ∧ψe]�(χ∧ψe) ∈ C}. This definition ensures that ψe holds in the submodel.
Axiom combination ensures that no inconsistent formulas appear in C.

• The set J contains all other active agents: J = {Y ∈ A | Y 6= X}. These choices
Y lead to the subgames F (CY ,A \ {X}, r′) where CY = S(C,A \ {X}, r′), and r′

is such that r′(Y ) = {Y,X} and r′(Z) = {Z} for Z 6= Y . Intuitively, choosing Y
means that agent Y will now make all decisions for agent X.

We must show that F (C,A, r) satisfies all formulas in C. This is done using induction.
The induction hypothesis is that all smaller models have this property. The base case is
formed by models with one active agent, and this has been done with above.

First consider basic formulas, of the form �φ ∈ C. These formulas are present in each
set C ′ that is used to construct a subgame. Using the induction hypothesis we know that
all outcomes of all choices satisfy φ, and thus F (C,A, r) |= �φ.

Consider [Γ : ψ]�ψ ∈ C with X /∈ Γ. This formula is also present in any set C ′ and
by induction hypothesis we know that there is thus a strategy in each subgame for Γ to
ensure ψ. We can combine these subgame strategies into a strategy σΓ for the whole game
that guarantees ψ, and thus F (C,A, r) |= [Γ : ψ]�ψ.

Secondly consider [Γ : ψ]�ψ ∈ C with X ∈ Γ. If Γ = {X} then there is some specific
ψe ∈ E so that �(ψe → ψ) ∈ C. This choice leads to a submodel F (C ′,A, r). From ψe ∈ C ′

and the induction hypothesis it follows that there is a strategy σX for this submodel that
guarantees ψ. Agent X can now use a strategy σ′X so that σX(ε) = {ψe} and within the
subgame F (C ′,A, r), strategy σ′X makes the same choices as σX . This strategy guarantees
ψ and thus F (C,A, r) |= [Γ : ψ]�ψ. If there is more than one agent in Γ, then X can join
any of the other agents Y ∈ Γ. By induction the coalition Γ \ {X} will have a strategy for
guaranteeing ψ in the subgame F (C ′,A \ {X}, r′), and thus F (C,A, r) |= [Γ : ψ]�ψ.

The model F = F (S ′,A0, r0) thus satisfies all formulas ψ ∈ S ′. From lemma 1 it follows
that F satisfies all formulas in S and thus F |= φ.

This proof, because it is constructive, has one nice corollary.

Corollary 1. For any protocol F there is an equivalent protocol F ′ in which each agent
only moves once, and all agents move in a given order.

This corollary can be illustrated for the example protocol of figure 34.1. According to a
proof there should be an equivalent protocol in which agent B moves first. This is indeed
the case, and the protocol is illustrated in figure 34.2. One can see that B in this case can
choose from four options.

In the construction of the proof, each agent has a choice whether it want to use one
of its abilities (set E) or whether it wants to join a specific agent (set J). In order to
illustrate these two possibilities, consider the property φ3 = [A : p]�p ∧ [B : p]�p ∧ [AB :
¬p]�¬p. There is only one atomic proposition in this example, so P = {p}. There are
only four distinct formulas that one can express: p,¬p,⊥, p → p. Suppose that S is
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Figure 34.2: Alternative F2
Figure 34.3: Game form F3

a maximally consistent set containing φ3. The ability [A : p]�p is more specific than
[A : p → p]�(p→ p). Thus agent A has one specific ability p. In the game form F3 that
is constructed in the proof, agent A has two options. It can use this ability, or it can join
agent B. The game form is depicted in figure 34.3. In this protocol agent A and B have
exactly the same amount of influence on the outcome, thus one could call this protocol
fair.

4 Conclusion
The logic GLP− was introduced for verification of multi agent protocols. This paper con-
tains a complete axiom system for this logic. This makes the logic suitable for automated
design of protocols, and allows for more elegant verification. One of the corollaries of the
proof is that the order in which agents move does not matter. For every ordering of agents
and every consistent specification one can find a protocol. This result, and the fact that
this logic does not allow concurrent moves, sets this logic apart from other frameworks
such as ATL and coalition logic. In future work I hope to compare complexity results for
mechanism design using the presented axiom system with non-logical approaches for the
automated design of protocols (Conitzer and Sandholm 2002).
Acknowledgement: Olivier Roy, Michael Wooldridge, Wiebe van der Hoek, Marc Pauly
and the anonymous reviewers have provided valuable comments and suggestions.
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Abstract. In the past ten years Latent Semantic Analysis (LSA) has been used
in a wide range of NLP tasks, sometimes with astonishing results. However, it is
not yet understood what the similarity of two words in LSA means. In this work we
contrast the elaborate LSA approach with Collocation Analysis (CA), a technique
that only makes use of local co-occurrence information in text. By comparing the
results we show that the term relations generated by LSA are indeed slightly more
semantic, but not substantially different from the CA relations. Another experiment
brings out a special property of LSA with respect to polysemous terms. Whereas
CA represents several meanings, LSA seems to mask out the non-prominent sense of
a term.

1 Introduction

1.1 Background

Since 1990, Latent Semantic Analysis (LSA) has become a well-known technique in NLP.
When it was first presented by Deerwester et al. (1990), it aimed mainly at improving the
vector space model in information retrieval. Its abilities to enhance retrieval performance
are remarkable; results could be improved by up to 30%, compared to a standard vector
space technique (Dumais 1995). Moreover, meaningful documents could be retrieved that
did not share a single word with the query.

This finding was the headstone for many subsequent researches. LSA was applied
to various other tasks, such as automated evaluation of student essays (Landauer and
Dumais 1997) or automated summarization (Wade-Stein and Kintsch 2003). In (Landauer
and Dumais 1997), even an LSA-based theory of knowledge acquisition was presented.

In these works, many claims on the analytic power of LSA were made. It is asserted
that LSA does not return superficial events such as co-occurrence relations, but is able to
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describe semantic similarity between two words1. The extracted word relations are referred
to as latent, hidden or deep2 , however, none of these papers addresses the nature of this
deepness. LSA is called ”semantic“, but a thorough evaluation of its abilities to represent
the semantics of a word or a phrase is missing.3

In the present work, we intend to assess the semantic properties of LSA more system-
atically. We consider close word pairs with respect to their lexical relation and categorize
them for a a sample of 400 words. We then contrast these results with collocation anal-
ysis (CA), an approach that reflects local co-occurrence information only. In a second
experiment we compare the two analyses with regard to polysemous words, considering
the nearest neighbours of a sample of homonyms. This will reveal a remarkable property
of LSA concerning the representation of polysemy.

1.2 Latent Semantic Analysis

LSA, as presented by Deerwester et al. (1990) and others, is based on the vector space
model of information retrieval (Salton and McGill 1983). First, a given corpus of text is
transformed into a term-context matrix, displaying the occurrences of each word in each
context.4

In a second step, this matrix is weighted by one of the weighting methods used in IR
(c.f. (Salton and McGill 1983)). For LSA, a log-entropy scheme showed the best results
(Dumais 1990). The decisive step in the LSA process is then a singular value decomposition
(SVD) of the weighted matrix. Thereby the original matrix A is decomposed as follows:

SV D(A) = UΣV T (35.1)

The matrices U and V consist of the eigenvectors of the columns and rows of A. Σ is a
diagonal matrix containing in descending order the singular values of A. By only keeping
the k strongest (k usually being around 300) eigenvectors of either U or V , a so-called
semantic space can be constructed for the terms or the contexts, respectively. Each term
or each context then corresponds to a vector of k dimensions, whose distance to others
can be compared by a standard vector distance measure. In most LSA approaches the
cosine measure is used. By calculating the cosine of the angle between one term vector
and all others, a ranked list of nearest neighbours can be obtained for a given word. From
the LSA point of view, these neighbours should be semantically related to the test word.
In (Grefenstette 1994), the relations generated by LSA are referred to as second-order

1Cf. (Wade-Stein and Kintsch 2003), p. 10: ”LSA does not reflect the co-occurrence among words but
rather their semantic relatedness.“

2Cf. (Landauer, Foltz, and Laham 1998), p. 4: ”It is important to note from the start that the similarity
estimates derived by LSA are not simple contiguity frequencies, co-occurrence counts, or correlations in
usage, but depend on a powerful mathematical analysis that is capable of correctly inferring much deeper
relations.“

3The ’latency’ of LSA was indeed assessed by Wiemer-Hastings (1999).
4For the purpose of document retrieval, the context represents a full document; considering term

relations, the context is normally the size of a paragraph (cf. (Dumais 1995), (Landauer et al. 1997)).
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relations, i.e. LSA similarity does not reflect direct co-occurrence, but a similar textual
environment.

1.3 Collocation Analysis

To contrast the results of LSA, we use a first-order technique (cf. (Grefenstette 1994)), i.e.
a technique that gives a measure for the tendency of direct co-occurrence of two words.
Collocation Analysis relates the frequencies of the independent occurrence of two words
(fA, fB) to the frequency of joint occurrence(fAB).

There exist several variants to calculate the collocative similarity (see also (Dunning
1993)); we use here a formula presented by Quasthoff (1998), Quasthoff and Wolff (2002):
They calculate the collocative significance sig between two words A and B as follows:

sig(A, B) =
fA · fB

n
− fAB · log(

fA · fB

n
) + log(fAB!) (35.2)

where fA (fB) is the number of contexts, in which A(B) occurs, n is the amount of all
contexts and fAB the number of the contexts containing both A and B.

A context in CA is usually a window of 2 to 10 words, but it can also be a sentence or
a full paragraph. To assure comparability to LSA we will use in the following a paragraph
context.

2 Categorisation Experiment

The goal of this experiment is to get a clearer picture of what is meant by ”semantic“ in
LSA. Does a high LSA similarity between two words mean that the words are semantically
related? And if so, what kind of semantics do we deal with? Is it a narrow, formal notion
of lexical semantics (being described by precise definitions) or is it rather the psychological,
associative sense? And in what way do these results differ from a ”non-semantic“ approach
like CA? Our results may give some answers.

2.1 Method

For both experiments we used a large corpus of German newspaper text. We extracted
a random sample of 120.000 paragraphs (app. 20 mio. words) from the Tageszeitung
(TAZ) from 1989 to 1998, which was stoplisted for frequent words and lemmatised by the
DMOR morphological analyser (Schiller 1995). Words having a corpus frequency of less
than 5 were removed. We thus reduced the vocabulary size from 385.344 to 63.651 types.
This was necessary, since the calculation of the SVD is constrained by complexity matters
(depending on the matrix size).

After transforming the corpus into a term-context matrix (having the size 63.651 ×
120.000), we applied a log-entropy weighting scheme. Using Michael Berry’s GTP package
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Definition Relation
Synonymy
Antonymy
Hyper-/Hyponymy
Co-Hyponymy
Mero-/Holonymy

X refers to the same entity as Y
X refers to an entity being contrary to Y
X is more specific/more general than Y
X and Y have a common direct hypernym
X is part of/comprises Y

 Semantic relations

Morphological Rel.
Association
Erroneous Relation

X is morphological derivation of Y
X is associatively related to Y
None of the above relations holds between X and Y

Table 35.1: Overview of the relation categories and their definitions.

v. 3.0 for Linux5, we calculated the SVD for the above matrix up to 400 dimensions. To find
the optimal factor k, we conducted some preliminary tests with various dimensionalities
(250 − 400). A k of 309 gave the best results (in terms of the percentage of meaningful
relations), even though the results for each of the samples were very close.

For a random sample of 400 words (nouns, verbs and adjectives only), their 20 nearest
neighbours (= words having the highest cosine score with the centroid (test word)) were
extracted, thus forming 400 word clusters. We considered a fixed number of neighbours,
since the usage of a threshold distance (e.g. cos = 0, 5) proved not to be practical (the
cluster size varied strongly). The relations between the centroid and each of the 20 neigh-
bours were then manually categorized into one of eight relation classes. The classes are
listed in table 35.1.

The notion of semanticity described by this classification can be questioned. However,
our selection of semantic relations seems to be widely accepted in lexical semantics (cf.
(Cruse 1986)) and precise definitions exist to determine, if a relation holds between two
words (e.g. ’roof’ is-part-of ’house’). The same is true for the class of morphological
relations. A derivational or inflectional relation between two terms can be recognized
easily most of the time.

Still, we admit that our classification is neither exhaustive, nor always clear-cut. Es-
pecially the class of loose association is rather intuitive. It was assumed as a collection
class for all term pairs that were not related by definition of a semantic or a morpholog-
ical relation, but still were somehow connected. Typical examples for this class might be
’airplane’ / ’to land ’ or ’cat ’ / ’milk ’. To balance out doubtful cases, we set the size of our
test sample sufficiently large (20 neighbours for 400 words = 8000 categorized relations).6

The classification task was done independently by two German native speakers (includ-
ing the author). While the classification results between the classifiers varied for individual
cases, the overall deviances were rather small (≤ 3,6%).

5Cf. http://www.cs.utk.edu/∼lsi/soft.html
6For a sample size n = 400 the 95% confidence interval is maximally ±4, 9.
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The same procedure was repeated for CA. To ensure comparability, we used the same
corpus and did the same pre-processing (i.e. stoplisting, removal of low frequency words
etc.). Just as for LSA a full paragraph was assumed as a context. We again calculated for
our sample of 400 test words the 20 words having the highest collocative significance with
the test word. This resulted in 400 word clusters, for which every relation was categorized
as above.

2.2 Results

Results were calculated for the first 5, 10, 15 and 20 neighbours, respectively. As the
fractions for each of the semantic classes were all quite low (0-5%), only the total of
semantic relations is displayed. Figures 35.1 and 35.2 show the results for LSA and CA,
respectively.

Regarding figure 35.1, we notice that the results get worse, as the number of neighbours
under consideration rises. At the 5-NN level nearly two third of the relations belong to one
of the three meaningful classes, at the 20-NN level the percentage of meaningful classes is
only 50%. Among these classes we find only 10 to 15% of truly semantic relations (in the
sense defined in table 35.1). The biggest part of the relations (38% - 46%) are associative,
only a slight percentage (2% - 5%) is morphological.

When we compare figures 35.1 and 35.2, the fractions seem quite close. In the CA
results we find 8% to 12% semantic relations, and the percentage of associations is between
34% and 42%. This is remarkable, keeping in mind that CA is a rather simple first-order
approach. Still, the LSA results are slightly better, the differences were significant in a
Student’s T-test.

Moreover, we found a high correlation between the individual results for LSA and CA
(Pearson-Coeff. = 0,72; significance level < 0, 001). This means that a word having a high
score of meaningful relations in LSA will (probably) obtain a similar score in CA.

Further Analysis of the LSA relations

If the words with the lowest and the highest fractions of meaningful relations are contrasted
with one another, a difference in usage of the two groups can be observed.

Regarding table 35.2, it appears that the words with the worst results can occur in
every context. Words like ’Beispiel ’ (’example’), ’Unsinn’ (’nonsense’) or ’denken’ (’to
think’) are not connected to a certain theme or a typical context. On the other hand, the
words having the highest scores are rather specific. This group comprises terms such as
’Mediziner ’ (’health professional’), ’Malerei ’ (’painting’) or ’kochen’ (’to cook’).

To get a clearer picture of this kind of specificity, it seems reasonable to further analyse
the distribution of the words in the corpus. From the research on information retrieval it
is known that specific terms are better predictors and get therefore a higher weight (cf.
(Spärck-Jones 1972), (Salton and McGill 1983)). The relevant values for the weighting
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Figure 35.1: Percentages of relation classes resulting from LSA.

Figure 35.2: Percentages of relation classes resulting from CA.

lowest fractions (0-5%) Highest fractions (95-100%)
Ansehen (’image’) natürlich (’natural’) Mediziner (’health prof.’) singen (’to sing’)
Aufbruch (’breakup’) teilen (’divide’) Reporter (’reporter’) sterben (’to die’)
Beispiel (’example’) zahlreich (’numerous’) Therapie (’therapy’) studieren (’to study’)
Kasten (’box’) zumuten (’to expect of’) Wohnraum (’living space’) Luftwaffe (’air force’)
Umstand (’circumstance’) überstehen (’to overcome’) Zuhörer (’auditor’) Malerei (’painting’)
Unsinn (’nonsense’) Auflösung (’resolution’) deportieren (’to deport’) Religion (’religion’)
aufrecht (’upright’) Rücksicht (’consideration’) gesund (’healthy’) Uniform (’uniform’)
automatisch (’automatic’) bescheren (’to bring’) kochen (’to cook’) Wirtschaft (’economy’)
glatt (’flat’/’smooth’) denken (’to think’) lernen (’to learn’) lesen (’to read’)
intensiv (’intensive’) einfallen (’to occur’) operieren (’to do a surgery’) orthodox (’orthodox’)

Table 35.2: Words of the sample having the lowest and highest fractions of meaningful
relations with the test word (Results from LSA).
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schemes in IR are normally the term frequency (tf), the corpus frequency (cf) and the
context (or document) frequency (df). A combination of these values forms the base for
nearly all weighting schemes of the so-called tf ∗ idf -family (s. (Salton and McGill 1983)).
Could these values be good predictors for our purposes?

We calculated the correlation between several of these values (as well as some combina-
tions) and the fraction of meaningful relations among 20 nearest neighbours. The results
were disappointing. None of the pure frequencies had a significant correlation with the
fraction of meaningful relations. While trying out several combinations of the values, we
found only one that showed a slight correlation (Pearson-Coefficient = 0, 32, sig. level
< 0, 001), namely the quotient of cf and df ( cf

df
).

In addition, we calculated the correlation between the mean distance (cos-value) of
the 20 neighbours and the percentage of meaningful relations for the whole test set. We
observed a medium correlation (Pearson-Coeff. = 0, 56 at a sig. level of < 0, 001). We
therefore can conclude that average distance and relation quality are related, although not
too strongly.

3 Homonym Experiment

In the course of our work we found that polysemous terms seemed to behave differently in
LSA. The nearest neighbours under consideration appeared to be much more homogeneous.
In the following experiment we want to clarify this fuzzy observation.

3.1 Method

In our sample of test words we found 29 homonyms; 8 of them were discarded, since they
had less than 50% of meaningful relations to their nearest neighbours. The remaining
21 terms (being listed in table 35.3) were reconsidered with respect to the sense their
neighbours are attached to.

Homonym Meanings Homonym Meanings

Artikel newspaper text/law article aufnehmen to accommodate/to record
ausziehen to move out/to take off (clothes) Bach J.S. Bach/creek
Ball ball/dancing festivity blühen to bloom (flower)/to prosper
Devise foreign currency/slogan Geist ghost/brandy
Gemeinde congregation/municipality Kapitän captain/team leader
Kugel bullet/ball, globe Leitung management/line
laufen to be in use (machine)/ to move Note note (mus.)/grade
Probe rehearsal/sample schieen to kick/to shoot
Schlange snake/queue Strau F.-J. Strau/bunch/ostrich
sü lovely/containing sugar überholen to overtake/to overhaul
Zelle body cell/prison cell

Table 35.3: Homonyms being considered in the experiment.
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20 NN of ’Note’ from LSA 20 NN of ’Note’ from CA
komponieren (’compose’) Musik (’music’) schlecht (’bad’) Ton (’pitch’)
Klang (’sound’) virtuos (’virtuoso’) Manu (Proper Name) Blues (’Blues’)
Pianist (’piano player’) Ton (’pitch’) Musik (’music’) Mathe (’maths’)
musikalisch (’musical’) Komposition (’composi-

tion’)
DEST (Abbrev.) spielen (’to play’)

Geige (’fiddle’) Violine (’violin’) Soe (’sauce’) Schulnote (’grade’)
Trompeter (’trumpeter’) Instrument (’instrument’) Krausser (Proper Name) Komposition (’composi-

tion’)
Melodie (’melody’) Klavier (’piano’) Flöte (’flute’) gut (’good’)
musizieren (’to make mu-
sic’)

jazzig (’jazzy’) Orchester (’orchestra’) Künstler (’artist’)

Musiker (’musician’) Percussion (’percussion’) Instrument (’instrument’) Physik (’physics’)
Bläser (’brass’) Kontraba (’contrabass’) bekommen (’to get’) Sanaa (Proper Name)

Table 35.4: Example of an polysemous word and its nearest neighbours in LSA and CA.
The neighbours belonging to the prominent meaning are printed in bold, the ones of the
non-prominent meaning are italic. Terms that cannot be assigned are in standard font.

For the 21 test words, we assigned each of the 20 LSA and CA neighbours to one of the
two senses being incorporated in the polysemous word. A neutral domain was assigned, if
the neighbour could not clearly be assigned to one domain. The task was completed by
the author.

3.2 Results

In example 35.4 the behaviour of the LSA neighbours becomes obvious. CA returns neigh-
bours that still belong to both meanings, LSA however seems to mask out one of them.
This behaviour can be seen in the following example for ’Note’ (Meanings: ’(music) note’
/ ’grade’). Terms of the prominent meaning (’(music) note’) are printed in bold, terms
belonging to the ’grade’ meaning are printed in italic.

The results for all 21 homonyms are displayed in table 35.5. They show clearly the
mask-out effect in LSA.

Prominent Non-Prominent Not assigned

LSA 84,8% 4,5% 10,7%

CA 48,5% 22,4% 29,1%

Table 35.5: Percentages of the NN assigned to the prominent vs. non-prominent meaning.

Over 84% of the nearest neighbours were assigned to the prominent meaning in the
LSA results, less than 5% to the non-prominent one. In CA only half of the neighbours
were assigned to one meaning; 22% belonged to the other meaning, and nearly a third of
the neighbours could not be assigned. For 16 out of 21 test words the LSA neighbours
were homogeneous, i.e. the non-prominent meaning did not appear at all. This was the
case for only 2 words in the CA results.
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4 Discussion

In this paper we wanted to give a deeper understanding for word similarity generated
by LSA. We conducted two experiments; in the first we categorized for a sample of test
words their relations to the closest neighbours obtained from LSA and CA. The second
experiment aimed at the exploration of a particular property in LSA, the mask-out effect
for polysemous terms.

The results of the categorisation experiment were rather similar for the two analy-
ses, although LSA scored significantly better in every category. Considering 20 nearest
neighbours, we found for LSA 38% of associative relations, 10% of semantic and 2 % of
morphological relations; for CA we found 34% of associations, 9% of semantic and almost
2% of morphological relations. The biggest part however, 49% (LSA) and 55% (CA) of the
relations generated, were erroneous, i.e. there was no apparent relation between the test
word and its neighbour.

The fact that the advantages of LSA over CA do not exceed 4,5% is surprising, since
a technique like CA relies on local co-occurrence information only and does not make use
of complex matrix calculations. From our results, CA is not much less semantic than
LSA. Moreover, the semantic properties of LSA (and CA) should rather be described as
assocative than semantic in a formal sense.

Another remarkable fact about our results is the high percentage of error relations.
Comparing LSA to similar approaches, one reason for that may be found: Techniques
such as HAL (Lund and Burgess 1996) or the approach by Rapp (2002), (2003) use a
smaller co-occurrence window (only 3-40 words). LSA however relies on full paragraphs
(average length in our case: 102 words). And even though a paragraph can be regarded as
a semantically coherent unit, many of the inter-word relations in it will be too weak. This
may cause arbitrary relations.

Another questionable point about LSA arises from the modelling itself. The term-
context matrix is extremely sparse. In our experiments, the matrix had only maximally
0, 08% nonzero elements. This is by itself of course not harmful, but recalling that the
complexity of the SVD process constrains the overall size of the matrix, a different mod-
elling seems more reasonable. Again, the approaches of Lund and Burgess (1996) and Rapp
(2003) may give the answer: A term-term matrix7 can model the same amount of text in
a smaller and less sparse format. Using this kind of matrix, much larger corpora can be
used for the analysis; Rapp (2003) was able to use for his analysis the full British National
Corpus (Burnard and Aston 1998) comprising more than 100 million words. The use of
larger corpora could also improve the results.

Our second experiment tried to clarify an observation with respect to polysemous terms:
Whereas we found among the near neighbours in CA terms that came from both meanings
of the test word, the LSA neighbours seemed to belong to one domain only. We therefore
analysed 21 homonyms from our test sample with regard to the semantic origins of their

7A term-by-term matrix for a vocabulary V is of the size |V |2 and reflects the frequency of co-occurrence
of two terms within a certain text window (e.g. ±5 words).
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neighbours. The results were quite clear: 85% of the LSA neighbours could be assigned to
the prominent meaning, only 5% of them belonged to the non-prominent one. For 16 out of
21 test words, the second meaning was not represented at all among the 20 first neighbours.
In CA we found only 2 of 21 words that had such a homogenous neighbourhood, and only
49% of the neighbours belonged to the prominent meaning.

The reason for this mask-out effect in LSA may be given by the decisive processing step
in LSA: the singular value decomposition (SVD). This method of dimension reduction is
well-known for its abilities to reduce noise in data. As the term vector of a homonym rep-
resents two distinct contextual environments, the SVD may simply keep the one occurring
more often and consider the other one as noise.

We hope to have shed some light onto the capacities of LSA. Whereas it is superior to a
simple approach like CA in representing term relations, we conclude from our results that
it is not substantially different. Its advantages cannot be neglected, however it is not a
unique means providing the semantics of a word; moreover, its modelling may leave space
for improvement.
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Logic-based representation and integration
of colour descriptions from botanical
documents
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Abstract. As an important criterion for object identification, colour descriptions
are common in many domains. A proper semantic representation of colour descrip-
tions is necessary when colour information needs to be processed semantically, such
as in the area of information integration. Semantics-based methods can help informa-
tion from different sources being integrated more easily and make final results more
accurate and more understandable among different sources. This paper introduces a
logic-based representation of the semantics in colour descriptions. A colour reasoner
is proposed to integrate parallel colour descriptions from different natural language
documents. Combined with a current description logic reasoner, this colour reasoner
can support range-based colour queries as well as simple term-based ones.

1 Introduction

Colour descriptions are common in many domains. For example, there are many colour
descriptions in floras.1 Because colour is an important criterion for identification of in-
dividuals of a species in the field, parallel colour descriptions of the same species will be
found in different floras. Here, “parallel” means that information from different sources is
describing the same object. For instance, the species Origanum vulgare (Marjoram) has
at least four colour descriptions of its flowers from four well-accepted floras:

• “violet-purple” 2

• “white or purplish-red” 3

1A flora is a treatise describing the plants of a region or time.
2from Flora of the British Isles (Clapham, Tutin, and Moore. 1987)
3from Flora Europaea (Tutin, Heywood, Burges, Valentine, and Moore(eds) 1993)
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• “purple-red to pale pink” 4

• “reddish-purple, rarely white” 5

Although they have standard descriptive terminologies (Stearn 1973), botanists nat-
urally use their own comparison colour space (Conway 1992), which reflects their own
vocabulary and individual experience of colours in the real world. In order to cover the
variable characteristics of species found in nature, ranges are commonly used. An interest-
ing problem is how to represent colour information from documents with as little loss of
semantics as possible and to integrate them into a resulting description for easy access of
final users (Calvanese, Giacomo, Lenzerini, Nardi, and Rosati 1998).

Our MultiFlora project (Wood, Lydon, Tablan, Maynard, and Cunningham 2004),
(Wood and Wang 2004) uses ontology-based techniques to extract, organize and integrate
information from multiple floras. Information from documents is organized as a plant on-
tology written in a description logic (DL) language, OWL-DL supported by the Protégé
ontology editor (Gennari, Musen, Fergerson, Grosso, Crubézy, Eriksson, Noy, and Tu 2002),
where plant organs are treated as classes and their features are treated as attached prop-
erties. An organ’s properties are extracted from a single document by using information
extraction (IE) techniques, however, before they are finally added into the ontology, prop-
erties of the same organ from different floras have to be integrated properly in order to
get an accurate representation which is agreeable to each source. The semantics of those
property descriptions are the key base for the integration process, because it provides a
common understanding shared by different sources which makes integration easier and
helps to produce more comprehensive results. The integration of colour descriptions is our
focus.

By using a quantitative colour model, a basic colour term is transformed into a DL-based
representation that represents its semantics as a colour subspace in that model. Those basic
colour terms can build more complex colour descriptions by following certain morpho-
syntactic rules derived from an analysis of data from real documents. So by applying the
same rules, a colour reasoner processes a complex colour description and transforms it into
a compounding of basic colour subspaces. This colour reasoner then integrates parallel
colour descriptions from different sources into a final representation. This quantitative
logical representation helps a current DL reasoner to query on a certain colour range,
which is very common from the botanical point of view, for example, to query all species
which have “white to purple” flowers.

The structure of this paper is: Section 2 introduces the DL-based representation of
the semantics in colour descriptions; Section 3 provides the morpho-syntactic rules along
with their implementation in logical transformation. Section 4 describes how the colour
reasoner integrates parallel colour descriptions which are logically represented. Section 5
introduces the advantage of this logical representation and the colour reasoner, that is, it

4from The New Britton and Brown Illustrated Flora of the Northeastern United States and Adjacent
Canada (Gleason 1963)

5from New Flora of the British Isles (Stace 1997)
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Figure 36.1: HSL Colour Model

supports range-based colour queries as well as term-based ones. Section 6 gives primary
experimental results and some discussions. Finally, Section 7 concludes this paper.

2 Logical representation of colour descriptions

Colour descriptions are built up by using basic colour terms, such as “red”, “blue” or “pur-
ple”, and one or two adjective modifiers, such as “pale” or “bright”, which are sometimes
used in larger constructions representing ranges, such as “pale lavender to blue to purple”.
In order to get more accurate semantics from colour descriptions, a proper quantitative
colour model has to be selected.

2.1 Colour model

In computer graphics and image processing, there are several colour representations using
a multi-dimensional colour space (XYZ, L*a*b*, L*u*v*, RGB, CMYK, YIQ, HSV, HSL,
etc.). Colours are quantified as points in those spaces. Research on linguistically naming
the physically represented colours has also been thoroughly investigated (Lammens 1994).

Compared to machine-oriented colour models, such as the RGB (Red Green Blue)
model, the psychologically based HSL (Hue Saturation Lightness) model is more accurate
among different colour notation systems,6 second only to natural language based system
(Berk, Brownston, and Kaufman 1982a). The HSL model was therefore chosen to model
basic colour terms quantitatively. Its colour space is a double cone, as shown in Figure 2.1.

In the HSL model, a colour is represented by three parameters:

• Hue - a measure of the colour tint, which is a circle ranging from 0 (red) to 16 (yellow)
to 33 (green) to 50 (cyan) to 66 (blue) to 83 (magenta) to 100 (red). The hue of 100
is the same as that of 0, i.e. red.

• Saturation - a measure of the amount of colour present. A saturation of 0 is a total
absence of colour (i.e. black, grey or white), a saturation of 100 is a pure colour tint.

6A colour notation system is a system that supports a programmer to specify a colour and also to
generate a colour close to the one he visualises.
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• Lightness (also Luminance or Luminosity) - the brightness of a colour. A lightness
of 0 is black, and 100 is white, between 0 and 100 are shades of grey. A lightness of
50 is used for generating a pure colour.

Each basic colour term corresponds to a small space in the double cone whose centre is
the particular point representing its HSL value, that is, instead of a point, a colour term
is represented by a cuboid space, defined by a range triplet (hueRange, saturationRange,
lightnessRange). For instance, “purple” initially corresponds to the HSL point (83, 50,
25), but is finally represented by the triplet (78-88, 47-52, 20-30).

2.2 Range-based representation for basic colour terms

3 Text processing of colour descriptions

Complex colour descriptions are normally built from several basic colour terms by certain
morpho-syntactic rules. In order to be represented correctly, a complex colour description
has to be analysed following similar rules.
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Colour Description pattern Frequency of occurrences Example
X 25.5% “orange”
A X 36.5% “pale blue”
X to Y (to Z...) 25.9% “white to pink to red to purple”
X-Y 19.9% “rose-pink”
X+ish(-)Y 13.2% “reddish-purple”
X(, Y) or Z 6.5% “white or violet
X(, Y), P Z 6.4% “reddish-purple, rarely white”
X/Y 4.6% “pink/white”
X, Y 2.8% “lavender, white-pink
X(, Y), and Z 2.3% “white and green”

Table 36.1: Colour description patterns and their relative frequencies of occurrences, where X,
Y and Z each represent a single colour term or a simpler colour phrase, A is an degree adjective
and P is a probability adverb.

Before processing texts, a linguistic analysis on 227 colour descriptions of 170 species
from five floras7 was carried out. Several patterns of colour descriptions and their relative
frequencies of occurrence in the data set are shown in Table 36.1. Table 36.2 gives the
syntax of colour descriptions.

From Table 36.1, we find that most patterns describe colour ranges which are built
from several atomic colour phrases, such as “X”, “X-Y” or “A X”. Thus text processing
follows these two steps:

1. Finding atomic colour phrases as basic colour spaces:

X : single colour space, i.e. (hueRange, satRange, ligRange);
A X : modifying the space of X according to the meaning of A, as shown in

Table 36.3. For example, “light blue” is represented as (61-71, 90-100,
65-75) where “blue” is (61-71, 90-100, 45-55).

2. Building up combined colour spaces.

From atomic colour phrases, combined colour spaces are built up by a colour reasoner,
according to the following morpho-syntactic rules:

• If basic colour terms are connected by a hyphen (“-”) or “to”, the final colour
space should be the whole range from the first colour to the last one. For
instance, “light blue to purple” should be the whole range from light blue to
purple, including any colour in between.

7They are Flora of the British Isles (Clapham, Tutin, and Moore. 1987), Flora Europaea (Tutin,
Heywood, Burges, Valentine, and Moore(eds) 1993), The New Britton and Brown Illustrated Flora of the
Northeastern United States and Adjacent Canada (Gleason 1963), New Flora of the British Isles (Stace
1997) and Gray’s Manual of Botany (Fernald 1950)
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Table 36.2: Syntax of colour descriptions

Adjective Meaning (from Merriam-Webster online dictionary) Operationg

strong high in chroma satRange + 20
pale deficient in chroma satRange - 20, ligRange + 20
bright of high saturation or brilliance satRange + 20, ligRange + 20
deep high in saturation and low in lightness satRange + 20, ligRange - 20
dull low in saturation and low in lightness satRange - 20, ligRange - 20
light medium in saturation and high in lightness satRange - 20, ligRange + 20
dark of low or very low lightness ligRange - 20

gReferring to the specifications from Colour Naming System (CNS) (Berk, Brownston, and Kaufman
1982b), saturation and lightness are each divided into 5 levels, which causes a range/ranges to change by
20 (100/5).

Table 36.3: Meanings of adjective modifiers and their corresponding operations on a colour
space.
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• If there is a colour term with the suffix “ish” before another colour term, the
final colour space is basically defined by the latter colour term which is called the
head colour, with some degree of deviation to the one with “ish” which is called
the modifier colour. For instance, “reddish-purple” means it is basically purple
(hue: 83) but reflecting some degree of red (hue: 100),8 so the final hue range
for “reddish-purple” is (83-91), whose centre is calculated by following formula:

• If basic colour terms are connected by a “or”, “and”, comma (“,”) or slash (“/”),
they are treated as separated colour spaces, that is, they are disjoint with each
other. For instance, “white, lilac or yellow” means that the colour of this flower
could be either white or lilac or yellow, not a colour in between.

Notice, “and” is treated as a disjunction symbol because, in floras, it normally
means several colours can be found in the same species, instead of indicating
a range by logical conjunction. For instance, flowers of species Rumex crispus
(Curled Dock) are described as “red and green”, which means flowers are either
red or green which may occur in the same plant, but it never means that one
flower is both red and green.

4 Integration of parallel colour descriptions

It is very common that the same species is described in several different floras, so parallel
colour descriptions of the same species’ flower can be found easily. Before integrating
parallel ones, following the morpho-syntactic rules, as stated in Section 3, each single
colour description is firstly transformed into one or more disjoint colour subspaces, and
then the corresponding logical representation of each colour subspace is generated in the
way described in Section 2.2.

After the logic transformation of each single description, integrating those colour rep-
resentations has to be very careful. They should be consistent with each other, because
they are actually describing the same object. Botanists have a standard naming system,
but it is common to find that they differ from each other for multiple reasons: different
times, different regions or different personal propensities.

Mixing the different descriptions without proper integration would produce redundancy
and less meaningful results. A simple conjunction would cause information loss. If some-
one says that a flower is “white” while another says it is “white or purplish, sometimes
yellow”, the result of normal logic conjunction is “white”—“purple” and “yellow” have to
be removed from the final results. Another logic operation, disjunction, does not work
well either. For example, there are two descriptions of the same flower: “reddish-purple,

8According to CNS specification(Berk, Brownston, and Kaufman 1982b), the suffix “ish” denotes a
quarterway hue.
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rarely white” and “white or purplish-red”. After logical transformation, we get two sepa-
rated colour spaces from each description. If we disjoin them, the final result is “white”
or “purplish-red” or “reddish-purple” (the other “white” is removed because two “white”s
are identical). The result is complete but obviously there is an overlap between “reddish-
purple” and “purplish-red”, which actually indicates that any colour between red and pur-
ple is possible in nature. A proper integration produces more meaningful results, rather
than keeping them disjoint.

Therefore, our colour reasoner integrates multiple colour descriptions based on this
principle: assuming information from different sources is correct but maybe incomplete,
the final results keep all possible colour spaces with possible combination. Because of this
hypothesis, different sources are never considered conflicting, only complementary.

Firstly, a proper distance measurement is chosen and the distances between each sub-
space are calculated. Based on their distances, our colour reasoner will combine several
subspaces if they are “close” enough, otherwise keep them separately. Thus, the final
results are one or more subspaces which as a whole cover exactly all the colour spaces
indicated by single descriptions while remove unnecessary redundancy.

5 Range-based colour query

A DL reasoner computes a class or subsumption hierarchy, ordering the most specific classes
at the bottom and the most general classes at the top of such a hierarchy. For example, we
have three classes “Flower1”, “Flower2” and “Flower3” which, respectively, have a colour
“Purple”, “Lilac” and “Lavender”. When we want to query which flowers are “Purple”,
we actually need the reasoner to find all subclasses of a particular class “PurpleFlower”,
a “Flower” which has a colour “Purple”. If “Lilac” and “Lavender” are subclasses of
“Purple”, then “Flower1”, “Flower2” and “Flower3” are subclasses of “PurpleFlower”.
Since those classes are explicitly defined, a current DL reasoner can return the correct
answer. This is what we called simple term-based query.

But this does not yet allow one to retrieve flowers which have colour “white to pur-
ple”, which is quite natural for the botanical purpose. Such queries are called range-based
queries. A simple solution would be to enumerate all colours between “White” and “Pur-
ple” explicitly. However, a complete enumeration of all possible combinations is impractical
with respect to the number of defined classes. And even if we could afford to enumerate
every subclass, how can we tell whether a class is between two classes? After all, ranges
are always cumbersome to represent in a logical way.

Since numbers naturally support ordering and ranging, our range-based colour repre-
sentation allows to query classes based on ranges. By using the methods stated in Section
2.2 and Section 3, we get a query colour space which represents the range from “White”
to “Purple”. If one colour space is contained by the query colour space by applying meth-
ods of range algebra,9 our reasoner can tell if this colour space is subsumed by the query

9http://www.mind-to-mind.com/library/papers/ara/core-range-algebra-03-2002.html
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colour space. Based on this subsumption result, the DL reasoner can carry on its normal
subsumption checking and give the final results.

For example, by comparing the colour spaces of “Lavender” and “Red” with the query
colour space “white to purple” respectively, our colour reasoner can tell the DL reasoner
that “lavender” is contained in the query space while “red ” is not. So every flower that
has “Lavender” colour will be added as a subclass of this query class by the DL reasoner,
which will be returned as final results for this range-based query.

6 Experiments and discussions

We chose 100 colour terms, which are commonly used in floras, as basic colour terms. By
referring to the X11 Colour Names,10 we got the RGB value of each basic term and then
converted it into an HSL value by certain conversion formula,11 and finally defined as ranges
in hue, saturation and lightness, as stated in Section 2.2. By using the method described
in Section 2.2 on the same data set for linguistical analysis, each colour description was
transformed into a logical representation. If more than one flora described the same species,
the integration approach as described in Section 4 was applied.

Let us have another look at the example introduced in Section 1. After logic trans-
formation and integration, the four colour descriptions fall into the following two colour
spaces: ((83-97), (12-100), (20-100)), which is a colour range between purple, red and pale
pink; and ((0-0), (0-0), (90-100)), which is actually white. The final logical representation
is shown as following:

Based on such a logic constraint of each species’ flower, a range-based query can be
implemented. More experiments on a larger data set will be carried out in the future. The
performance of more complicated queries will also be examined.

By integrating parallel colour descriptions of the same flower, the probability of a
flower having a particular colour can be calculated statistically, which is helpful to identify

10http://en.wikipedia.org/wiki/X11 Color Names
11http://en.wikipedia.org/wiki/HLS color space
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individuals in the field. But it is not yet possible to represent this information in our
ontology. Actually, this has been a problem with text processing before. There are many
descriptions with adverbs of quantification, such as “sometimes”, “rarely”, “often”, etc.,
which also indicate the probability of certain colours. Because current ontology languages
do not support the annotation of classes with probabilities, the probability aspect is ignored
in the text processing and the later integration. However, there are several attempts to
extend DL languages with fuzzy expressions (Tresp and Molitor 1998), (Straccia 2004),
which, in the future, may be used to enable our logic representation to capture more of
the original semantics implied by natural language.

7 Conclusion

Representing the semantics of information in natural language is an important feature in
many information integration systems. This paper is focusing on a logical representation
and integration of colour descriptions. On examination, integrating colour descriptions
turns out not to be a trivial problem, even in a limited domain. However on a closer
examination of the real data, we have found morpho-syntactic rules that enable us not
only to capture the semantics of a single colour description but also to integrate multiple
semantic references into a formal representation. By examining the data we have been able
to bring structure into what was an ill structured problem12 (Simon 1973). We expect other
similar areas, such as the integration of leaf descriptions, to yield to the same approach.

12When the goals of a problem are complex and sometimes ill defined, and when the very nature of
the problem is successively transformed in the course of exploration, such a problems is usually called ill
structured.
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