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What is R?

R is one of the most widely used non-commercial computing
environments for statistics.

R homepage: http://www.r-project.org.

R is free and open source.

You can load it for your own computer from CRAN:
http://cran.r-project.org/.

There are ready-to-use versions for Windows, Mac OS X and
Linux. Additionally, you can (try to) compile the source code
at least on Unix-like operating systems.



Strengths of R

Forte of R: statistical computing, statistical graphics.

The R system is based on some of the best available public
domain numerical libraries (LAPACK; random number
generators of R are also very good).

R is used by a huge and knowledgeble user base. Errors are
detected and corrected quickly.

It is easy to write your own R scripts, or collections of
functions, or packages and to share them with others.



Basic mode of operation

You give an expression on the command line and press Enter.

R evaluates the expression and (usually) prints its value.

Sometimes you are not interested in the value of the
expression but issue it for its side effects, e.g., to draw
graphics on the screen or to write data to a file.

Instead of typing the commands on the console, you often
type the commands into a file and then order R to execute
that file. (Or you use copy-paste.)

However, there are packages (at least Rcmdr) which provide a
point-and-click interface to a limited subset of R’s
functionality.



Disadvantages of R

It takes time and effort to learn to use R, because ...

... you need to know at least the rudiments of the R
programming language and know the names of at least tens of
functions.

The manuals of R are not intended for absolute beginners.
Besides the manuals, you can find course notes written by
various people on the Internet, and there are helpful books
available, too.

R is an interpreted language. Sometimes you develop a
complicated piece of R code and find out later that your code
executes too slowly. In such a case, it is possible to rewrite
critical parts of the R code in C or Fortran and link that to R.
This can make a big difference.



Some background

R is based on an earlier system called S, which was developed
in the late 1970’s (Becker, Chambers).

S then developed to the commercial system S-PLUS.

R implements a dialect of the S language.

The source code of R was made public in 1995 (R. Ihaka, R.
Gentleman).

The current version (as of Oct 26, 2009) is R-2.10.0. New
versions are published regularly.

The development of the core of R is controlled by the R Core
Team which consists of about 20 people.

There are thousands of R packages which you can load from
the Internet. These contributed packages are, however, of
variable quality.



Resources for the newcomer

Online help.

The manuals are online.

You can find sets of lecture notes on the Internet for free.

There are lots of books available: see R project homepage for
a comprehensive list.
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Before we start:

Create a directory (MS-speak: folder) to hold the course
material.

Open an Internet browser and copy scripts written in the R
language from the page,
http://www.rni.helsinki.fi/∼pek/r-koulutus-09/
Open R.

Once in R, change its working directory so that it is the place
where you keep the course material.

Important: always make sure that R’s working directory is
sensible.



Rudiments of R language

R is object-oriented: everything is an object and belongs to
some class.

Some of the important data types are vectors, matrices, lists,
and data frames.

R is a functional language: every calculation is performed by
applying some function to its arguments.

You should understand the structure of function calls.
Study help pages of functions in order to use them properly.

Some functions are generic. This influences how you find the
relevant help page.



Reading and writing data

Reading data to a data frame: read.table().

Variants: read.csv(), read.csv2(), read.delim(),
read.delim2().

Writing a data frame to a file: write.table()

Reading data from Excell: write the data first in a format (say,
*.csv) which R can read with read.table() or its variants.

Writing and reading binary data: save() and load().



Exploring data loaded in R

First try str(), dim() and summary() on the data frame to
find out about the contents and size of data.

In model fitting, it is very important that categorical variables
are coded as factors. Check this with str() or summary()!

Tabulation by the levels of one (or more) factors: table(f1),
table(f1, f2).

Create a table of the value of some function (here mean()) on
subgrops of the data vector x defined by the levels of a factor
f: tapply(x, f, mean)



Graphics

There are many mutually incompatible graphics subsystems in
R. The two most common of them are called traditional
graphics and lattice graphics. We cover only traditional
graphics.

High level graphics functions create a complete plot, including
axis limits, axis labels etc. Example: plot() creates points
plots or line plots (and more).

Low level graphics functions add graphical items on an
existing plot. Examples: lines() adds connected line
segments, points() adds points, abline() adds a line
defined by its parameters.



plot()

plot(x,y): a point plot. Specify the plotting symbol with
parameter pch = val. See ?points for the possible values.

plot(x, y, type = ’l’): a line plot. Specify the line type
with parameter lty = val. See ?lines for the possible
values.

Specify the color with argument col = val.

Specifying a main title, axis labels, axis limits and so on:
plot(x, y, type = ’l’, xlim = c(0, 1), ylim =
(-2, 2), main = ’Main title’, xlab = ’x-axis
label’, ylab = ’y-axis label’, col = ’red’, lty =
2)



par()

You set or query the values of important graphics parameters with
par(). Examples:

op <- par(mfrow = c(2, 3)): produce a page with a
layout of 2 rows and 3 columns. Each high level plot now
occupies one of the subplots. (See also mfcol in ?par).

op <- par(mar = c(3, 3, 1, 1)): reduce the size of
margins from their default values. (This is useful if you want
to produce a small figure for inclusion in a report.)

par(op): restoring the original values of the graphics
parameters (saved in op).



Writing graphics to a file

Often you want to save your graphics to a file for later inclusion in
a document. First open an appropriate graphics device, and then
produce the graphics.

pdf(’filename.pdf’, width = 5, height = 6)
plot(x, y) # graphics goes to the file
dev.off() # graphics goes to the graphics window again.

You can also save the graphics from File menu of the graphics
window, but then you have less control over the result.



t-tests and t-confidence intervals

Consider a normally distributed population, whose expected
value and variance are both unknown.

N(µ, σ2) denotes normal distribution with expected value µ
and variance σ2. Here σ > 0 is the standard deviation.

Statistical model:

Yi ∼ N(µ, σ2), i = 1, . . . , n

independently, where µ and σ are unknown parameters.

Observations y1, . . . , yn are thought to be the values of the
random variables Y1, . . . ,Yn.



The t-statistic

Suppose that we test the null hypothesis that the value of µ is
equal to a given numeric value µ0 (say, µ0 = 0).

The t test and t confidence interval are based on the statistic

(ȳ − µ0)/ SE(ȳ)

where ȳ is the mean of the observations, and SE(ȳ) is the
standard error of the mean (i.e., estimate of the standard
deviation of the mean).

If the null hypothesis holds, then the random variable
corresponding to the test statistic has the t distribution with
n − 1 degrees of freedom.

This is why these tests and confidence intervals are called
t-tests and t-confidence intervals.



t.test()

This function calculates a confidence interval for µ.

It also calculates p-value for testing the null hypothesis
H0 : µ = µ0, where the default value for µ0 is zero.

If you need a binary decision (accept H0 vs. reject H0) you
compare the p-value with your significance level.



Confidence interval, CI

A 95 % confidence interval (CI) for µ is of the form

[L(yobs),R(yobs)]

where yobs is the observed data (y1, . . . , yn) and L() and R()
are functions calculating the left-hand and right-hand
endpoints.

In order to have a 95 % percent CI, we should have

P(L(Y ) ≤ µ ≤ R(Y )) = 0.95,

where Y is random data (Y1, . . . ,Yn) coming from the normal
population N(µ, σ2).

Here 0.95 or 95 % (default in R) is called the confidence level.

To specify other confidence levels, use argument conf.level.



p-value

p-value is

P(T (Y ) is more extreme than T (yobs) | Y follows H0),

where

yobs is the observed data (y1, . . . , yn);

T (yobs) is the observed value of the test statistic;

Y = (Y1, . . . ,Yn) is random data distributed according to the
null hypothesis;

T (Y ) is the value of the test statistic for Y ;

“more extreme” means greater than (for the t statistic).

Small p-value provides evidence against the null hypothesis.



Other tests

t.test() can perform also two-sample t tests and paired t
tests.

wilcox.test() performs the one-sample or two-sample
Wilcoxon signed rank tests, which are nonparametric
alternatives to t tests.

prop.test() calculates CIs and tests hypothesis concerning
proportions.

fisher.test() performs Fisher’s exact test for 2× 2
contingency tables.

chisq.test() has many uses:

testing goodness of fit: whether the data comes from a
specified distribution
testing whether two row and column classification criteria of a
contingency table are independent



Simple linear regression

Data consists of pairs (x1, y1), . . . , (xn, yn). Here xi is called
the covariate, the predictor, the independent variable, or the
explanatory variable; yi is the response or the dependent
variable.

The model is

Yi = α + β xi + εi , i = 1, . . . , n,

where the error random variables εi ∼ N(0, σ2) independently.

We know the values of the covariates, and we have observed
the values of the response random variables Yi . The yi is the
observed value of Yi .

The intercept α and the slope β as well as the error variance
σ2 are unknown parameters. Here α and β can be called
coefficients.



Fitting the model with lm()

Suppose d is a data frame which contains the covariates in
variable x and the responses in variable y.

m <- lm(y ∼ x, data = d) then fits the simple linear
model.

The argument y ∼ x is a model formula, where the tilde can
be read as “is described by” or “is modeled by”.

We could have more than one numerical covariate, say x1 and
x2. Then the formula y ∼ x1 + x2 would mean a linear
model with an intercept and two slopes β1 and β2: one for
covariate x1 and the other for x2.

We extract information from the fitted model object m by
applying extractor functions. The most useful of them is
summary().



summary()

When m is a linear model object, then summary(m) shows, among
other things,

Estimate of the σ parameter (residual standard error).

Point estimates for the coefficients (intercept and slope(s)).

The intercept is labeled as (Intercept) and the slope
corresponding to a covariate is labeled with the name of the
covariate.

Standard errors for the coefficients (i.e., estimates for their
standard deviations).

For each of the coefficients, the t-test statistic and p-value
corresponding to the null hypothesis

this coefficent is zero



Testing the coefficients of a linear model

Tests on the slope parameters are meaningful: if some slope
parameter is truly zero, then the corresponding covariate can
be omitted from the model.

However, testing whether the intercept parameter is zero is
often not meaningful. Here we ask whether the expected
response corresponding to the value zero for the covariates is
equal to zero. The value zero for the covariates is often highly
atypical (unless the covariates have been centered before
fitting the model).



Prediction

To predict values for the response at a new value for the
covariate, use predict(). You can ask for either point
predictions or intervals.

Model the new response as Y ∗ = α + β x∗ + ε∗. Here x∗ is
the new covariate, α and β are the same coefficients as in the
observation model, and ε∗ ∼ N(0, σ2) is a new error variable
independent of the observation errors, but having the same
variance as the observation errors.

Prediction intervals are tricky, since you can ask for either

a confidence interval for the expected response α+ β x∗ at the
given value x∗ of the covariate; this can also be called a
confidence interval for the regression line at x∗;
a prediction band for the new observation, which also takes
into account the uncertainty brought by ε∗.

The prediction band is wider of the two intervals.



Using predict()

Fit the linear model using the observed data. Denote the
resulting model object by m.

Form a new data frame, say newdata, where you have the
same variable(s) which you used as explanatory variables for
the linear model (but no response variable). Store the new
values of the covariates in this new data frame.

predict(m, newdata) calculates point predictions.

predict(m, newdata, interval = ’confidence’)
calculates confidence intervals for the regression line.

predict(m, newdata, interval = ’prediction’)
calulates prediction intervals for new observations at the given
values of the covarite(s).



Linear regression: more than one covariate

These models are fitted with lm() as well:

lm(formula, [data = d])

We can include transformations and use functions of the
covariates as predictors.

Some arithmetical operators have special meanings in model
formulas. In order to use them in the arithmetical meaning,
we sometimes have to protect the expression using the
operator I()



Examples of model formulae

stretch ∼ distance
describe stretch with a linear function of distance,
including an intercept.

stretch ∼ distance - 1
do not include an intercept

sr ∼ pop15 + pop75 + dpi + ddpi
describe sr with a linear function of the covariates pop15,
. . . , ddpi. This model contains five coefficients (intercept and
four slopes) and the error variance.

log(Strength) ∼ I(1 / Time)
model log of Strength by the function α + β/Time. Here we
need to protect the formula 1 / Time so that it is interpreted
as an arithmetic expression.



Linear models in matrix notation

All linear models can be written in the form

Y = Xβ + ε.

Y is a random vector of responses,

X is model matrix (design matrix), (extract it with
model.matrix())

β is vector of coefficients,

ε is a random vector of errors.

In our models, the components ε1, . . . , εn of ε are independent and
have normal distribution N(0, σ2).
The normal equations for coefficient estimates are

(X T X ) β̂ = X T Y



Comparing two nested linear models

We want to compare the original linear model (full model)
with a reduced model (null model), which is a special case of
the full model.

We assume that the full model is true, i.e.,

Y = Xβ + ε.

The restricted model (null model) can be described by linear
restrictions for the coefficients,

H0 : Rβ = β0

where R is a given matrix and β0 a given vector, usually the
zero vector. E.g., the null model could state that all the
slopes are zero. (This test is part of summary(m))

The null hypothesis H0 is tested with the F test.



F-test in R

Fit the full model, producing model object m1.

Fit the reduced (null) model, producing model object m0.

Inspect anova(m0, m1).

Note: use model formulas to specify the two models.

R extracts the necessary information from the model objects.
It is your responsibility to make sure that the reduced model is
a linear submodel of the full model. (R does not attempt to
check it.)



Model assumptions

There are lot of model assumptions built in a linear model:

normality of errors

homogeneity of variance (homoscedasticity)

correct specification of regression function (expected value of
response as a function of the covariate).

fixed and known covariates

independence



Checking model assumptions for linear models

You can check some of the model assumptions by data
analysis, some of them you cannot.

What to do if the assumptions are violated? That depends on
the purpose of the model building exercise.

It is usually OK to violate one or two of the assumptions to a
small degree.
If you have serious violations, reject the current model, and
build a new one.



Checking normality of errors

If you have multiple observations at each distinct value of the
covariate(s), inspect the distribution of the corresponding
responses: histograms, box plots, QQ-plots.

Otherwise, fit the model and then do the same tricks with the
residuals. (This works provided the model is grossly OK.)

The residuals (actual response minus the fitted value) are our
best guesses for the values of the error random variables.

Small violations of normality are usually OK.

Otherwise, consider transformations or change the model type
(e.g., GLM instead of a linear model).



Checking homogeneity of error variance

If you have multiple observations at each distinct value of the
covariate(s), compare the distributions of the responses at
each distinct value of the covariate(s): draw histograms, box
plots. The distributions should differ only by a shift of
location.

Otherwise, fit the model and look at residual plots. Residual
plots for good models do not show any obvious pattern.

Small amount of heteroscedasticity is probably OK.

If you have a gross violation, consider variance stabilizing
transformations, or try to model the heteroscedasticity.



Common forms of residual plots

residuals against fitted values

residuals against each of the explanatory variables included in
the model

residuals against each of the explanatory variables which
might be important but which are not included in the model



Checking the structury of regression function

This is easy, if there is just a single explanatory variable. Plot
Y against X and look for obvious deviations from a straight
line.

In more complicated situations you just try to detect trends in
residual plots.

What to do if you detect a violation? Include polynomial
terms, interactions, try transformations.



Checking whether covariates are known without error and
fixed rather than random

This you cannot check with data analysis.

You must understand how the covariates are measured. Small
measurement errors are probably OK. Large ones invalidate
the linear model.

In observational studies you have no control over the values of
the covariates. Then they are not fixed, but really values of
random variables. You can still fit a linear model, but then
your conclusions are valid only conditionally on the realized
values of the covariates.



Checking independence

The erros at xi and xj should be independent, when i 6= j .

You can detect obvious cases of non-independence with data
analysis, e.g., from trends in residual plots.

Example: if you fit a straight line but the there is a clear
non-linear pattern between X and Y, then you will see a
pattern when you plot the residuals against X.

In more subtle cases, you can only check the independence
assumptions based on your understanding on how the data are
gathered.



Diagnostic plots with plot(m)

One quick visual check for some of the model assumptions:
look at the diagnostic plots produced by plot(m) where m is
the model object resulting from the fit.

The first two plots of the four are the easiest to understand.

The first plot shows residuals against fitted values.

The second plot shows a quantile-quantile plot of the residuals
(as compared to quantiles of the normal distribution). The
points should fall approximately on a straight line, since the
errors should be normally distributed (and residuals are our
best guesses for the errors).

You can draw other kinds of diagnostic plots yourself.



What to do if there is a problem:

consider transformations and more complicated explanatory
variables: polynomials, interactions;

consider other types of models such as generalized linear
models (GLMs) and mixed effects models.



Using factors as covariates

You can have categorical variables (nominal variables) as
explanatory variables.

Important: in R, code the explanatary variables as factors
before fitting a model.

Suppose f is a factor and y a numeric vector. Then y ∼ f
means a one-way analysis of variance model, or ANOVA
model.

If there are two factors, f1 and f2, then y ∼ f1 + f2 is a
two-way analysis of variance model, etc.

If f is a factor and x is a numeric vector, then y ∼ f + x is
an analysis of covariance model.

R forms the model matrices automatically. Sometimes you
must inspecet them to understand how R parametrizes the
model.



ANOVA: factor as a covariate

The one-way ANOVA model can be written, using a single index,
as follows.

Yi = µ+ βf (i) + εi , i = 1, . . . , n

The error variables are independent N(0, σ2). This is a useful point
of view for understanding what R does, since the responses are
stored in a single vector, anyway.
The one-way ANOVA model is usually written using two indices,
however,

Yij = µ+ βi + εij , i = 1, . . . , k , j = 1, . . . , ni .

Here there are k groups with ni observations in the ith group.



An overparametrized model

Suppose there are two groups and that we have first n1 = 2
observations from group one and then n2 = 2 observations
from group two. If the components of the coefficient vector
are (µ, β1, β2), then the model matrix is

X =


1 1 0
1 1 0
1 0 1
1 0 1


This model matrix is not of full rank, since its first column is
the sum of the two last columns.

This model is overparametrized: the normal equations have an
infinite number of solutions.

In this parametrization, only some linear combinations of the
coefficients are estimable.



How lm() parametrizes the model

lm() produces model matrices of full rank. For the ANOVA
model, it chooses

X =


1 0
1 0
1 1
1 1


which corresponds to choosing the coefficient vector to be (µ, β2).
This model matrix is of full rank, and the normal equations have a
unique solution. All linear functions of these parameters are
estimable.



Logistic regression for binomial responses

The logit function is the logarithm of the odds,

logit(p) = log
p

1− p
, 0 < p < 1.

The logit function maps the interval (0, 1) to the whole real
line. Its inverse function is

invlogit(u) =
eu

1 + eu
=

1

1 + e−u
, −∞ < u <∞.

Basic idea: model the dependence of an unknown probability
p on the covariates x1, . . . , xk using the logit scale,

logit(p) = β0 + β1 x1 + · · ·+ βk xk



Logistic regression with one covariate

Data: (x1,m1, y1), . . . , (xn,mn, yn), where

xi is the covariate,
mi is the number of attempts,
yi is the number of successes.

Denote by Bin(m, p) the binomial distribution corresponding
to sample size m and success probability p.

Model: Yi ∼ Bin(mi , pi ) (independently) where
logit(pi ) = α + β xi . The yi :s are the observed values of the
random variables Yi .

This is a special case of a generalized linear model (GLM). In
R, such models can be fitted with the function glm().

Example: space shuttle Challenger disaster.



Linear mixed models

Model is
Y = Xβ + Zu + ε,

where

Y is a vector of responses, which we have observed

X is a design matrix for the fixed effects

β is an unknown coefficient vector (fixed effects)

u is a vector of random effects

Z is an incidence matrix (design matrix) for the random
effects

ε is a vector of error variables.

We assume multivariate normal distributions for u and ε, e.g.,

u ∼ N(0, σ2
aA), ε ∼ N(0, σ2

e I ),

where A is a known matrix and the variance components σ2
a and

σ2
e are unknown.



Linear mixed models in R

You can specify and fit certain types of linear mixed models
very conveniently using the function lme() from package
nlme. Load the package with library(nlme). Consult book
Pinheiro and Bates for full details.

Newer library: lme4 and the function lmer().

These functions are not suited for specifying linear mixed
models arising from animal models which incorporate
complicated pedigrees. For these, set up Henderson’s mixed
model equations and solve them. See, e.g., lecture notes by
prof. Schaeffer.



Model selection criteria

If you have nested linear models, compare the models with a F
test.

If you have nested models (one model is a special case of the
other), you can use a likelihood ratio test (LRT). This is valid
under certain assumptions, and the justification for the test is
asymptotic (large sample size).

You can compare different kinds of models with information
criteria such as AIC (Akaike information criterion) and BIC
(Schwartz’s Bayesian information criterion). Also these
require assumptions and the theory makes use of rather subtle
asymptotic considerations.

You can compare regression models using cross-validation.



LRT statistic for nested models

The LRT statistic is

2[log(L2)− log(L1)],

where log(L2) is the maximized log-likelihood from the more
general model, and log(L1) is the maximized log-likelihood
from the restricted model.

Under certain assumptions, the large sample distribution of
the LRT statistic is χ2 with k2 − k1 degrees of freedom, where
ki is the number of parameters in model i .

An important assumption: the parameter of the restricted
model should not be at the boundary of the parameter space
of the more general model. This assumption is violated, if you
compare a mixed linear model with the corresponding linear
model which only incorporates the fixed effects, but see
Section 2.4 of Pinheiro and Bates.



LRT in R

In R, you get the log-likelihood of a fitted model m with
logLik(m).

For certain types of models, anova(m1, m2) calculates the
LRT statistic and its p value.



AIC and BIC

AIC (Akaike information criterion) is

AIC = −2logLik + 2p

where logLik is the maximized log-likelihood value for the
model, and p is the number of parameters in the model.

BIC (Schwartz’s Bayesian information criterion) is

BIC = −2logLik + p log(n),

where n is the number of observations.

For AIC and BIC, smaller is better.



AIC in R

In R, you calculate AIC with AIC(m), where m is the fitted
model.

You can calculate also BIC with function AIC().

Beware: for certain types of models it is conventional to leave
out some constants from AIC. You should check this
manually, before you try to compare different model types for
the same data.

For some types of models, anova(m0, m1) shows also AIC
and BIC.

For linear and related models, you can assess the effect of
dropping each of the terms from the model formula by
drop1(m).

For linear models, you can try step() for selecting a good
model based on AIC.


	What is R?
	Rudiments of R language
	Reading and writing data
	Graphics
	Tests and CI's
	Introducing linear regression
	Linear models
	Checking model assumptions
	Linear models containing factors
	Logistic regression
	Linear mixed models
	Model comparison

