
Appendix A

Probability distributions

This appendix contains a summary of certain common distributions. Each dis-
tribution has a symbol, and depends on a number of parameters. We use the
symbol of the distribution to denote its probability mass function (pmf) or prob-
ability density function (pdf) writing the argument on the left-hand side of the
vertical bar, and the parameters on its right-hand side. For instance, the bi-
nomial distribution with sample size parameter n and probability parameter p
is denoted Bin(n, p), and its pmf at argument x is denoted Bin(x | n, p). The
normal distribution with mean µ and variance σ2 is denoted N(µ, σ2), and its
pdf at x is denoted by N(x | µ, σ2). Notice that different authors and differ-
ent computing environments use different parametrizations for the distributions.
We illustrate the distributions using the R language.

A.1 Probability distributions in the R language

R is an open-source general purpose statistical package, where one uses the R
language. It is very handy for experimenting with various distributions.

The R language has available facilities for calculating the density function,
the distribution function, the quantile function and for simulating the distri-
bution for a wide variety of univariate distributions. For a discrete distribu-
tion, density function means the probability mass function. The values of the
functions are calculated by calling functions, which all have the same naming
conventions. Each built-in distribution of the R language has an R name, which
is an abbreviation of the name of the distribution. For each R name name, there
are four functions:

• dname calculates the density,

• pname calculates the distribution function,

• qname calculates the quantile function,

• rname simulates the distribution.

E.g., the univariate normal distribution has the R name norm, so R has the
functions dnorm, pnorm, qnorm and rnorm. For the uniform distribution on an
interval, the R name is unif and R has the functions dunif, punif, qunif and
runif, and so on for other distributions.
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The R names for some standard univariate discrete distributions are

binom, nbinom, pois, geom, hyper.

The R names for some standard univariate continuous distributions are

unif, norm, lnorm, chisq, t, f, exp, gamma, weibull, cauchy, beta.

You can read the documentation of the functions, e.g., by giving the command
?dname, where name is the R name of the distribution. The you can find out how
R parametrizes the distributions. In R, the parameters of functions can have
default values, and you do not need to give those function parameters, whose
default values are what you want.

The support for multivariate distributions is not as systematic as for univari-
ate distributions. For many multivariate distributions there are only functions
for calulating its pdf/pmf and for drawing random values from it. For some
multivariate distributions a function is available for calculating the multivari-
ate cumulative distribution function. Notice that the quantile function is only
defined for univariate distributions.

A.2 Gamma and beta functions

Gamma and beta functions are special functions which are needed for the nor-
malizing constants of some of the standard distributions.

Gamma function can be defined by the integral

Γ(z) =
∫ ∞

0

xz−1e−x dx, z > 0.

It satisifies the functional equation

Γ(z + 1) = z Γ(z), for all z > 0,

and besides Γ(1) = 1, from which it follows that

Γ(n) = (n− 1)!, when n = 1, 2, 3, . . . .

Therefore the gamma function is a generalization of the factorial. The
value of, Γ(z) for half-integer arguments can be calculated using its func-
tional equation and the value Γ( 1

2 ) =
√
π.

Evaluating Γ(z) with R:
gamma(z)

Evaluating ln(Γ(z)) with R:

lgamma(z)

Beta function can be defined by the integral

B(a, b) =
∫ 1

0

ua−1(1− u)b−1 du, a, b > 0.
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It has the following connection with the gamma function,

B(a, b) =
Γ(a)Γ(b)
Γ(a+ b)

.

Evaluating B(a, b) with R:
beta(a, b)

Evaluating ln(B(a, b)) with R:

lbeta(a, b)

A.3 Univariate discrete distributions

Binomial distribution Bin(n, p), n positive integer, 0 ≤ p ≤ 1, has pmf

Bin(x | n, p) =
(
n

x

)
px(1− p)n−x, x = 0, 1, . . . , n.

Evaluating Bin(x | n, p) and simulating k independent draws from Bin(n, p):

dbinom(x, n, p)
rbinom(k, n, p)

Geometric distribution Geom(p) with probability parameter 0 < p < 1 has
pmf

Geom(x | p) = p (1− p)x, x = 0, 1, 2, . . .

Evaluating Geom(x | p) and simulating n independent draws from Geom(p):

dgeom(x, p)
rgeom(n, p)

Negative binomial distribution NegBin(r, p) with “size” parameter r > 0 and
probability parameter 0 < p < 1 has pmf

NegBin(x | r, p) =
Γ(r + x)
Γ(r)x!

pr (1− p)x, x = 0, 1, 2, . . .

Evaluating NegBin(x | r, p) and simulating n independent draws from
NegBin(r, p):

dnbinom(x, r, p)
rnbinom(n, r, p)

Geometric distribution Geom(p) is the same as NegBin(1, p).

Poisson distribution Poi(θ) with parameter θ > 0 has pmf

Poi(x | θ) = e−θ
θx

x!
, x = 0, 1, 2, . . .

Evaluating Poi(x | θ) and simulating n independent draws from Poi(θ):

dpois(x, theta)
rpois(n, theta)
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A.4 Univariate continuous distributions

Beta distribution Be(a, b) with parameters a > 0, b > 0 has pdf

Be(x | a, b) =
1

B(a, b)
xa−1(1− x)b−1, 0 < x < 1.

B(a, b) is the beta function with arguments a and b. Evaluating Be(x | a, b)
and simulating n independent draws from Be(a, b):

dbeta(x, a, b)
rbeta(n, a, b)

Cauchy distribution Cau(µ, σ) with location parameter µ and scale parameter
σ > 0 has the pdf

Cau(x | µ, σ) =
1

σπ
(

1 + (x−µ)2

σ2

) .
Cauchy distribution is the same as the t distribution with one degree of
freedom. Evaluating Cau(x | µ, σ) and simulating n independent draws
from Cau(µ, σ):

dcauchy(x, mu, sigma)
rcauchy(n, mu, sigma)

Chi squared distribution χ2
ν with ν > 0 degrees of freedom is the same as the

gamma distribution

Gam(
ν

2
,

1
2

).

The R name is chisq.

Exponential distribution Exp(λ) with rate λ > 0 has pdf

Exp(x | λ) = λ e−λx, x > 0.

Evaluating Exp(x | λ) and simulating n independent draws from Exp(λ):

dexp(x, lambda)
rexp(n, lambda)

Gamma distribution Gam(a, b) with parameters a > 0, b > 0 has pdf

Gam(x | a, b) =
ba

Γ(a)
xa−1e−bx, x > 0.

Γ(a) is the gamma function. Evaluating Gam(x | a, b) and simulating n
independent draws from Gam(a, b):

dgamma(x, a, b)
rgamma(n, a, b)
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Generalized gamma distribution with parameters a, b > 0 and r 6= 0 has pdf

f(x | a, b, r) =
rb

Γ(a)
(bx)ra−1 exp(−(bx)r), x > 0.

This is the distribution of X = Y 1/r/b when Y ∼ Gam(a, 1). (Here
Y = (bX)r.)

Normal distribution N(µ, σ2) with mean µ and variance σ2 > 0 has pdf

N(x | µ, σ2) =
1

σ
√

2π
exp

(
−1

2
(x− µ)2

σ2

)
.

Notice that R parametrizes the normal distribution by the mean and the
standard deviation (square root of variance). Evaluating N(x | µ, σ2) and
simulating n independent draws from N(µ, σ2):

dnorm(x, mu, sigma)
rnorm(n, mu, sigma)

Student’s t distribution t(ν, µ, σ) with ν > 0 degrees of freedom, location µ
and scale parameter σ > 0 has pdf

t(x | ν, µ, σ) =
Γ((ν + 1)/2)
σ
√
πν Γ(ν/2)

(
1 +

1
ν

(x− µ)2

σ2

)−(ν+1)/2

.

t(ν) or tν is short for t(ν, 0, 1). Evaluating t(x | ν) = t(x | ν, 0, 1) in R:

dt(x, nu)

Evaluating t(x | ν, µ, σ) and simulating n independent draws from t(ν, µ, σ):

dt((x− mu)/sigma, nu)/sigma
mu + sigma ∗ rt(n, nu)

Representation as a scale mixture of normals: if ν > 0 and Y ∼ Gam(ν/2, ν/2)
and [X | Y = y] ∼ N(0, 1/y), then X ∼ t(ν).

Uniform distribution Uni(a, b) on the interval (a, b), where a < b, has pdf

Uni(x | a, b) =
1

b− a
, a < x < b.

Evaluating Uni(x | a, b) and simulating n independent draws from Uni(a, b):

dunif(x, a, b)
runif(n, a, b)

Weibull distribution Weib(α, σ) with shape parameter α > 0 and scale param-
eter β > 0 has pdf

Weib(x | α, β) =
α

β

(
x

β

)α−1

exp
(
−
(
x

β

)α)
, x > 0.

Evaluating Weib(x | α, β) and simulating n independent draws from Weib(α, β):

dweibull(x, alpha, beta)
rweibull(n, alpha, beta)
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A.5 Multivariate discrete distributions

Multinomial distribution Mult(n, (p1, p2, . . . , pk)) with sample size n and prob-
ability vector parameter (p1, . . . , pk) has pmf

Mult(x1, . . . , xk | n, (p1, . . . , pk)) =
n!∏k
i=1 xi!

k∏
j=1

p
xj

j ,

when x1, . . . , xk ≥ 0 are integers summing to n (and the pmf is zero
otherwise). Evaluating Mult(x1, . . . , xk | n, (p1, . . . , pk)) in R, when x is a
k-vector containing the components xi and p is a k-vector containing the
components pi (p need not be normalized):

dmultinom(x, p)

Simulating m independent draws from the distribution: the call

rmultinom(m, size = n, p)

returns a k ×m matrix whose column vectors are the simulated draws.

A.6 Multivariate continuous distributions

Dirichlet distribution Dir(a1, . . . , ad+1) with parameters a1, . . . , ad+1 > 0 is
the d-dimensional distribution with the pdf

Dir(x | a) = Dir(x | a1, . . . , ad+1) =
Γ(a1 + · · ·+ ad+1)
Γ(a1) · · ·Γ(ad+1)

xa1−1
1 xa2−1

2 . . . xad−1
d (1− x1 − x2 − · · · − xd)ad+1−1,

when
x1, . . . , xd > 0, and x1 + · · ·+ xd < 1,

and zero otherwise. Notice that Dir(a1, a2) is the same as the beta distri-
bution Be(a1, a2). Evaluation of the pdf in R is easy to program; generat-
ing random draws can be accomplished by generating d + 1 independent
gamma variates Yi ∼ Gam(ai, 1), and then calculating Xi = Yi/S, where
S is the sum S = Y1 + · · ·+Yd+1. Such random draws could be simulated
as follows in R,

d1 <- length(a)
y <- matrix(rgamma(d1 * n, a), ncol = d1, byrow = TRUE)
x <- sweep(y, 1, rowSums(y), FUN = '/')

the draws are now row vectors of matrix x[ ,1:d] (the last column of the
matrix x should be deleted).

Multivariate normal distribution (in d dimensions), Nd(µ,Σ) with mean vec-
tor µ ∈ Rd and covariance matrix Σ (a symmetric, positive definite d× d
matrix) has pdf

Nd(x | µ,Σ) = (2π)−d/2(det Σ)−1/2 exp
(
−1

2
(x− µ)TΣ−1(x− µ)

)
.
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In terms of the mean vector and the precision matrix Q = Σ−1, the pdf is
given by

Nd(x | µ,Q−1) = (2π)−d/2(detQ)1/2 exp
(
−1

2
(x− µ)TQ(x− µ)

)
.

Evaluating Nd(x | µ,Σ) in R using the library mnormt (which may have
to be installed first):

library(mnormt)
dmnorm(x, mu, Sigma)

Above, x may be a matrix and then the x-vectors have to be given as row
vectors of the matrix. Simulating n independent draws from Nd(µ,Σ):
the call

rmnorm(n, mu, Sigma)

returns a n× d matrix whose row vectors are the simulated draws (using
the library mnormt). Alternatively, the draws can be simulated with the
function mvrnorm from library MASS. It is also possible to compute the
Cholesky factor of the covariance matrix first and then produce simulations
using d independent draws form the univariate standard normal.

Multivariate t distribution (in d dimensions), td(ν, µ,Σ) with ν > 0 degrees
of freedom, location parameter µ ∈ Rd and dispersion parameter Σ (a
symmetric, positive definite d× d matrix) has pdf

td(x | ν, µ,Σ) =
Γ((ν + d)/2)

νd/2 πd/2 Γ(ν/2)
(det Σ)−1/2

(
1 +

1
ν

(x− µ)TΣ−1(x− µ)
)−(ν+d)/2

Evaluating td(x | ν, µ,Σ) in R using the library mnormt (which may have
to be installed first):

library(mnormt)
dmt(x, nu, mu, Sigma)

Above, x may be a matrix and then the x-vectors have to be given as row
vectors of the matrix. Simulating n independent draws from td(ν, µ,Σ):
the function

rmt(n, nu, mu, Sigma)

returns a n× d matrix whose row vectors are the simulated draws (using
the library mnormt).

Multivariate t can also be simulated using the mixture representation

X | Y ∼ N(µ,
1
Y

Σ), where Y ∼ Gam(ν/2, ν/2).
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Appendix B

R tools

B.1 Simulating a discrete distribution with a fi-
nite range

Suppose w = (w1, w2, . . . , wk) is a vector of nonnegative numbers stored in the
variable w. One can simulate an i.i.d. sample of size n from the corresponding
pmf with probabilities

pi =
wi∑k
j=1 wj

, i = 1, . . . , k

with the following call

x <- sample(1:k, size = n, prob = w, replace = TRUE)

See the documentation of sample for the details. Notice that the default value
of the argument replace is FALSE, and this corresponds to sampling without
replacement. The specifaction replace = TRUE yields an i.i.d. sample.

In the following example we draw a sample and calculate the frequencies of
the sample.

> n <- 100

> w <- c(2, 3, 5)

> x <- sample(1:3, size = n, prob = w, replace = TRUE)

> table(x)

x
1 2 3
26 20 54

If one only needs to simulate the frequencies, not each individual draw, then
this can be achieved directly with the call rmultinom(1, n, prob = w).

B.2 Combining the histogram and the pdf

When we have a sample from some known continuous distribution, we can plot
both the histogram of the sample and the pdf of the distribution in the same
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Figure B.1: (a) Probability density function and a probability density histogram,
(b) kernel density estimate. The estimates are based on a sample of size n = 200
from the standard normal distribution.

figure. In order to have a meaningful comparison between the two results, it is
necessary to use a version of the histogram which is normalized to have total
area of one (probability density histogram), instead of the ordinary frequency
histogram. The R function hist with argument freq = FALSE plots a probabil-
ity density histogram. Also the truehist function of the MASS library does the
same. In the following example we draw a histogram of values simulated from
the N(0, 1) distribution and plot the pdf of the distribution in the same figure.
We set the axis limits in the call of hist so that both plots fit nicely in the same
figure. Finding proper axis limits may require trial and error. Additionally, we
specify that the number of histogram bins should be determined using Scott’s
rule instead of the default Sturges’ rule (which usually selects too few bins when
the sample size is large).

We can visualize the indivdual sample points with a rug plot. Instead of
the histogram, one can also plot another nonparametric probability density es-
timate, namely the kernel density estimate, which can be calculated with the
function density(). Notice that this function has several arguments which
influence the result.

> n <- 200

> x <- rnorm(n)

> hist(x, freq = FALSE, breaks = "Scott", xlim = c(-4, 4), ylim = c(0,

+ 0.5))

> t <- seq(-4, 4, len = 401)

> lines(t, dnorm(t), col = "red")

> rug(x)

> plot(density(x))
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B.3 Vectorized computations and matrix oper-
ations

In R the basic arithmetic opetators +, -, *, / can be applied to matrices of
the same size, and the result is a matrix whose element (i, j) is obtained by
performing the arithmetic operation to the elements at positions (i, j) of the
two operands. That is, all the basic arithmetic operations for matrices are
performed element by element (and one of the two operands can be a scalar).
For clarity and for efficiency, one should avoid using explicit for loops such as

> for (i in 1:m)

+ for (j in 1:n) C[i, j] <- A[i, j] + B[i, j]

when a simple addition C <- A + B suffices. However, sometimes one really
needs to use explicit loops in R code, e.g., when one tries to implement a
Metropolis–Hastings algorithm.

Some of the often needed matrix operations are

• matrix(v, nrow = m, ncol = n) forms a m × n matrix out of the ele-
ments of the vector v which should have mn entries.

• A %*% B calculates the matrix product of matrices A and B.

• t(A) calculates the transpose of the matrix A.

• rowSums(A) and colSums(A) calculate the row sums and column sums of
matrix A.

• apply(A, 1, FUN) applies the function FUN to each of the rows of matrix
A; apply(A, 1, sum) is an alternative way of calculating the row sums
of matrix A.

• apply(A, 2, FUN) applies the function FUN to each of the columns of ma-
trix A; apply(A, 2, sum) is an alternative way of calculating the column
sums of matrix A.

• chol(S) accepts as its argument a symmetric positive definite matrix S
and calculates its upper triangular Cholesky factor R, i.e., an upper trian-
gular matrix R such that S = RTR. The lower triangular Cholsky factor
L is then L = RT and it satisfies S = LLT .

• solve(A) calculates the inverse of the square matrix A. Notice that
solve(A, b) solves the linear system of equations Ax = b.

• det(S) calculates the determinant of the square matrix S.

• eigen(S) calculates the eigenvalues and eigenvectors of the square matrix
S.

• svd(A) calculates the singular value decomposition of a rectangular matrix
A.
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To illustrate, consider the simulation of the multivariate normal distribution
with a given mean vector m and covariance matrix S. If L is the lower triangular
Cholesky factor of S, i.e. S = LLT and Z has the d dimensional standard normal
distribution Nd(0, I), then LZ ∼ N(0, LLT ) = N(0, S), and X = LZ + m ∼
N(m,S). It is customary to store multivariate observations as row vectors of a
data matrix, and we decide to do likewise. Transposing,

XT = ZTLT +mT = ZTR+mT ,

where R is the upper triangular Cholesky factor. The following code fragment
shows how one can simulate n vectors from the multivariate normal N(m,S)
and store them as row vectors of the matrix x.s using the above idea.

> m <- c(-1.3, 2.2)

> S <- matrix(c(2.1, -1.4, -1.4, 2.1), nrow = 2)

> R <- chol(S)

> n <- 1000

> d <- length(m)

> zz <- matrix(rnorm(n * d), ncol = d)

> x.s <- sweep(zz %*% R, 2, m, "+")

We only needed to generate nd random numbers from the standard normal
distribution and store them as row vectors of the matrix zz in order to get
n random draws from the Nd(0, I) distribution. When these row vectors are
multiplied from the right by the upper triangular Cholesky factor R, we get
n (row vector) draws from the Nd(0, S) distribution. We still need to add
the vector m to each of the resulting row vectors. This is done via a call
to the function sweep, which is a very useful function despite of its obscure
documentation:

• sweep(A, 1, v) returns a matrix where vector v has been subtracted
from each of the columns of matrix A.

• sweep(A, 2, v) returns a matrix where vector v has been subtracted
from each of the rows of matrix A.

• sweep(A, 1, v, FUN) returns a matrix where the ith column of A has
been replaced by the result of FUN(A[ ,i], v)

• sweep(A, 2, v, FUN) does a similar transformation operating on the
rows of matrix A.

As a second example, consider the following code for calculating the proba-
bility density function of a multivariate normal. The call mydmnrom(x, m, S)
evaluates the density of N(m,S) for each row vector of matrix x and likewise
mydmnrom(x, m, precmat = Q) evaluates the density of N(m,Q−1).

> mydmnorm <- function(x, m, covmat, precmat = solve(covmat), log = FALSE) {

+ d <- length(m)

+ if (d > 1 & is.vector(x))

+ x <- matrix(x, nrow = 1)

+ yy <- sweep(x, 2, m)

+ log.pdf <- ((-d/2) * log(2 * pi) + 0.5 * log(det(precmat)) -
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+ 0.5 * rowSums((yy %*% precmat) * yy))

+ if (log)

+ log.pdf

+ else exp(log.pdf)

+ }

Here the challenge is to evaluate the quadratic forms ytQy efficiently, when
y = x − m and x a column vector containing the elements of one the rows
of the input matrix. In the code we do this for all rows at the same time by
using matrix multiplication followed by element by element multiplication and
summation.

B.4 Contour plots

Contour plots can be drawn by calling the function contour, e.g., using the
arguments contour(x, y, z). Here x and y are vectors containing the values
at which the function f(x, y) whose contour lines we want to draw have been
evaluated, and z is a matrix such that

z[i, j] = f(x[i], y[j]) (B.1)

Those parts of the contour plot where z has the value NA are omitted.
In the following example we first define a function ddiri which evaluates

the Dirichlet density (or its logarithm) at the points given as row vectors of the
argument matrix x. (Argument x can also be a vector.) The function returns
the value NA for those points which fall outside the valid domain.

> ddiri <- function(x, a, log = FALSE) {

+ if (is.vector(x)) x <- matrix(x, nrow = 1)

+ d <- dim(x)[2]

+ n <- dim(x)[1]

+ d1 <- length(a)

+ stopifnot(d1 == d + 1)

+ x <- cbind(x, 1 - rowSums(x))

+ valid <- apply(x > 0, 1, all)

+ log.pdf <- numeric(n)

+ log.pdf[!valid] <- NA

+ log.pdf[valid] <- (lgamma(sum(a)) - sum(lgamma(a)) +

+ rowSums(sweep(log(x[valid, , drop = FALSE]), 2, a - 1, '*'))
+ )

+ if (log) log.pdf else exp(log.pdf)

+ }

In order to make a contour plot of the a bivariate Dirichlet density, we first
define its parameters and set up grids x and y for the two axes.

> a <- c(15.3, 11.2, 13)

> n <- 400

> eps <- 1e-04

> x <- seq(0 + eps, 1 - eps, length = 101)

> y <- x
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Next we calculate a matrix z such that (B.1) holds for all i, j, when f stands
for the probability density. The straightforward solution is to use two nested
for loops as follows

> z <- matrix(0, nrow = length(x), ncol = length(y))

> for (i in seq_along(x))

+ for (j in seq_along(y))

+ z[i, j] <- ddiri(c(x[i], y[j]), a)

A fancier and more efficient solution uses only a single call of the function ddiri.
We first form matrices xx and yy such that xx[i, j] = x[i] for each j and
yy[i, j] = y[j] for each i. Here we use the function outer which calculates
outer products of vectors: the outer product of column vectors u and v is the
matrix uvT . These two matrices xx and y are then converted to vectors which are
then combined to form the first argument to the function ddiri. The function
returns a vector which is reshaped into the appropriate form.

> xx <- outer(x, rep(1, length(y)))

> yy <- outer(rep(1, length(x)), y)

> xarg <- cbind(as.vector(xx), as.vector(yy))

> z <- matrix(ddiri(xarg, a), nrow = length(x))

Before calling contour we scale the result so that the maximum value of z
becomes 100. Then it is easy to define meaningful levels at which to draw the
contour lines. The default values of the levels would produce a more crowded
figure which would not show the tail behaviour of the density as well. This way
of selecting the contour levels works well when the density is bounded and all
of the contours have roughly the same shape. To finish the plot, we draw a
random sample from the density and plot it on top of the contour plot.

> maxz <- max(z, na.rm = TRUE)

> z <- 100 * z/maxz

> contour(x, y, z, levels = c(90, 50, 10, 1, 0.1), asp = 1)

> yy.s <- matrix(rgamma(d1 * n, a), ncol = d1, byrow = TRUE)

> xx.s <- sweep(yy.s, 1, rowSums(yy.s), FUN = "/")

> points(xx.s[, 1], xx.s[, 2], pch = ".")

An alternative way to visualize a two-dimensional density is to draw a per-
spective plot using the function persp.

> persp(x, y, z)

B.5 Numerical integration

The function integrate calculates numerically the integral of a given function
over a given (univariate) interval. It returns a list from which the approximate
value of the integral can be extracted for further use.

> f <- function(x) x^(100) * (1 - x)^(110)

> print(v <- integrate(f, 0, 1))
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Figure B.2: Probability density function of a two-dimensional Dirichlet distri-
bution: (a) contour plot and sample points, (b) perspective plot.

6.63829e-65 with absolute error < 8.4e-66

> print(v$value)

[1] 6.63829e-65

B.6 Root finding

R function polyroot is able to find the (complex) roots of a polynomial. The
real and imaginary parts of complex numbers can be extracted with the functions
Re and Im, respectively.

R function uniroot can find the root of a continuous function, when it is
given an interval such that the function has values of opposite signs at the
endpoints.

B.7 Optimization

The function optim optimizes iteratively a given multivariate objective function
using one of several methods. The default method is derivative free in that
one does need to write a function for calculating the gradient of the objective
function. The function is also able to calculate an approximation to the Hessian
matrix of the objective function the optimum point. This can be used, e.g., in
order to calculate an Laplace approximation to some interesting integral.

For the sake of demonstration we use optim to approximate the integral of
the Dirichlet density discussed earlier over the whole space. Since optim likes
to minimize (instead of maximize) we use as the target function the negative
of the logarithm of an unnormalized verision of the density function. Then the
calculated Hessian is the negative Hessian needed in the approximation. (It
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is possible to make optim to maximize by specifying a suitable value for its
argument control.) Notice that our objective function is coded to return plus
infinity, if its argument is outside the valid domain.

> objective.f <- function(x, a) {

+ x <- c(x, 1 - sum(x))

+ if (any(x < 0))

+ return(Inf)

+ return(sum((1 - a) * log(x)))

+ }

> a <- c(15.3, 11.2, 13)

> ini.x <- c(0.3, 0.4)

> r <- optim(ini.x, objective.f, gr = NULL, a, hessian = TRUE)

> print(opt.x <- r$par)

[1] 0.3918050 0.2794669

> print(Q <- r$hessian)

[,1] [,2]
[1,] 204.2033 111.0493
[2,] 111.0493 241.6515

> d <- 2

> I.Lap <- (2 * pi)^(d/2) * exp(-objective.f(opt.x, a))/sqrt(det(Q))

> I.exact <- prod(gamma(a))/gamma(sum(a))

> print(c(Laplace = I.Lap, exact = I.exact))

Laplace exact
1.776269e-19 1.669990e-19
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